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Abstract
We describe a new hybrid-optimization method for solving the full-regularization problem of computing both the regularization parameter and the corresponding regularized solution in 1-norm and 2-norm
Tikhonov regularization with additional non-negativity constraints. The approach combines the simulated annealing technique for global optimization and the low-cost spectral projected gradient method for
the minimization of large-scale smooth functions on convex sets. The new method is matrix-free in the
sense that it relies on matrix-vector multiplications only. We describe the method and discuss some of its
properties. Numerical results indicate that the new approach is a promising tool for solving large-scale
image restoration problems.
Keywords: Image restoration, ill-posed problems, regularization, convex optimization, spectral projected
gradient, simulated annealing.
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Introduction

The restoration of a two-dimensional image that has been contaminated by blur and noise continues to receive
considerable attention, specially in the large-scale case. For more than three decades, several techniques that
focus on de-blurring and noise removal have been developed (see e.g. [8, 22, 35]), and used in various
applications such as satellite imaging [18, 55], medical imaging [6, 56, 57], astronomical imaging [4, 9, 23, 46],
forensic sciences [62, 68], and signal processing [3, 28, 44]. In these applications, the blurring is mostly caused
by object nonuniform motion, calibration error of imaging devices, or atmospheric turbulence; whereas the
noise is usually generated from transmission errors.
The noise is frequently assumed to be additive, and the blurring process is mathematically described by
a point-spread function (PSF), that specifies how pixels in the image are distorted. In this work we assume
that the distortion (or contamination by blur and noise) is represented by the following pixel-wise linear
model
X
(K ? ztrue )(x, y) + r(x, y) ≡
(K(x − s, y − t)ztrue (s, t)) + r(x, y) = b(x, y),
(1)
s,t

where ztrue represents the true image, K is the two-dimensional PSF, r is the additive noise, b is the degraded
given image, x and y are the discrete pixel coordinates, and ? represents the discrete convolution operator. For
an account on the mathematical representation of the discrete image restoration process (or de-convolution)
see, e.g., [35].
The discrete mathematical model (1) yields the linear system of equations
Aztrue + r = b,

(2)
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where ztrue ∈ IRnm represents the unknown true image of size n × m, b ∈ IRnm represents the given blurred
and noisy image of size n × m, and r ∈ IRnm represents the additive noise. The nm dimensional vectors ztrue ,
b, and r are obtained by piling up the columns of the n × m matrices whose entries are the pixel values of
the corresponding images (pictures). The matrix A ∈ IRnm×nm , built from K, is usually very ill-conditioned
[33] (i.e., numerically singular), and therefore the problem is typically solved in the least-squares sense.
Moreover, in practice, the unknown vector ztrue records the image pixel-values of color or light intensity,
and so its entries must be nonnegative. Consequently, we can state the image restoration problem as the
following constrained optimization problem in the unknown vector z ∈ IRnm
min
z∈Ω

1
kAz − bk22 ,
2

(3)

where Ω = {w ∈ IRnm : w ≥ 0}.
The presence of noise, in combination with the ill-conditioning of A, implies that the exact solution of
(3) may significantly differ from the blurred and noise-free true image ztrue . Therefore, to stably recover
the image and at the same time improve the condition of the problem, a regularization term is added to
the objective function. The standard regularization technique is the Tikhonov-type regularization [64], that
replaces (3) by
min
z∈Ω

1
kAz − bk22 + λT (z),
2

(4)

where λ is a positive parameter and T (z) is a penalty term on the unknown z. The standard choice is of
the form T (z) = kLzkp for some induced norm k . k and some integer p ≥ 1; where L is a matrix chosen to
obtain a solution with desirable properties. In this work, we focus on the following two specialized choices:
T (z) = 21 kzk22 and T (z) = kzk1 . Nevertheless, our machinery can be easily adapted to several other choices
of T .
Problem (4) appears in important applications besides image restoration, where non-negativity on the
solution must be enforced. In tomography [51], for example, the solution represents radiation intensity,
beam attenuation, or density, and must be non-negative. Results in [60] indicate that regularized solutions
obtained by enforcing the non-negativity constraints are more accurate with respect to the true solution
than regularized solutions that are not required to satisfy those constraints (see also [50, 54]). The choice
T (z) = 21 kzk22 is the original and widely-used Tikhonov regularization term, while the choice T (z) = kzk1 is
the so-called 1-norm regularization term used, for example, to preserve edges in restored images (cf. [8, 22]);
or to promote sparsity in signal processing (cf. [28, 30, 63]).
Computing the positive parameter λ is a fundamental and difficult task that is usually accomplished
in practice by using a priori information, such as the norm of the desired solution, in combination with
heuristics. Existing criteria for computing the parameter include the discrepancy principle (cf. [48, 58]),
L-curve criterion (cf. [19, 20, 32]), and Generalized Cross Validation (GCV) (cf. [25, 29]).
When a value for the parameter λ is available, we shall refer to (4) as the standard regularization problem;
otherwise, we shall call it the full regularization problem. Several methods exist for standard regularization
based on the unconstrained version of problem (4) (see, e.g., [16, 47, 59, 67]). Methods for standard regularization based on the constrained problem (4) include [17, 31, 50, 54, 69] for the 2-norm penalty term, and
[28, 40, 44] for the 1-norm penalty term. Methods for full regularization based on the constrained problem
(4) include [27, 60] for the 2-norm penalty term. To the best of our knowledge, no method exists for full
regularization based on problem (4) when the 1-norm penalty term is used.
In the full-regularization case, we need methods that can compute both an approximate optimal regularization parameter and the corresponding regularized solution. Such methods are often called hybrid in the
literature [33, 52], since they usually combine one strategy for computing the parameter with a different one
for computing the solution. In the large-scale unconstrained case, hybrid techniques are usually associated
with the use of Krylov subspace iterative schemes (cf. [5, 14, 15, 25, 38, 52]).
In this work, we present a new hybrid-optimization method for large-scale full regularization based on
(4) with a 2-norm or a 1-norm penalty term. The new method combines the Simulated Annealing (SA)
technique [21, 36, 41] for global optimization, and the low-cost Spectral Projected Gradient (SPG) method
for the minimization of large-scale smooth functions on convex sets [10, 11], to simultaneously compute an
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approximate optimal value for λ and the corresponding regularized solution. The method is matrix-free in
the sense that A is used only in matrix-vector multiplications. Moreover, the storage requirements are fixed
and low: only five vectors are needed. These features make the method suitable for large-scale computations.
We describe the new method, discuss some of its properties, and illustrate its performance with numerical
results on large-scale image restoration problems.
The rest of the paper is organized as follows. In Section 2 we review the SPG and the SA methods, and
present an SPG version specifically designed for convex quadratic problems such as (4). In Section 3, we
fully describe our new hybrid method. In Section 4, we present numerical results on several large-scale image
restoration problems. Concluding remarks are presented in Section 5.

2

Optimization techniques

In this section, we describe the optimization techniques that will be combined in our new hybrid scheme, the
SPG method and the SA method. We also describe the ingredients in each technique that must be adapted
for solving the two particular instances of (4) considered:
min
z∈Ω

f2 (z) ≡

λ
1
kAz − bk22 + kzk22 ,
2
2

(5)

min
z∈Ω

f1 (z) ≡

1
kAz − bk22 + λkzk1 .
2

(6)

and

Notice that f2 is continuously differentiable and its gradient for a fixed λ ≥ 0 is given by
∇f2 (z) = (AT A + λI)z − AT b.

(7)

Since all considered images z are in Ω, i.e., their entries are all nonnegative, then kzk1 = eT z, where e is
the vector of all ones. Therefore, constrained to Ω, the function f1 is also continuously differentiable, and its
gradient for a fixed λ ≥ 0 is given by
∇f1 (z) = AT Az − (AT b − λe).

(8)

Moreover, the Hessian operators of f2 and f1 are given by (AT A + λI) and AT A, respectively. Hence, for a
given λ ≥ 0, the Hessian in both cases is a constant positive semi-definite matrix, and so, both functions are
convex quadratics. This fact will be taken into account to present a simplified version of the SPG method.

2.1

Spectral Projected Gradient (SPG) method for image restoration

The SPG method is a nonmonotone projected-gradient-type method for minimizing general smooth functions
on convex sets [10, 11]. The method is simple, easy to code, and does not require matrix factorizations.
Moreover, it overcomes the traditional slowness of the gradient method by incorporating a spectral step
length and a nonmonotone globalization strategy. Hence, the method is very efficient for solving large-scale
convex constrained problems in which projections onto the convex set can be computed inexpensively. In
this special situation, the SPG method has been recently used in connection with standard regularization
techniques to solve the ill-conditioned constrained least-squares problems that appear in the restoration of
blurred and noisy images (see e.g., [17, 67]), and also on some related ill-conditioned inverse problems (see
e.g., [7, 28, 30, 44, 56, 61]). A review of extensions and applications of the SPG method to more general
problems can be found in [13] and the references therein.
For a given continuously differentiable function f : IRnm → IR, such as f1 and f2 , the SPG method starts
from a given z0 ∈ IRnm and moves along the spectral projected gradient direction dk = PΩ (zk − ρk g(zk )) − zk ,
where g(w) = ∇f (w) denotes the gradient of f evaluated at w, ρk is the spectral choice of step length
ρk =

sTk−1 sk−1
,
sTk−1 yk−1

3

where sk−1 = zk − zk−1 , yk−1 = g(zk ) − g(zk−1 ), and ρ0 > 0 is given. It is worth noticing that, for the convex
quadratic functions in (5) and (6), the denominator of ρk can be written as
sTk−1 yk−1 = sTk−1 Hsk−1 ,
where H is the Hessian of f . Since the Hessian operators of f2 and f1 are positive semi-definite, then for the
problems that we are considering sTk−1 yk−1 ≥ 0, and hence ρk ≥ 0 for all k.
For w ∈ IRnm , PΩ (w) denotes the projection of w onto Ω, which in our case means that (entry-wise)
PΩ (w)i = max(0, wi ) for all 1 ≤ i ≤ nm.
In case the first trial point zk + dk is rejected, the next trial points are computed along the same internal
direction, i.e., z+ = zk + αdk , choosing 0 < α < 1 by means of a backtracking process until the following
nonmonotone line search condition holds
f (z+ ) ≤
0≤j≤

max
f (zk−j ) + γα(dTk g(zk )),
min {k,m−1}

where m ≥ 1 is a given integer and 0 < γ < 1 is a given small number, usually fixed at 10−4 . We note that
the projection operation needs to be performed only once per iteration. We also note that if m = 1 then
the line search condition forces monotonicity in f . However, to take advantage of the nonmonotone and fast
behavior induced by the spectral choice of step length, it is highly recommendable to choose m > 1.
Given λ ≥ 0, z0 ∈ Ω, and the two following required stopping parameters: A prescribed tolerance
0 < tol < 1 and a maximum number of iterations maxiter; and given a safeguarding interval [ρmin , ρmax ]
with ρmax > ρmin > 0, and ρ0 in this interval, our adapted version of the SPG method is described in the
following algorithm.
Algorithm 1: SPG for image restoration. Input: z0 ∈ Ω, ρ0 ∈ [ρmin , ρmax ], λ ≥ 0 (required to
evaluate g(z) given by (7) or (8))
k ← 0, pgnorm ← 1;
while (pgnorm ≥ tol) & (k ≤ maxiter) do
dk ← PΩ (zk − ρk g(zk )) − zk ;
pgnorm ← kdk k∞ ;
αk ← Line Search(zk , g(zk ), dk , λ);
zk+1 ← zk + αk dk ;
sk ← zk+1 − zk ;
yk ← g(zk+1 ) − g(zk );
if sTk yk = 0 then
ρk+1 ← ρmax ;
else
ρk+1 ← min{ρmax , max{ρmin , sTk sk /sTk yk }};
end
k ← k + 1;
end
Return (zk , ρk , pgnorm)
To compute αk in Algorithm 1, we use a nonmonotone line search strategy based on a safeguarded
quadratic interpolation scheme. At every step k, the one-dimensional quadratic q required to force the line
search condition is the unique one that satisfies: q(0) = f (zk ), q(α) = f (zk + αdk ), and q 0 (0) = g(zk )T dk .
In general, once the backtracking process is activated, the next trial point, z+ = zk + αdk , uses the scalar
α that minimizes the quadratic q. The safeguarding procedure acts when the minimizer of q is not in the
interval [σ1 , σ2 α], for given safeguard parameters 0 < σ1 < σ2 < 1 (see [11] for further details). The line
search procedure used in our image restoration application is described in Algorithm 2.
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Algorithm 2: Line Search. Input: zk , g(zk ), dk , λ ≥ 0 (required to evaluate f2 (z) or f1 (z))
fmax ← max{f (zk−j )};
0 ≤ j ≤ min{k, m − 1};
z+ ← zk + dk ;
δ ← g(zk )T dk and α ← 1;
while (f (z+ ) > fmax + αγδ) do
αtemp ← − 12 α2 δ/(f (z+ ) − f (zk ) − αδ);
if ((αtemp ≥ σ1 ) and (αtemp ≤ σ2 α)) then
α ← αtemp
else
α ← α2 ;
end
z+ ← zk + αdk
end
αk ← α;
Return (αk )
We close this section commenting on the theoretical properties of Algorithm 1. First we note that, for
any continuously differentiable function f and convex set Ω, dk is a descent direction for all k [10]. Moreover,
Theorem 2.1 in [12] guarantees global convergence of the sequence {zk }, generated by Algorithm 2, towards a
constrained stationary point of the function f . Finally, since the functions f1 and f2 in (5) and (6) are convex
quadratics for a given λ ≥ 0, then the whole sequence {zk } converges to a constrained global minimizer.

2.2

Simulated annealing for choosing λ

Simulated Annealing (SA) is a family of heuristic algorithms originally developed to solve combinatorial
optimization problems [41, 45], that can also be applied to continuous global optimization problems [43,
66]. In this work, we will apply a specialized version of SA to estimate the positive parameter λ that
appears in problems (5) and (6). SA will be combined with the SPG method to produce a hybrid fullregularization scheme. For this specific application, SA algorithms are very attractive because of their
tendency to approximate global optimal solutions, and because they do not require any derivative information.
Our hybrid scheme will be fully described in Section 3.
Specialized SA algorithms have been recently developed and used in connection with standard regularization techniques to solve the ill-conditioned constrained least-squares problems that appear in the restoration
of blurred and noisy images (see e.g., [1, 39, 42]), and also on some related ill-conditioned inverse problems
(see e.g., [70]). SA algorithms also possess additional advantages for solving inverse problems on parallel
architectures [42].
The main idea behind SA algorithms is to emulate the cooling process of a material, that has been exposed
to high temperatures, in such a way that it reaches an ideal state corresponding to a global minimum of the
energy. If the temperature of the material is decreased too fast, it ends up in an amorphous state with a high
energy corresponding to a local minimum. The process of cooling the material at the right (non-monotone)
pace to reach a global minimum is the so-called physical annealing process [26, 41]. In [45], a Monte Carlo
method was proposed to simulate the physical annealing process. This was the seminal work of what is now
known as SA algorithms.
We now present an SA algorithm that will be embedded in our hybrid scheme in Section 3. We assume that
we need to minimize a function E that depends on the unknown variable s. At each iteration, the algorithm
randomly generates a candidate point snew and, using a random mechanism controlled by a parameter T
(temperature), it decides whether to move to the candidate point snew or to remain in the current point,
say sk . If there exists an increase in the objective function E, the new point will be accepted based on the
Metropolis probability factor ([26, 43, 53]):
exp(−∆E/T ),
where ∆E = E(snew ) − E(sk ). Once a new point is accepted, we update the temperature by means of
a cooling function ϕ(T ). In addition, we need to specify a neighborhood N (sk ) of possible candidates for
choosing the next point.
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Algorithm 3: Simulated annealing algorithm
Select N (s0 ), and randomly initialize the parameter estimate s0 in N (s0 );
Select a value for the initial temperature (T0 > 0);
Select the temperature reduction function (ϕ);
Select number of iterations for each temperature nrep;
repeat
repeat
Set Iteration Counter ← 0;
Randomly produce a new parameter snew in N (sk );
Compute the objective function change ∆E = E(snew ) − E(sk );
if ∆E ≤ 0 then
accept sk ;
sk+1 ← snew
else
Generate a random value U uniformly in (0, 1);
if U < exp(−∆E/Tk ) then
sk+1 ← snew
end
end
Iteration Counter ← Iteration Counter +1;
until Iteration Counter= nrep (number of iterations for Tk ) ;
Tk ← ϕ(Tk−1 )
until T ≈ 0 (stopping criterion, cold temperature) ;
We note that, in the SA algorithm, the higher the value of T the more non-optimal candidates sk are
allowed, i.e., values for which the value of E increases. This is the strategy that prevents the iterates from
being trapped in a non-optimal local minimum. When the value of T decreases the probability of accepting
non-optimal candidates decreases; and this probability converges to 0 when T converges to 0. The cooling
function ϕ(T ) is usually defined as
ϕ(Tk ) = α
b ∗ Tk−1 ,
(9)
where 0 < α
b < 1 defines the cooling rate. When T reaches its lowest possible value (T ≈ 0) then the last
accepted point sk is declared the global minimum.

3

Hybrid-optimization approach for full regularization

Our hybrid scheme uses an adapted SA algorithm for global optimization to choose the regularization parameter λ. At every iteration of the SA algorithm, a new candidate for the parameter λ > 0 is chosen and the
SPG method is applied to find the constrained minimizer zλ of either (5) or (6), for that specific value of λ.
The most important ingredient is the energy function E (or merit function) to be used in the SA algorithm.
The ideal choice would be the relative error, relerrλ = kzλ − ztrue k2 /kztrue k2 , which requires the true
image ztrue . Therefore, choosing the relative error as energy function is unrealistic. Nevertheless, it can be
useful when applied to test problems for which ztrue is available in order to assess the quality of practical
choices of λ.
In Figure 1, we can observe the behavior of the relative error for a set of different values of λ in the
interval [0, 0.45], when applied to the well-known cameraman image, after it was degraded by relatively mild
Gaussian blur and Gaussian additive noise (fully described in Section 4.1). For every λ, we obtain the best
image zλ using the SPG method for solving problem (5). The computed images for different values of λ are
reported in Figure 3. Notice in Figure 1 that the smallest relative error is obtained for λ = 3.35e-02 (vertical
line), which is not zero but relatively small. We can also observe that below and above that optimal value the
relative error increases rather quickly, indicating the difficulty involved in obtaining the optimal parameter.
The effect of the optimal value of the regularization parameter can be observed in Figure 3 in Section 4.1.
The associated relative errors are shown in Table 1, also in Section 4.1.
For the cameraman example, we notice that for every chosen λ ∈ [0, 0.45], the SPG method returns
the best image zλ with a different value of the variable pgnorm, which is used in the stopping criterion in
Algorithm 1. The variable pgnorm measures the norm of the spectral projected gradient direction
dk = PΩ (zk − ρk g(zk )) − zk .
6

Figure 1: Behavior of the relative error for λ ∈ [0, 0.45]. At every chosen λ, zλ is obtained using the SPG
method.

Figure 2: Behavior of the best possible pgnorm (from the SPG method) for λ ∈ [0, 0.45]
In theory, the value of pgnorm should be taken down to zero when solving the restoration problem. However
due to the ill-conditioning of the Hessian of f2 , described in Section 2, when λ is very close to zero, the best
possible value of pgnorm, which we will denote by pgnormλ , cannot reach values below a certain threshold
away from zero, regardless of the additional number of iterations performed with the SPG method. Once
λ > 0 increases, thanks to the penalization term, the condition number of the Hessian matrix of f2 is reduced
and the SPG method can reach smaller values of pgnorm at convergence. In Figure 2 we can observe the
behavior of pgnormλ for a set of different values of λ in the interval [0, 0.45], when the SPG method was
applied to the restoration of the cameraman image from the same data as in Figure 1. Notice that for
λ = 0, pgnormλ cannot be lower than 10−2 . Note also that as soon as the Hessian of the modeling function
becomes better conditioned (by increasing λ) then pgnormλ is rapidly reduced, and remains stable below
10−6 . The latter value is first attained for λ close to the optimal value (vertical line in Figure 1) observed
when monitoring the relative error. Moreover, the optimal value lies in a relatively small neighborhood
of the first value of λ for which pgnormλ falls below 10−6 . This connection between the optimal λ > 0
based on the relative error, and the one obtained monitoring pgnormλ , has been observed in all our academic
experiments, indicating that the value of pgnormλ is a good candidate for the energy function in our heuristic
SA algorithm.
It is also worth mentioning that when λ increases beyond the optimal point, the value of pgnormλ remains
bounded and stable below a very small number (10−6 in our cameraman example). However, as shown in
Figure 3, for those values of λ the restored image deteriorates since the penalization term becomes too
important and the relative value of the residual term tends to disappear. As a consequence, restored images
corresponding to large values of λ are not of high quality. Therefore, long steps in λ, once the stabilization
zone has been reached, should be avoided. In our SA algorithm, additional controls will be imposed to
dynamically reduce the length of the steps in λ once the iterates are in a small neighborhood of a good
candidate.
In addition to the energy function, we need to specify a neighborhood of possible candidates for the next
iterate λi+1 > 0 at the i-th iteration of the SA algorithm. Based on the previous discussion concerning the
distance between the optimal value of λ and the first value for which pgnormλ has reached the stabilization
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zone, an improvement of the image can be obtained by moving in a relatively small interval around the
previous λi > 0. All these small intervals (or neighborhoods) will remain in a bounded and relatively large
interval, that will be referred to as the feasible set for the parameter λ. The size of this relatively large
interval will be specified later (see Remark (vi) below). Now, at the i-th iteration, the possible variation of
the next λi+1 ≥ 0 will be chosen in the following interval
λi+1 ∈ [|λi − ε/10inside |, λi + ε/10inside ],

(10)

where ε > 0 is a preestablished parameter, and inside is the number of consecutive times that pgnormλ
has remained in the stabilization zone, i.e., pgnormλ ≤ zone. The choice of the parameters ε, inside, and
zone is an important aspect of our hybrid approach, and it will be further discussed below. Notice that the
more consecutive iterations pgnormλ stays in the stabilization zone, the shorter the steps. Given 0 < ε < 1,
Algorithm 4 below describes the steps of our specialized hybrid method for finding a regularization parameter
λ and an associated restored image zλ . Notice that Algorithm 4 requires the use of Algorithm 1, Algorithm
5, and the binary Algorithm 6.
Algorithm 4: Hybrid Algorithm, Input: z0 ∈ Ω, ρ0 ∈ [ρmin , ρmax ], λ1 ≥ 0, T1 ≥ 1, 0 < ε < 1,
0<α
b < 1, zone > 0, n times ≥ 1, p ≥ 1
(z1 , ρ1 , pgnormλ1 ) ← SP G(z0 , ρ0 , λ1 ) ;
i ← 0; inside ← 0;
repeat
θ ← random(−1, 1);
step ← (ε/10inside ) ∗ θ;
i ← i + 1;
λ+ ← |λi + step|;
(z+ , ρ+ , pgnormλ+ ) ← SP G(zi , ρi , λ+ ) ;
(better, inside) ← Better(pgnormλ+ , pgnormλi , inside, zone);
if (better) then
λi+1 ← λ+ ;
pgnormλi+1 ← pgnormλ+ ;
zi+1 ← z+ ; ρi+1 ← ρ+ ;
else
inside ← 0;
if (Accept(pgnormλ+ , pgnormλi , Ti )) then
λi+1 ← λ+ ;
pgnormλi+1 ← pgnormλ+ ;
zi+1 ← z+ ; ρi+1 ← ρ+ ;
else
λi+1 ← λi ;
pgnormλi+1 ← pgnormλi ;
zi+1 ← zi ; ρi+1 ← ρi ;
end
end
speedup ← max(0 , α
b ∗ cos( inside+π/2
n times ));
Ti+1 ← speedup ∗ Ti ;
until Ti+1 ≤ 10−p ;
Output: zi+1 ,λi+1
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Algorithm 5: Better, Input: pgnormλ+ , pgnormλi , inside, zone
if (pgnormλ+ < pgnormλi ) or (pgnormλ+ ≤ zone) then
if (pgnormλ+ ≤ zone) then
inside ← inside + 1;
end
better ← 1;
else
better ← 0;
end
Return (better, inside)

Algorithm 6: Accept, Input: pgnormλ+ , pgnormλi , Ti
p ← rand();
∆E ← pgnormλ+ − pgnormλi ;
if (p < exp−∆E/Ti ) then
Return(1)
else
Return(0)
end
Remarks.
(i) At every iteration of Algorithm 4, the SPG method returns pgnormλ+ , ρ+ , and z+ associated with the
parameter λ+ , the initial step length ρi , and the initial guess zi . Using, as initial data, the previously obtained image zi , and also the last spectral step length ρi from the previous iteration, reduces the number of
SPG iterations.
(ii) Given a prescribed value of the parameter zone ∈ (0, 0.1), the function Better (Algorithm 5) accepts a
new possible λ+ if pgnormλ+ < pgnormλi or pgnormλ+ ≤ zone, which guarantees that the hybrid scheme
tends toward the stabilization zone of pgnormλ . Once inside, any new λ that remains in the same neighborhood will be considered a good candidate (better = 1).
(iii) To make sure that the SA algorithm produces λ’s that remain inside the feasible set, we use a fast
cooling mechanism once pgnormλ has reached the stabilization zone. To avoid a false candidate (i.e., some
λi for which pgnormλi reaches the stabilization zone, but immediately the next candidate, λ+ , produces
pgnormλ+ > zone), we accelerate the cooling process depending on the number of consecutive iterations for
which pgnormλ remains inside the stabilization zone (see (11) below). The variable inside is used to count
these consecutive events.
(iv) Accelerating the cooling process is a key aspect of our proposal for remaining inside the neighborhood
of a good candidate λi , once pgnormλ has reached the stabilization zone. To be precise, the temperature is
decreased by the following novel speedup factor



inside + π/2
,
(11)
speedup = max 0 , α
b ∗ cos
n times
where the parameter n times must be chosen in advance. The parameter α
b > 0 in (9) is usually fixed in the
interval [0.8, 0.95] (see, e.g., [37, 39, 41, 70]). Notice that, indeed, the larger the parameter inside the faster
the temperature decreases.
(v) The function Accept (Algorithm 6) evaluates the chance of accepting the new candidate λ+ even if it
is worse (not better) than the previous one. The function Accept also guarantees that, as the temperature
decreases, the probability of accepting a worse candidate also decreases.
(vi) Algorithm 4 stops when Ti+1 ≤ 10−p , for a given integer p ≥ 1. Using (11), α
b > 0, and Ti+1 = speedup∗Ti ,
it follows that Ti+1 ≤ α
b Ti . Therefore, Ti+1 ≤ (b
α)i T1 . Clearly, if (b
α)i T1 ≤ 10−p , then Ti+1 ≤ 10−p . To
9

determine the iteration indices i for which (b
α)i T1 ≤ 10−p , we use the logarithmic function:
i log(b
α) + log(T1 ) ≤ −p.
From this inequality, recalling that 0 < α
b < 1, we have that the maximum number of possible iterations,
imax , in Algorithm 4 is given by
−p − log(T1 )
e,
(12)
imax = d
log(b
α)
where dwe is the smallest integer greater than or equal to w. Now, using (10), the largest possible movement
to the right in λ at each iteration is ε > 0. Thus, the interval that contains all possible values of λ explored
by Algorithm 4 is given by [0, λ1 + imax ε].

4

Computational Experiments

In this section, we present results of computational experiments that illustrate several aspects of the proposed
approach as well as its performance on image restoration problems. The experiments were carried out in
MATLAB R2008a on a Dell Inspiron 6400 with a 2 GHz processor and 2 GB of RAM, running the Windows
XP operating system. The floating-point arithmetic was IEEE standard double precision with machine
precision 2−52 ≈ 2.2204 × 10−6 . We used test problems from [34, 49]. All images were of size n × m
with n = m = 256 and therefore, the size of the optimization problems was nm = 65536. The true
(undegraded) image was available for all problems and its vector representation is denoted here by ztrue ;
a computed image is denoted by zλ . The 2-norm relative error in zλ with respect to ztrue is defined as
relerrλ = kzλ − ztrue k2 /kztrue k2 . We use pgnormλ to denote the value of the spectral-projected-gradient
norm that satisfied the stopping criteria in Algorithm 1 when solving (5) or (6) for a given λ. Finally, λopt
denotes the “optimal” value of λ and zopt denotes the solution computed by Algorithm 1 when solving (5)
or (6) for λ = λopt . The optimal value of λ was computed as in Section 3, i.e. by using the SPG method
for solving (5) or (6) for several values of λ in an interval, and taking λopt as the value for which zλ had the
smallest relative error. In this section, e shall denote an nm × 1 vector of all ones.
In all experiments, with the exception of the one in Section 4.5, the degraded image b was constructed
as b = btrue + σ(kbtrue k2 /krk2 )r, with btrue = Aztrue , A the blurring operator, and r a fixed vector of
Gaussian noise. Other noise vectors were also used and they yielded similar results. The noise level σ =
kb − btrue k2 /kbtrue k2 varied with each experiment and shall be specified in each section. For the experiment
in Section 4.5, the degraded image was available as part of the test problem. In all experiments, restorations
were based on problem (5). For the experiment in Section 4.5, problem (6) was also used.
The following initial values and settings were used in all experiments. For Algorithm 4: z1 = e, λ1 = 0,
b = 0.88. The values of zone and  in Algorithm 4 varied with each
p = 1, n times = 5, T1 = 50, and α
experiment and shall be specified in each section. For Algorithm 1, when used as inner solver in Algorithm
4: the initial iterate was zi from Algorithm 4, i = 0, 1, 2, . . .; maxiter= 100, ρmin = 1e-15, ρmax = 1e+15,
the value of tol was set to the value of zone in Algorithm 4. For Algorithm 2: m = 5, σ1 = 0.1, σ2 = 0.9, and
γ = 1e-04. Note that, for comparison purposes, Algorithm 1 was used in several experiments to solve (5) or
(6) for a single value of λ. In those cases, the initial iterate was the vector e; other settings were as above.
For these settings, equation (12) yields the value imax = 49 as the maximum number of iterations required
by Algorithm 4.
Regarding computational cost, measured in operations and storage, we recall that in matrix-free techniques such as the SPG method, the bulk of the computation lies in the matrix-vector multiplication and
therefore, the efficiency of the techniques depends on the efficiency of this operation. Note that in imaging,
matrix-vector multiplication can usually be implemented in terms of FFTs, which makes it very efficient. The
efficiency of the SPG method also depends on the efficiency of projections onto Ω. In our case, the projection
amounts to nm scalar comparisons which are quite inexpensive. In this work, we report operations as the
number of matrix-vector products. The storage requirements of the proposed strategy is five vectors of length
nm. The number of outer iterations required by Algorithm 4 is also used as an indication of performance.
The remainder of the section is organized as follows. In Section 4.1, we explore several aspects of the
proposed approach as well as its performance on full regularization problems in image restoration. In Section
4.2, we discuss the choice of initial values and other settings for Algorithm 4. In Section 4.3, we study the
performance of Simulated Annealing for full regularization. In Section 4.4, we study the performance of the
SPG method for full regularization. In Section 4.5, we discuss the use of Algorithm 4 for the restoration of
10

an astronomical image using 2- and 1-norm regularization. In Section 4.6, we present results on a problem
from automatic vehicle identification. Section 4.7 presents a discussion of the experimental results.

4.1

Full regularization in image restoration

In this section, we consider the restoration of the well-known cameraman image from blurred and noisy data.
For this purpose, we used Algorithm 4 to solve the 2-norm full regularization problem (5), i.e. assuming λ
unknown. The blur was generated with the routine blur from [34] with parameters N = 256, sigma = 1.5,
and band = 3. The noise level was σ = 1e-01. For Algorithm 4: zone = 1e-06 and  = 0.05.
In Figure 3, we show the true and degraded images, as well as restorations where different levels of
regularization were enforced by using the following values of λ: λ = 0 (no regularization), λ from Algorithm
4, λ = λopt (indicated by the vertical line in Figure 1), and λ  λopt (over regularization). As expected, when
no regularization was applied, the noise dominated the restored image. When too much regularization was
applied, details of the signal were suppressed along with the noise, yielding a darker image. The restoration
corresponding to λopt and the one computed by Algorithm 4 are visually indistinguishable.
In Table 1, we report the value of λ corresponding to each restoration, the relative error in each restoration
with respect to the true image, and the total number of matrix-vector products with A or AT required to
compute the restoration (MVP). For Algorithm 4, two values of MVP are reported: the total number of
MVP required to find the best λ and the MVP required to solve problem (5) once for this best λ. We can
observe that the value of λ computed by Algorithm 4 is very close to λopt and that the relative errors in the
corresponding restorations are essentially the same.
Note that Algorithm 4 required 531 total MVP of which 4 MVP were used to solve (5) for the best λ.
A large total MVP was expected since Algorithm 4 is a full-regularization method. This means that the
method must solve several problems of type (5) in order to determine the best value for the regularization
parameter. To compute each of the other restorations, only one problem of type (5) had to be solved since λ
was assumed to be known. Note that the MVP required by Algorithm 4 to solve (5) once for the best λ was
considerably lower than the total. These results illustrate the difference in cost between full and standard
regularization.
Further comments on these results are presented in Section 4.4.

True Image

Degraded Image

No Regularization

Algorithm 4

Optimal from Figure 1

Over Regularization

Figure 3: Restorations of the cameraman image.
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Restoration Strategy
No Regularization

λ

relerrλ

MVP

0

6.64e-01

200

Algorithm 4

3.03e-02

1.55e-01

531 ; 4

Optimal from Figure 1

3.35e-02

1.54e-01

76

Over Regularization

4.22e-01

4.14e-01

24

Table 1: Values of λ, relative error, and MVP for the restorations of the cameraman image.

4.2

Initial values and settings

In this section, we discuss possible choices of initial values and settings for Algorithm 4. Initial values are
needed for λ and z. The value of λ1 , the initial value for λ, can be zero, a random number, or a suitable
estimate, in case such an estimate is available as it is the case in some applications (cf. [28]). The value
of z1 , the initial value for z, can be any vector in Ω. As specified before, we used λ1 = 0 and z1 = e in
all experiments. The settings for zone and  were guided by the results of a preliminary numerical study
exploring the behavior of Algorithm 4 for different choices of these parameters. Recall that the parameter
zone determines when pgnormλ has entered the stabilization zone, while  is used in the computation of the
step length when generating the next iterate in the outer loop of Algorithm 4. The goal of the study was
to shed some light on how to choose those parameters. We used Algorithm 4 to compute restorations of the
cameraman image from blurred and noisy data generated as in Section 4.1, and including the noise levels:
1e-01, 1e-02, 1e-03, 1e-05. The energy function was pgnormλ .
In the first part of the study, we looked at the behavior of Algorithm 4 for different values of the parameter
zone. For this purpose, we computed restorations of the cameraman image using Algorithm 4 to solve problem
(5). For each noise level, i.e. for different vectors b, we solved (5) using  = 0.005 and the three values of
zone: 1e-06, 1e-04, and 1e-02. The parameter tol in Algorithm 1 was given the same value as zone. The
results are presented in Table 2 where we report, for each noise level and each value of zone: the value of
λ computed by Algorithm 4 and the relative error in zλ . These results seem to indicate that there exists a
relationship between the value of zone and the noise level.
Noise Level
1e-01
1e-02
1e-03
1e-05
1e-01
1e-02
1e-03
1e-05
1e-01
1e-02
1e-03
1e-05

zone

λ

relerrλ

1e-06

9.04e-03
9.55e-03
1.01e-02
7.45e-03

2.06e-01
1.06e-01
1.05e-01
1.01e-01

1e-04

3.78e-03
3.98e-03
3.48e-03
4.63e-04

3.14e-01
9.75e-02
9.10e-02
6.38e-02

1e-02

4.94e-04
4.30e-03
4.63e-03
2.50e-03

3.16e-01
1.12e-01
1.11e-01
1.11e-01

Table 2: Results of Algorithm 4 for different noise levels and different values of zone.
In the second part of the study, we looked at the behavior of Algorithm 4 for different values of the
parameter . This time, for each noise level, we chose the parameter zone as the value that yielded the
smallest relative error in the first part of the study. The values 0.05, 0.005, and 0.0005 were used for . The
results are presented in Table 3 where we report, for each noise level: the best value of zone from Table 2, the
value of λ computed by Algorithm 4, and the relative error in zλ . The results seem to indicate a relationship
between the value of  and the noise level. We can observe that for low noise levels, small relative errors were
obtained when  was small, whereas for higher noise levels, larger values of  led to better results.
This preliminary study seems to indicate that for the kind of problems considered, when the noise level
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Noise Level

zone



λ

relerrλ

1e-01

1e-06

0.05
0.005
0.0005

3.03e-02
9.04e-03
3.29e-03

1.55e-01
2.06e-01
3.39e-01

1e-02

1e-04

0.05
0.005
0.0005

2.67e-03
3.98e-03
1.11e-04

9.53e-02
9.75e-02
1.86e-01

1e-03

1e-04

0.05
0.005
0.0005

1.35e-02
3.48e-03
4.64e-04

1.09e-01
9.10e-02
6.90e-02

1e-05

1e-04

0.05
0.005
0.0005

6.84e-03
4.63e-04
4.57e-04

9.95e-02
6.38e-02
6.03e-02

Table 3: Results of Algorithm 4 for different noise levels and different values of .
is high, a small value of zone and a large value of  may be a good choice, whereas for low noise levels a
larger value of zone and a smaller value of  may be preferable. The results may be useful for choosing these
two parameters when some information about the noise is available. In the absence of such information, and
based on the results of this study, a good compromise seems to be zone = 1e-04 and  = 0.005.
The best values for zone and  from this study were used to obtain the results in Sections 4.1 and 4.3. A
similar study was performed for the experiment in Section 4.5.
Most of the settings for Algorithm 1 were as recommended in the literature (cf. [11]). The setting maxiter
= 100 was determined ad hoc, as it is often done in practice, after several trial runs. The choice of tol = zone
was guided by the proposed strategy, which seeks to reach the stabilization zone of pgnormλ . As specified
before, when used as an inner solver in Algorithm 4, the initial iterate for Algorithm 1 was the current iterate
in Algorithm 4. When Algorithm 1 was used outside Algorithm 4, the initial iterate was the vector e. See
Section 4.4 for more comments on this.
Notice that adaptive choices of zone, , tol, and maxiter are also possible. This is the subject of current
research.

4.3

Simulated Annealing for full regularization

In this section, we study some aspects of Simulated Annealing (SA) in the context of full regularization by
means of the proposed hybrid strategy. For this purpose, we used Algorithm 4 to compute restorations of the
cameraman image from blurred and noisy data generated as in Section 4.1 and extended to include several
noise levels. The two energy functions relerrλ and pgnormλ were used. Note that, although the ideal energy
function relerrλ is not available in practice, we used it here in order to validate the results obtained with the
proposed strategy, which uses pgnormλ as energy. Some features of the SA technique and of the proposed
approach will also be discussed.
The settings for Algorithm 4 varied with the noise level σ and were as follows. When using pgnormλ as
energy function: for σ = 1e-01, zone = 1e-06 and  = 0.05; for σ = 1e-02, zone = 1e-04 and  = 0.05; for σ =
1e-03 and 1e-05, zone = 1e-04 and  = 0.0005. These values were chosen according to the results in Section
4.2. When using relerrλ as energy function: for σ = 1e-01, zone = 1e-06 and  = 0.005; for σ = 1e-02, 1e-03,
and 1e-05, zone = 1e-04 and  = 0.0005.
In Table 4, we show performance results for Algorithm 4 when computing several restorations of the
cameraman image using two choices of energy function for SA. For each noise level and each choice of energy
function, we report: the total number of iterations required (Iter), the number of iterations at which a
solution was found (Sol Iter), the total number of matrix-vector products with A or AT (MVP), the value of
λ computed by Algorithm 4, the value of λopt , the relative error in zλ , and the relative error in zopt .
The results in Table 4 illustrate several aspects of the proposed approach. In the following discussion, we
shall refer to 1e-01 and 1e-02 as high noise levels and to 1e-03 and 1e-05 as low noise levels. We can observe
that for high noise levels, using relerrλ as energy function yielded values of λ close to λopt and solutions zλ
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Noise Level

Energy

Iter

Sol Iter

MVP

λ

λopt

relerrλ

kzopt −ztrue k2
kztrue k2

1e-01

relerrλ

49

14

3324

3.24e-02

3.35e-02

1.55e-01

1.54e-01

6

6

531

3.03e-02

49

9

3588

2.07e-03

6

6

462

2.67e-03

49

2

3225

1.94e-04

6

6

233

4.64e-04

49

3

3740

3.79e-04

6

6

273

4.57e-04

pgnormλ
1e-02

relerrλ
pgnormλ

1e-03

relerrλ
pgnormλ

1e-05

relerrλ
pgnormλ

1.55e-01
2.11e-03

9.52e-02

9.54e-02

9.53e-02
5.03e-06

6.92e-02

5.28e-02

6.90e-02
1.81e-05

6.48e-02

3.97e-02

6.03e-02

Table 4: Performance of Algorithm 4 on the restoration of the cameraman image for several noise levels and
two energy functions.
close to zopt , in the sense that they have similar relative errors with respect to the true image. Using pgnormλ
as energy also yielded values of λ close to λopt and zλ close to zopt , but at a much lower cost in terms of MVP.
For low noise levels, for which the numerical regularization problems become more difficult (cf. [59]), it was
indeed not possible to approximate λopt very accurately. However, the relative errors in zλ were similar to
the relative error in zopt . Note also that, although for low noise levels the problems are more difficult, the
restorations are usually of very good quality. This is illustrated in Figure 4 for noise level 1e-05.

True Image

Degraded Image

Algorithm 4, energy: pgnormλ

Figure 4: Restoration of the cameraman image for low noise level.
An interesting feature of SA and of the proposed strategy can be observed in columns “Iter” and “Sol
Iter” in Table 4. Note that when using relerrλ as energy, SA always required the maximum number of
iterations imax to reach the prescribed minimum temperature. However, we see that for all problems the
solution was found at a much earlier stage. To avoid performing additional iterations, different settings could
be used. In particular, the choice of initial temperature plays a very important role when using relerrλ as
energy function, since in this case no acceleration mechanism can be implemented as there is no indication
of proximity to the solution. We did not explore different settings in this case, since using relerrλ as energy
function is not feasible in practice and we simply chose a large value for T1 to make sure we captured the
solution. Applying the proposed strategy, i.e. using pgnormλ as energy in combination with the acceleration
mechanism described in Section 3, Algorithm 4 always stopped at the iteration at which the solution was
found. In all cases, that number was much smaller than imax .

4.4

SPG for full regularization

In Section 4.3, we studied the performance of SA as the outer iteration in Algorithm 4, our proposed hybrid
scheme for full regularization. In this section, we look at some of the features of the SPG method as inner
iteration in Algorithm 4.
One of the main features of the SPG method is the nonmonotone behavior of the convergence process.
This is illustrated in Figure 5 where we show the convergence history of pgnorm for the example in Section
4.1 when the SPG method is used to solve one problem of type (5) with λ = 3.03e-02 and using the vector e

14

as initial iterate.

Figure 5: Non-monotonic convergence of the SPG method. On the y-axis: pgnorm; on the x-axis: iterations.
We now present results for the experiment in Section 4.1, considering a single run of Algorithm 1 for the
following values of λ: 0, computed by Algorithm 4, optimal from Figure 1, and large. For λ computed by
Algorithm 4, we used two initial iterates: zi from Algorithm 4 and the vector e. For all other values of λ, we
used the vector e as initial point. The results in Table 5 include results from Table 1.
Initial Iterate (SPG)

λ

relerrλ

MVP

e

0

6.64e-01

200

zi from Algorithm 4

3.03e-02

1.55e-01

4

e

3.03e-02

1.55e-01

82

e

3.35e-02

1.54e-01

76

e

4.22e-01

4.14e-01

24

Table 5: Values of λ, relative error, and MVP for the restorations of the cameraman image with standard
regularization, using different initial iterates for the SPG method.
We can observe that the SPG method required considerably more MVP to solve problem (5) for λ = 0
than for larger values of λ. As discussed in Section 3, this was expected since for λ = 0 the Hessian of f2 is
very ill-conditioned and this makes the problem challenging for optimization algorithms. For larger values of
λ, the Hessians are better conditioned and the SPG method required less computational effort to solve those
problems. In particular, for the largest value of λ, a very low MVP was required.
The effect of the choice of initial iterate for the SPG method can also be observed in Table 5. Using the
vector e as initial iterate for the SPG method for similar values of λ (rows 3 and 4) required comparable
MVP, while using the current iterate in Algorithm 4 as a “warm start” (row 2) reduced the cost dramatically.
Our results confirm previous results about the efficiency of the SPG method (cf. [10]) and other methods
based on similar ideas [28, 65]. A very attractive feature of the SPG method is its low and fixed storage
requirements: only five vectors are needed.

4.5

Restorations based on 1-norm regularization

In this section, we consider the astronomical imaging problem of restoring the image of a satellite in space.
The problem was developed at the US Air Force Phillips Laboratory, Laser and Imaging Directorate, Kirtland
Air Force Base New Mexico and is available from [49] as the true image, the degraded image, and the blurring
operator. More information about the problem can be found in [31] and the references therein. We computed
restorations based on both 2-norm and 1-norm regularization.
In this experiment, we applied Algorithm 4 to problems (5) and (6) using pgnormλ as energy in combination with the acceleration mechanism described in Section 3. The following settings were used. For the
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2-norm approach: zone = 1e-04 and  = 0.0005. For the 1-norm approach: zone = 1e-06, and  = 0.0005.
These values were determined following the strategy described in Section 4.2, i.e. three values of zone and 
were used and we selected the ones that yielded restorations with the smallest relative error with respect to
the true image.
Figure 6 shows the true and degraded images and the restorations based on 2- and 1-norm regularization.
We can observe that the 1-norm regularized restoration is of better quality than the 2-norm restoration in
the sense that the image is more defined and more details can be seen. Indeed, image restoration with the
1-norm has an edge-preserving effect and has also been shown to be related to total variation (cf. [2, 24, 28]).
In Table 6, we present the cost of computing the restorations as well as the value of λ and the relative error
in zλ with respect to ztrue . We can see that the restoration with 1-norm regularization was more expensive
to compute with the selected settings. However, this restoration had the smallest relative error. Note that
by choosing tol = zone = 1e-04, we were able to obtain a 1-norm restoration (not shown) similar to the
2-norm restoration at a similar cost (see Table 6). In the 1-norm case, setting tol = zone = 1e-06 led to
better solutions. In the 2-norm case, no improvements were obtained by reducing the value of zone.

True Image

Degraded Image

2-norm regularization

1-norm regularization

Figure 6: Restoration of a satellite image using 2-norm and 1-norm regularization.

Regularization approach
2-norm (zone= 1e-04)
1-norm (zone= 1e-04)
1-norm (zone= 1e-06)

Iter

MVP

λ

relerrλ

6
7
31

296
230
6200

1.51e-04
6.55e-04
3.23e-03

3.49e-01
3.21e-01
2.81e-01

Table 6: Results for the restoration of the satellite image using 2-norm and 1-norm regularization.

4.6

Automatic vehicle identification

In this section, we consider the problem of restoring the image of a license plate from a photograph of a vehicle
in motion. This problem arises in automatic vehicle identification procedures in surveillance for security and
traffic-rule enforcement. To generate the problem, we first applied motion blur to an undegraded image of
a license plate and then added a vector of Gaussian noise to the blurry image. The noise level was σ =
2e-02. The effect of vehicle motion was simulated with the routine mblur from a previous version of [34].
The parameters for mblur were N = 256, bandw = 20 (2×bandw -1 was the number of bands in the blurring
matrix), and xy = ’x’ (horizontal blur). The settings for Algorithm 4 were zone = 1e-04 and  = 0.005.

16

Figure 7 shows the original and degraded images and two restorations obtained with Algorithm 4 using
2-norm regularization and two different energy functions: relerrλ and pgnormλ . We can observe that in both
restored images the license can be clearly identified. In Table 7, we report the number of outer iterations
required by Algorithm 4 (Iter), the total number of matrix-vector products with A or AT (MVP), the value
of λ computed by Algorithm 4, and the relative error in zλ with respect to ztrue . The value of λopt for this
problem was 4.40e-03 and the relative error in the corresponding image was 1.50e-01. We can observe in
Table 7 that Algorithm 4 computed a value of λ very close to λopt when using relerrλ as energy function.
Note that the method proceeded until the maximum number of iterations imax was reached, even though the
solution was found much earlier. This aspect of SA was discussed in Section 4.3. We can also observe that
in this case, using pgnormλ as energy function in combination with the acceleration mechanism yielded a
solution with essentially the same relative error as the solution computed using relerrλ as energy, at a much
lower cost in terms of MVP.

True Image

Degraded Image

Energy: relerrλ

Energy: pgnormλ

Figure 7: License-plate restoration using two different energy functions.

Energy

Iter

MVP

λ

relerrλ

relerrλ
pgnormλ

49
11

9694
1382

4.53e-03
3.57e-03

1.50e-01
1.53e-01

Table 7: Results for the license-plate restoration using two different energy functions.

4.7

Discussion

We have presented results from different experiments designed to explore several aspects of the proposed
approach. These results demonstrate that the new method can compute accurate estimates of the regularization parameter as well as good-quality restorations from images with different levels of degradation, at a
moderate cost in terms of matrix-vector multiplications and using low and fixed storage.
In the experiments, we considered two kinds of blur: linear motion and Gaussian. The latter is used,
for example, to simulate atmospheric blur. The experiments could be extended to include other kinds of
perturbations such as out-of-focus blur. Another possible extension concerns the noise distribution. We used
a vector of Gaussian noise generated by MATLAB’s command randn. The uniform distribution could also
be included.
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5

Final remarks

The restoration of images that have been degraded by blur and additive noise can be accomplished by solving
the minimization of a large-scale convex quadratic function on a convex set. The quadratic objective function
includes a penalization term multiplied by a nonnegative penalization parameter λ that plays a fundamental
role in the restoration process.
By combining Simulated Annealing, enhanced with an acceleration mechanism, as outer iteration with
efficient SPG techniques as inner iteration, we were able to efficiently solve large-scale full regularization
problems. The typical slow convergence of Simulated Annealing iterations was overcome here by introducing
an acceleration mechanism that greatly improved performance. Other improvements, such as the use of an
adaptive choice for the different settings are the subject of current research.
Numerical results seem to indicate that the proposed hybrid-optimization approach is a promising method
for computing both accurate regularization parameters and corresponding non-negative restorations of largescale images degraded by blur and noise.
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