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by the realisation of a data mining process framework. 

I worked on this project with great pleasure. I am personally very proud of the final result and I 
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Executive Summary 

Data mining promises to make life easier for business decision makers and analysts. Data mining can 

be seen as the exploration and analysis of large quantities of data in order to discover meaningful 

patterns and rules. Beyond just predicting future performance, data mining helps to identify 

relationships in the data that might otherwise be hidden, calculating the odds that certain products 

might sell or certain customers might go elsewhere based on various circumstances, and more. 

In recent years, data mining has been used in all kinds of areas of science and engineering, for 

instance in bioinformatics, genetics, medicine and electrical power engineering. Also people from 

business find more and more applications for data mining, most applications are found in finance and 

insurance, retail, telecommunication and security. In the field of purchasing and sales departments it 

is however still barely used. This is odd as in these environments Enterprise Resources Planning (ERP) 

systems are used. Modern ERP systems gather and centralised store large amounts of data and 

therefore data mining seems to be a good technology to support the data processing, information 

retrieval and knowledge generation process in order to support decision making. 

Since data mining has a great history in the academic field and in the meanwhile also in various other 

areas such as finance and retail there is a large amount of general data mining literature available. 

This makes it difficult to gain a precise view of a target area as each area has particular needs and 

requirements. There is a need for sector specific information about data mining, in case of this 

research regarding the purchasing and sales department of manufacturing companies. Furthermore 

to be able to apply data mining to a business field where data mining is not used yet, like the 

purchasing and sales department, it is necessary to translate the business questions correctly to data 

mining tasks. Next to that, it is essential to formulate the questions correctly in order to know what 

information and therewith data is required. Even when both is taking into account the actual data 

mining process is still a far from easy task, as it is not a linear process. Therefore a structured process 

is needed to guide and help consultants with this process. 

Goal 

The main goal is to provide insight in the process of data mining. Therewith creating a data mining 

process framework to support consultants with their job of advising companies on their business 

performance. This framework will enable consultants to determine effective data analytics tasks for 

given business questions in order to answer those questions and be able to give companies advise. 

The main goal of this research is to design a data mining process framework that enables 

consultants to determine effective data analytics tasks for given business questions. 

Research steps 

To achieve the above goal, several research activities were performed subsequently. First the 

relevant business questions were defined by means of interviews and literature. From the initial list 

of business questions, as provided by consultants, the relevant questions were selected based on a 

categorisation of business process and business driver. The business processes of relevance for this 

research were founded to be the inventory, sales and purchasing processes. The business drivers of 

interest when looking at business performance were costs of working capital, costs of savings, costs 
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of compliance, tax efficiency, process efficiency, excellence in shared service centres and reliability of 

master data for further process automation. 

This was followed by the theoretical background of data mining which was investigated and 

described based on literature. The promise of data mining is to find the interesting patterns hidden in 

data. Merely finding patterns is not enough. You must respond to the patterns and act on them, 

ultimately turning data into information, information into action, and action into value. To achieve 

this promise, data mining needs to become an essential business process, incorporated into other 

processes including marketing, sales, customer support, product design, and inventory control. A 

data mining project consists out of multiple phases and actually can be seen as a cycle. The data 

mining process can be seen as a non linear process, steps do have a natural order but do not have to 

be completely finished before moving to the next step. It is a continues process in which earlier steps 

can be revised after finishing later steps. 

The last step was to map the relevant business questions to data mining tasks. Data mining has 

multiple types of tasks it can perform, the most important ones are classification, regression, 

clustering and association. Next to that numerous machine learning techniques, called algorithms, 

are applicable for each type of data mining task. The mapping of questions is probably one of the 

most important step in the determination of the success of data mining. A mapping process 

therefore was used to map the different business questions in a structured way.  

The Framework 

To design the data mining process framework, first the two pillars it was build up from were 

identified and discussed in detail. The first was the business side of the framework which includes the 

business processes, business drivers and business questions. The other pillars was the data mining 

side which includes the data mining task and algorithms. For the business side of the framework the 

processes of the purchasing and sales department were identified, after which the business drivers 

that are of importance when looking for improvements of business performance are formulated. 

Next the business questions were categorised by business process and business driver, after which 

the questions were grouped. When following these steps of the framework one will find a group of 

relevant questions. The second part of the framework starts with the mapping of the relevant 

questions to data mining tasks, which is done with the mapping process. Now the final part of the 

data mining process framework starts. The activities included here are the needed steps to come to 

the selection of a data mining algorithm and there with the start of the real data mining engineering 

process. The final result looks as shown on the next page.   
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Figure 1 Data mining process framework 

The designed framework has been reviewed and discussed extensively with several consultants. 

From this can be concluded that in order to use the framework in practice it should be applied in an 

interactive manner which provides several advantages. At first this makes it easier to keep the 

overview while using the data mining process framework and helps guiding consultants through the 

different steps in a natural way. Secondly it makes it possible to start with the creation of a database 

with practices. This database, which can be seen as a knowledge centre, helps to make the designed 

framework more specific by tracking and saving the steps specific for each project. This knowledge 

database finally can be used to create industry specific, and therewith more practicable, data mining 

frameworks. 

Conclusions 

The aim of this research was to develop a data mining process framework that enables consultants to 

determine effective data analytics tasks for given business questions. As a result a unique framework 

was developed which enables consultants to select relevant business questions and determine 

effective data analytics tasks for them. Contrary to existing literature the designed data mining 

process framework structures the whole data mining process, from the business to the engineering 

phase, at a high level. By structuring the  process of selecting relevant business questions and 
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formulating them as data mining tasks the designed framework helps to make data mining more 

applicable in business. 

Furthermore, a  general applicable framework is very interesting for consultants as it can be applied 

to different industries and therefore the consultants might use the data mining process framework at 

different clients within different industries. The possible range of clients where the framework 

potentially could be applied is quite large, as long as the company has a sufficient amount of data 

available from their ERP system. 

Further research 

The outcomes of this research have provided more knowledge about the data mining process 

framework and its practical value, but also showed that more research on a number of topics is 

needed.  

One thing that would be interesting to know is if there is a specific industry demand for a group of 

similar questions. This involves questions that are interpreted in a similar way. If this is the case, than 

it might be worth it to design a more specific framework in which the questions are more explicit and 

the mapping to data mining algorithms might be done. 

Furthermore, due to the lack of comparison of results with the real world process, the true accuracy 

of the framework remains unknown. Research on the applicability of the data mining process 

framework is required to assess the actual power of the framework. 
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1 Introduction 

KPMG Advisory, which is the consulting part of the multinational which provides services in tax, audit 

and advisory, works with clients to tackle challenges in transactions & restructuring, performance & 

technology and risk & compliance.  IT advisory focuses on advising a broad variety of clients on the 

business impact of technology rather than systems implementation. One of the areas where 

information technology can have the greatest impact are the logistics and supply chain issues; here 

various aspects of processes and technology are examined in order to make recommendations for 

helping to optimize efficiency (KPMG, 2011). 

Data is becoming an increasingly important resource for companies as data is used in information 

technology. Due to the information technology improvement and the growth of internet, companies 

are able to collect and to store huge amount of data. Data however is not the same as information, it 

should be analysed and extracted before it is useful. This becomes more difficult as the amount of 

data, data type and analytical dimensions increase. In order to support decision making data needs 

to be converted into information and knowledge (Seng and Chen, 2010). 

The concept of applying a set of technologies to turn data into meaningful information is what 

currently is called Business Intelligence (BI). The term BI is a popularized, generic term coined and 

promoted by Howard Dresner of the Gartner Group in 1989. It describes a set of concepts and 

methods to improve business decision making by using fact-based support systems (Power, 2007). 

Nowadays BI is defined as a “broad category of applications and technologies for gathering, storing, 

analyzing and providing access to data to help end-users make better business decisions. BI 

applications include the activities of decision support systems, query and reporting, online analytical 

processing (OLAP), statistical analysis, forecasting and data mining” (Rossetti, 2006). 

Companies face a number of problems when attempting to analyze their data. There is generally no 

lack of data. In fact, many businesses feel they are drowning in data; they are unable to make sense 

of it all and turn it into information. To this end, data warehousing was developed to allow 

organizations to take a wealth of data from disparate data sources and turn it into actionable 

information. Instead of requiring someone to develop a hypothesis and then go digging for the data, 

wouldn't it be helpful for the data warehouse to determine relationships, predict future events, spot 

bad data, and allow for the analysis of data in ways that have never been possible? This can be 

accomplished through the use of data mining technology. 

Data mining promises to make life easier for business decision makers and analysts. Beyond just 

predicting future performance, data mining helps to identify relationships in the data that might 

otherwise be hidden, calculating the odds that certain products might sell or certain customers might 

go elsewhere based on various circumstances, and more (Wang et al., 2008). 

1.1 Problem exploration 

As mentioned in the introduction data is becoming an increasingly important resource for companies 

(Seng and Chen, 2010) and according to Klimberg and Miori (2010) data even has become the third 

most important asset a company can have, after people (employees) and capital. The need for better 
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and faster decision-making based on data is stronger than ever. Being able to use massive amounts 

of data is a necessary competitive advantage (Klimberg and Miori, 2010).  

In the introductory part Business Intelligence is defined as “a broad category of applications and 

technologies for gathering, storing, analyzing and providing access to data to help end-users make 

better business decisions” (Rossetti, 2006). Figure 2 presents an overview of the different 

technologies, models, techniques and practices used in BI. Each circle represents an area of study 

and application of BI: information systems & technology, statistics and operations 

research/management science. BI can now be described as three different types: business 

information intelligence (BII), business statistical intelligence (BSI) and business modelling 

intelligence (BMI) (Klimberg and Miori, 2010).  

 

Figure 2 Business intelligence/business analytics breakdown (Klimberg and Miori, 2010) 

The more advanced applications are a combination of the two or even three types. For example, data 

mining requires a high level of statistical knowledge as well as the availability of necessary data and 

may also require significant IT skills and/or knowledge. Further, if data mining analysis demands a 

systematic process of analysis, modelling skills may be required. With modelling is meant the process 

of structuring and analyzing problems to develop some quantitative abstraction of the problem that 

will lead to a rational course of action (Klimberg and Miori, 2010). 

In recent years, data mining has been used in all kinds of areas of science and engineering, for 

instance in bioinformatics, genetics, medicine and electrical power engineering. Also people from 

business find more and more applications for data mining, most applications are found in finance and 

insurance, retail, telecommunication and security (Seng and Chen, 2010). In the field of purchasing 

and sales departments it is however still barely used. This is odd as in these environments Enterprise 

Resources Planning (ERP) systems are used. Modern ERP systems gather and centralised store large 
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amounts of data and therefore data mining seems to be a good technology to support the data 

processing, information retrieval and knowledge generation process in order to support decision 

making. 

Data mining however is not one of those applications that is already widely used in business. In the 

article of Ngai et al. (2009) some definitions of data mining are presented. Turban et al. (2007) 

describe data mining as “the process that uses statistical, mathematical, artificial intelligence and 

machine-learning techniques to extract and identify useful information and subsequently gain 

knowledge from large data bases”. This is in accordance to how Ahmed (2004), Berry and Linoff 

(2004), Berson et al. (1999) and Lejeune (2001) define data mining, namely as being the process of 

extracting or detecting hidden patterns or information from large databases.  

Data mining can offer some specific advantages, on which will be elaborated in more detail in 

chapter three, over the other BI applications. For instance today, most organizations profile 

customers based on geography and include limited demographic information, such as income or 

education levels. Data mining might determine that a particular mix of customers makes more sense 

than any geographic boundaries. Once this customer group has been established, it can be used 

during the analysis phase to examine data. Analysing data using groupings that are not inherently 

obvious is one of the great benefits of data mining (Wang et al., 2008). 

We now know that data mining has great advantages and is a useful process for analysing large 

amounts of data in another way than the more basic analyses do. This raises the question why this is 

not already used as a decision making support system in business environments like manufacturing, 

while it is already successful used in certain areas, like biology and DNA research? Looking at the 

advantages that data mining offers to companies it seems that data mining technology would be 

useful in supporting decision-making on business questions. 

According to Berry and Linoff (1999) defining the business problem is one of the most difficult parts 

of successful data mining, because it is exclusively a communication problem. Furthermore it is 

essential to formulate the questions correctly in order to know what information and therewith data 

is required. Other requirements that might have influenced the implementation of data mining are 

the necessary massive data collection and powerful multiprocessor computers (Chaterjee, 2005). 

According to Harding et al. (2006) the volume of general data mining literature makes it difficult to 

gain a precise view of a target area, for instance the purchasing and sales department of 

manufacturing companies. This is because of the fact that each area have particular needs and 

requirements for mining applications. 

1.1.1 Demarcation (scope & perspective) 
Now that the introduction and first part of this section provided us with a general background and 

broadly indicated the issues at hand, this section will further narrow down the focus of this research. 

This paragraph will explain the focus points of this thesis. 

KPMG advisory focuses on advising companies on improving their performance management, e.g. 

improve efficiency, increase profit, decrease costs, etc. An important area for performance 

management is the purchasing and sales department of a company as most of the mentioned 

performance management improvements can be found in process within this department. Therefore 

the focus of this proposed research lies on the purchasing and sales department, as this is where 

performance management can be done. KPMG wants to provide advice on, for companies, relevant 
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business questions. In order to support decision making on these questions certain information is 

needed. In the case of using data mining it requires lots of data, which can be found in ERP systems 

of the companies. 

ERP software packages support many different business activities ranging from operations & logistics 

to sales & marketing, to financials and human resource management for example (Davenport, 1998, 

Umble et al., 2003). There are ERP package for all kinds of industries and they mostly consist of 

different modules. Due to the fact that there are many different ERP packages, benefits or results of 

data mining might vary for the packages. Because of the time constraint for this research it is not 

possible to look at all packages, instead one is chosen for this research. The ERP software package 

that is considered is SAP; this is because of the following reasons. The first reason is that SAP is said 

to be the market leader, which makes it more interesting than the other packages as there are many 

companies that use SAP and therewith can be advised. Another reason is that SAP is well-known 

software for the consultants of KPMG; there is a lot of knowledge and experience at hand about this 

software. One should keep in mind that the ERP system only is used as a data source for data mining 

in this research. 

The focus is on a general data mining process framework, not on the engineering aspects of data 

mining. It should therefore be emphasized that although more than 70% of the work in business 

intelligence consists of data preparation, this research focuses on the data mining process and not on 

the (time consuming) data preparation.  

As data mining tool Microsoft SQL Server 2008 Analysis Services will be used, which is an add-in for 

the widely used Microsoft SQL Server 2008 software (MacLennan et al., 2008). Because a lot of data 

of clients is already in this format it is the most convenient to use this add-in. SQL Server 2008 data 

mining features contain a number of benefits over traditional data mining applications. Most 

important one is that SQL Server data mining tools are not a single application that a company runs 

to produce output that is then analyzed independent of the rest of the analysis process. Instead, data 

mining features are embedded throughout the process and are able to run in real time and the 

results can be fed back into the process of integration, analysis, or reporting (Wang, 2010). 

A case study was founded to be way too time consuming and only was proven to be possible when 

the framework was designed especially for that case. As the goal of this research is to design a 

generic applicable framework this was not the case and for these reasons a case study was 

considered outside the scope of this research. 

1.1.2 Problem statement 
Concluding from the previous paragraphs the problem statement can be formulated as follows. Since 

data mining has a great history in the academic field and in the meanwhile also in various other areas 

such as finance and retail there is a large amount of general data mining literature available. This 

makes it difficult to gain a precise view of a target area as each area has particular needs and 

requirements. There is a need for sector specific information about data mining, in case of this 

research regarding the purchasing and sales department of manufacturing companies. 

Furthermore to be able to apply data mining to a new business field, like the purchasing and sales 

department, it is necessary to translate the business questions correctly to data mining tasks. Next to 

that, it is essential to formulate the questions correctly in order to know what information and 

therewith data is required. Even when both is taking into account the actual data mining process is 
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still a far from easy task, as it is not a linear process. Therefore a structured process is needed to 

guide and help consultants with this process. 

1.1.3 Relevance 
The social and academic relevance of this thesis is further explained in this section. From the problem 

statement, as stated above, it can be recognized that this research can be characterized as a design 

science research. A good definition of design science is provided in the article of Holmström et al. 

(2009, p. 67): “design science is research that seeks to explore new solution alternatives to solve 

problems, to explain this explorative process  and to improve the problem solving process”. Further is 

stated that the objective of such a research is to develop “a means to an end”, a so called artefact to 

solve the problem. This means that the primary focus lies on improving practice and has a pragmatic 

research interest as it needs to solve a practical problem. This applied to this research leads to the 

design objective, which is formulated in the next section. In the same article is spoken about the 

contribution of a design research to science. Holmström et al. (2009) point out that explanatory 

research needs exploratory research (design research) to base the formulation of theory on. The 

artefacts produced by exploratory research can be used as material for evaluation research and 

therewith contribute to science. 

More specific this research contributes to literature in a way that it looks at data mining from 

another perspective than most common literature. The proposed framework adds something to the 

existing data mining frameworks as it does not focus on the technical side of data mining but on the 

actual process. The data mining process framework structures the whole data mining process, from 

the business to the engineering phase, at a high level. By structuring the  process of selecting 

relevant business questions and formulating them as data mining tasks the designed framework 

helps to make data mining more applicable in business. 

1.2 Research questions 

Based on the introduction, problem statement and demarcation described above, the central design 

objective is derived. This paragraph deals with the formulation of the central design objective, sub-

questions and objectives. 

1.2.1 Design objective 
The main goal of this research is to design a data mining process framework that enables 

consultants to determine effective data analytics tasks for given business questions. 

The main goal is thus to provide insight in the process of data mining. Therewith creating a data 

mining process framework to support consultants with their job of advising companies on their 

business performance. This framework will enable consultants to determine effective data analytics 

tasks for given business questions in order to answer those questions and be able to give companies 

advise. 

1.2.2 Sub-questions 
In order to reach this design objective, several smaller activities which combined should lead to 

achieving this objective are identified. The design objective can be split up in multiple sub-questions 

and objectives that support reaching the overall objective. These sub-questions and objectives are 
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formulated in this section. At first two sub-questions need to be answered as these support the 

following sub objectives.  

1. What are the relevant business questions for the purchasing and sales department? 

2. How can data mining be defined? 

 

When these questions are answered, the following sub objectives need to be completed in order to 

reach the overall design objective. 

3. Map the business questions to data mining tasks. 

4. Design of the data mining process framework. 

5. Provide implementation advise to apply the designed data mining process framework. 

6. Expert judgement on the data mining process framework. 

1.3 Research approach 

This paragraph explains the approach that is used to conduct the research. Different research 

methods are used in order to answer the research questions. Each of the research methods uses 

other techniques, these are explained in paragraph 1.3.2.  

1.3.1 Research method 
For the first part answering of sub-questions 1 to 3 the concept of triangulation is used. Triangulation 

is the combination of two or more data sources, investigators, methodological approaches, 

theoretical perspectives, or analytical methods within the same study (Thurmond, 2001). In this 

thesis a multi method, or mixed-method triangulation is used, this can either refer to either data 

collection methods or research designs. In this case it consist of a literature review, theory and 

interviews. Triangulation will be used in order to create useful information on data mining in 

business environment, which would have not been possible, by the use of one approach. The 

knowledge that is obtained from the literature review is combined with the interviews with 

consultants to select and define relevant business questions. By combining these questions with the 

data mining methodologies and theory, the mapping of the business questions can be done. 

An adjusted version of the selection criteria and evaluation framework as provided by Ngai et al. 

(2009) is used to couple data mining tasks (and if possible algorithms) to the business questions, 

which needs to be done in order to design the framework (sub-question 4). The original framework is 

used to classify articles about data mining and customer relationship management. This framework 

can easily be adjusted to provide a structured way to map the business questions to data mining 

tasks. When the questions are classified the final preparatory step for the development of the 

framework is made. Next phase is to design the framework, this is done by combining the mapping of 

the questions with the requirements/conditions for successful data mining.  

The next part of the research will consist out of different interviews to test and validate the results. 

The mappings are validated and/or revised before used in the framework to be able to make some 

conclusions and an applicable framework. By means of interviews with consultants the applicability 

of the framework is validated. The aim of the interview sessions was to acquire information about 
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the views of the interviewees on the applicability of data mining process framework in real-life 

business situations in order to validate the designed framework. In Figure 3 an overview of this thesis 

is presented in which easily can be seen what the outcomes of each chapter are and what research 

methods are used. In the next section each of the used techniques will be explained in more detail. 

1.3.2 Research techniques 
Different techniques will be used to answer the several sub questions and therewith supporting the 

research objective. These techniques are further explained in this part. 

Literature study 

A literature study is conducted in order to answer the sub-questions of the theoretical part and 

therewith is used to create the theoretical framework. It will provide better insights in the data 

mining domain, putting it in context of the business environment (ERP). Next to that it will provide 

clear definitions of the terms used in this thesis, e.g. it defines the functions and tasks of data mining. 

The output of the literature study will be used in combination with the, by expert interviews, created 

business questions to couple those business questions to specific data mining tasks (and if possible 

algorithms). Expected sources for this literature study include: journals, books and internet 

(websites, online articles) 

(Expert) Interviews 

Expert interviews are used as input for the business questions (specifications/requirements) and to 

validate the final framework on applicability and usability. Unstructured interviews are performed 

with several advisors of KPMG (a complete overview of all interviews can be found in the Appendix), 

based on their experiences the (most important) business questions are formulated. Next to that 

interviews are conducted to validate the designed framework on both correctness and usability. 

Consultants are asked about usability, reviewability and for example how the framework should be 

presented. Experts are used to validate the classification of the questions; it is used to validate which 

of the selected business questions indeed can be answered with a specific data mining task or. Above 

that the interviewees will help determine the practical applicability. Interview reports will be sent 

back for validation and feedback. 

1.4 Structure of Thesis 

The structure of this thesis is in alignment with the objectives and sub-questions that are formulated 

in this chapter. The first chapter, which is the current chapter, is the introduction of this thesis. The 

research problem and research goals are delineated in this chapter. The following chapter focuses on 

the conceptualisation of the research. Chapter three provide the theoretical background needed for 

the research. In chapter four the mapping of the business questions is done. In the fifth chapter the 

data mining process framework is designed, after which it is presented and described in detail. The 

sixth chapter is about expert judgement on the proposed framework, this is done by means of expert 

interviews. Chapter seven then will provide some reflections on the designed framework, including 

practical implications and limitations of the research. The final chapter gives conclusions and 

recommendations regarding the research and the proposed framework. An overview of the structure 

of the thesis is presented in Figure 3 on the next page. 
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2 Conceptualisation 

In this chapter the business questions that are relevant for the purchasing and sales department are 

formulated, which form the basis of the data mining process framework. To be able to formulate 

these business questions and place them in perspective, it is important to first identify the business 

processes of the purchasing and sales department. When these processes are known it is possible to 

formulate on what factors business performance depends and how it can be improved by 

formulating the business drivers. When the business processes and business drivers are made 

explicit, the relevant business questions can be created and categorised according to business 

process and business driver. 

2.1 Purchasing and sales department 

In this paragraph the business processes of the purchasing and sales department are identified. As 

stated in the introduction of this thesis this is the department where most improvement in business 

performance can be achieved. In order to be able to improve business performance it is important to 

delineate how business performance is defined and on which factors it depends, this is also done in 

this paragraph. 

2.1.1 Business performance 
At first we have to define what business performance actually is. It happens more often than one 

might suppose that problems are not recognised as such, because they are not captured by the 

metrics being used to evaluate the organization’s performance. If a company has always measured 

its sales force on the number of new sales made each month, the sales people may never have given 

much thought to the question of how long new customers remain active or how much they spend 

over the course of their relationship with the firm. When asked the right questions, however, the 

sales force may have insights into customer behaviour that marketing, with its greater distance from 

the customer, has missed (Berry and Linoff, 2004).  

Enterprise Resource Planning and business performance 

In order to monitor the business performance of a company or specific department of a company in a 

sound way, a tool needs to be used that collects the business information. This is where Enterprise 

Resource Planning (ERP) software is useful as it stores data from both financial as non-financial 

sources and stores it in a central place. With the data that is available in the software (some) KPIs can 

be calculated automatically. KPIs also are used for the input of ERP systems, based on measured 

inputs the different reports are generated. KPIs basically form the basis of ERP systems, because they 

determine what the in-/output will be (Pairat and Jungthirapanich, 2005). 

Due to its holistic approach towards business processes within an organisation the description of this 

technology (ERP) supports the identification of purchasing and sales business process. In Figure 4 the 

typical processes that according to ERP software (SAP) take place at a manufacturing company are 

shown schematically (Gardiner et al., 2002). Different financial and non-financial modules of the used 

ERP software (SAP) can be distinguished in the blueprint of a manufacturing company as well, these 

are not all the available modules but only the ones that are applicable. The modules shown in Figure 

4 are: Asset Management (AA), Controlling (CO), Cash Management (CM), Financial Accounting (FI), 
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Human Resources (HR), Materials Management (MM), Plant Maintenance (PM), Production Planning 

(PP) and Sales and Distribution (SD).  

 

Figure 4 SAP R/3 typical business blueprint of a manufacturing company (Gardiner et al., 2002) 

Business processes and business drivers 

As stated in the introductory part of this thesis the focus lies on the purchasing and sales department 

of companies. Three processes can be distinguished in the purchasing and sales department, namely 

the inventory process, the purchasing process and the sales process. The business processes of 

importance are mainly business processes linked to the inventory process. With the help of literature 

(van Heck, 2009), some interviewees (KPMG) and my own knowledge the blueprint, as provided by 

(Gardiner et al., 2002), is used to create an overview of the processes of the purchasing and sales 

department. The inventory business process, which has been identified by van Heck (2009) has 

connections to both purchasing and sales processes. The three aforementioned processes are shown 

in the figures below. 
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Figure 5 Inventory management process steps (van Heck, 2009) 

Within the inventory process the first activity that takes place is forecasting. Forecasting is done 

based on orders. The forecast is used to decide whether goods have to be purchased in order to 

complement the stock to a secure level again (Wild, 2002). If it turns out that the current stock is too 

low, compared to the advice generated through forecasting, goods are purchased to replenish stocks. 

At a certain moment these goods are received and are stored. In between during storage, stocks are 

sometimes moved to other places. Finally goods will be issued that are going to be used either for 

operations where the goods are being consumed immediately (i.e. consumables), or manufacturing 

in order to use the parts to build a greater structure, or direct distribution and shipment to the client. 

The goods issue is always triggered by an order, because the goods are necessary or required to fulfil 

a certain order. 

 

 

Figure 6 Purchasing process 

Next the purchasing process is described which in ERP systems is called Procure to Pay (P2P) process. 

The first blocks in the purchasing process have an overlap with the inventory process, which is logical 

as the purchasing process is triggered by the forecast/planning which is based on the inventory 

process. When the quotation keeps behind on planning an purchase order is filed in order to 

replenish stocks. A purchase order is a formal request or instruction from a purchasing organization 

to a vendor or a plant to supply or provide a certain quantity of goods or services at or by a certain 

point in time. The purchasing order leads to a goods receipt, which is a goods movement with which 

the receipt of goods from a vendor or from production is posted. A goods receipt leads to an increase 

in warehouse stock. When the goods are moved the payments that have to be made based on the 

business transactions performed are formed, the invoice. This needs to be verified before it is paid. 

Accounts payable are the records and accounting data for all vendors. 
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Figure 7 Sales process 

The third process described is the sales process which is also known as the Order to Cash (O2C) 

process. When a sales order, which is a seller-generated document that authorizes sale of the 

specified item(s), issued after receipt of a customer's purchase order, is filed the next step is to check 

the availability of the goods. This is checked from the stock level, from where the goods will be 

moved after. A goods issue is a goods movement with which a material withdrawal or material issue, 

a material consumption, or a shipment of goods is posted. A goods issue leads to a reduction in 

warehouse stock. After this process step follows the billing based on the business transaction 

performed. The final step in the process is the accounts receivable, which records and manages the 

accounting data of all  customers. 

 

 

 

Business drivers that, according to experienced KPMG consultants, are important when looking at 

the business performance of the purchasing and sales department are shown above in Figure 8. To 

increase business performance companies have different options: they can try to reduce their costs, 

increase their profits and improve their process efficiency. Costs for example can be reduced by 
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Figure 8 Business drivers for purchasing & sales department 
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decreasing the cost of working capital, savings on direct costs and lower cost of compliance. The 

different business drivers shown in Figure 8 are explained below. 

Costs of working capital 

Good management of working capital will generate cash and will help to improve profits and reduce 

risks. There are two elements in the business cycle that absorb cash, inventory (stocks and work-in-

progress) and receivables. If it is possible to move money faster around the cycle (e.g. collect monies 

due from debtors more quickly) or reduce the amount of money tied up (e.g. reduce inventory levels 

relative to sales), the business will generate more cash or it will need to borrow less money to fund 

working capital (PlanWare, 2012). Reducing payment times is of great importance as this frees up 

cash and provides independence from outside sources of liquidity (OnGuard, 2011). Improvements in 

the management of receivables, payables and inventories will thus reduce cost of working capital 

and therewith increase enterprise value (PriceWaterhouseCoopers, 2011). 

Costs of savings 

Is about the costs that are related with making savings. The line between making savings and 

maintaining the right level of service, thus preventing costs as a consequence, is a difficult one to 

manage. 

Costs of compliance 

According to Alfon and Andrews (1999) compliance costs are the costs to firms and individuals of 

those activities required by regulators that would not have been undertaken in the absence of 

regulation. Thus the term ‘compliance costs’ does not refer to the total cost of activities that happen 

to contribute to regulatory compliance (Europe Economics, 2003). According to a report from 

Gartner the economic impact of regulatory compliance is severe, it can account for 8% of U.S. gross 

domestic product (Bace et al., 2006). This makes costs of compliance an interesting driver for 

improvement. 

Tax efficiency 

Tax efficiency can be seen as an attempt to minimize tax liability (Investopedia). In the average 

business indirect taxes, like input & output VAT and consumption taxes, are about 20 – 30% of sales 

revenues. In the tobacco, oil and beverage industries this is even higher, as much as 60 – 70%. For 

example accelerating the deduction of input VAT or delaying the due dates can have significant 

effects on the amounts of locked up capital. For most other taxes and duties the same is true 

(PriceWaterhouseCoopers, 2011). 

Process efficiency 

In today’s competitive market, companies must produce services and/or products faster, cheaper, 

and better and improve profit margins in the face of mounting competition and other economic 

pressures. Increasing business process efficiency is the best way to improve margins and allow more 

flexibility in pricing (Adobe, 2008). 

Excellence in shared service centres 

The purpose of shared service centres is to improve service quality and simultaneously reduce costs. 

This requires planned clients and shared service centres usually have prior arrangements with each 

other about the delivery of services and products (Opheij and Willems, 2004). 
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Reliability of master data for further process automation 

Master data is crucial as the foundation for all operational processes in all areas. Accurate, reliable 

and timely information that integrates core business processes across multiple channels is needed 

everywhere. The assortment of articles, business partners, and the retail companies structure with its 

branches, warehouses, stores, and other sales channels, are all built on master data. The relationship 

between the company and its vendors is also recorded in master data as is the basic data for 

identifying articles (Rawe, 2010). 

 

The relevant business drivers as mentioned above can roughly be grouped into two more general 

business drivers, namely profit and process quality. This categorisation is shown in Figure 9 on the 

next page. 

 

Figure 9 Categorisation of business drivers 

2.2 Business questions 

Now that the business processes and business drivers are known it is possible to formulated and/or 

select business questions that are relevant for this research. The formulation of the business 

questions is the first important step in order to apply data mining. These business questions can be 

seen as the business problems that need to be solved. The different business applications, like cross-

selling, segmentation analysis and inventory analysis are usually composed of a number of these 

business problems. 

The initial list of interesting business questions was compiled by a number of consultants, this list can 

be found in Appendix A. At first 34 business questions were formulated, after multiple discussion 

rounds these now have been reduced to 29 questions. It is essential to well define the questions, the 

more concrete the easier they are to measure and the easier they are to translate into data mining 

problems as well (Berry and Linoff, 2004). After the formulation of the questions each of the 
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questions is categorised according to the business process and business driver it belongs to and 

labelled accordingly, see Table 1. 

Table 1 List of relevant business questions 

ID Business question Process Business driver 

DM_INV_1 Which factors determine slow moving stock? Inventory 
Process 

efficiency 

DM_INV_2 
Which group of products contributes most to slow moving 
stock? 

Inventory 
Process 

efficiency 

DM_P2P_1 Which factors determine the delivery time? Purchase 
Process 

efficiency 

DM_P2P_2 
What is the relationship between days of payment to suppliers 
and delivery time? 

Purchase 
Process 

efficiency 

DM_P2P_3 
Which categories of products (e.g. from a certain vendor) are 
more likely to be scrapped or returned? 

Purchase 
Costs of 

working capital 

DM_P2P_4 
What are the main factors that contribute to inventory 
scrapping? 

Purchase 
Costs of 

working capital 

DM_P2P_5 
What are the main factors that determine the vendor payment 
behaviour? 

Purchase 
Process 

efficiency 

DM_P2P_6 Which factors determine purchasing costs? Purchase 
Costs of 

working capital 

DM_P2P_7 What are the main factors for first time right vendor invoices? Purchase 
Process 

efficiency 

DM_P2P_8 What are the main factors for first time right purchase orders? Purchase 
Process 

efficiency 

DM_O2C_1 
What is the relationship between delivery time and the 
revenue? 

Sales 
Costs of 

working capital 

DM_O2C_2 Which products should be sold in combinations? Sales 
Process 

efficiency 

DM_O2C_3 
Which categories of products (e.g. client category) are being 
returned significantly more than other product categories? 

Sales 
Process 

efficiency 

DM_O2C_4 
What is the relationship between the use of discounts and 
sales? 

Sales 
Costs of 

working capital 

DM_O2C_5 
Which factors determine the order type (web order/standard 
order/return order etc)? 

Sales 
Process 

efficiency 

DM_O2C_6 Which factors determine the order value? Sales 
Costs of 

working capital 

DM_O2C_7 Which factors determine the relative margin on sales? Sales 
Costs of 

working capital 

DM_O2C_8 Which factors determine if clients pay timely? Sales 
Process 

efficiency 

DM_O2C_9 
What is the influence of delivery time to the clients on the time 
until they pay? 

Sales 
Process 

efficiency 

DM_O2C_10 Which factors determine the sales prices? Sales 
Costs of 

working capital 

DM_O2C_11 Which factors determine recurring customers? Sales 
Costs of 

working capital 
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ID Business question Process Business driver 

DM_O2C_12 Which products are debit to the majority of sales rejections? Sales 
Costs of 

working capital 

DM_O2C_13 
What are the main factors for the customer payment 
behaviour? 

Sales 
Process 

efficiency 

DM_O2C_14 What are the main factors for the profitability of customers? Sales 
Costs of 

working capital 

DM_O2C_15 Which factors determine the amount of too late paid invoices? Sales 
Costs of 

working capital 

DM_O2C_16 
What are the main factors for first time right customer 
invoices? 

Sales 
Process 

efficiency 

DM_O2C_17 What are the main factors for first time right sales orders? Sales 
Process 

efficiency 

DM_O2C_18 Which factors determine the bad debt losses? Sales 
Costs of 

working capital 

DM_O2C_19 
How does dunning determine the DSO (days sales 
outstanding)? 

Sales 
Costs of 

working capital 

 

Some of the formulated questions might contain some terms that are unclear for a layman therefore 

some of the used terms are explained here, see for an extensive list the glossary (page 89).  

 Slow moving stock is defined as stock that is held above the target stock level or stock that has 

not moved in the defined number of days (SENSACT Kft, 2011, Wouters, 2009). 

 Inventory scrapping arises when any product is produced, to produce a product the raw material 

is send in different manufacturing processes and at every manufacturing process, some material 

may be rest or residue which can easily recycle. This residual material will be scrap (Kumar, 

2010). 

 An invoice is a commercial document that itemizes a transaction between a buyer and a seller. 

An invoice will include thing like, the quantity of purchase, price of goods and/or services, date, 

parties involved and tax information. If goods or services were purchased on credit, the invoice 

will usually specify the terms of the deal, and provide information on the available methods of 

payment. Invoices will track the sale of a product for inventory control, accounting and tax 

purposes. Many companies ship the product and expect payment on a later date, so the total 

amount due becomes an account payable for the buyer and an account receivable for the seller 

(Investopedia). 

 First time right vendor invoices/purchase orders/customer invoices are invoices or orders that 

after they have been made, have not been changed in the system. 

 Sales order is a contract between the sales organisation and a customer for supply of specified 

goods and/services over a specified time period and in an agreed upon quantity or unit. In SAP 

all relevant information from the customer master record and the material master record, for a 

specific sales area, are copied to the sales order (Mercan, 2009). 

 “DSO (days sales outstanding) is a measure of the average number of days that a company takes 

to collect revenue after a sale has been made. A low DSO number means that it takes a company 

fewer days to collect its accounts receivable. A high DSO number shows that a company is 

selling its product to customers on credit and taking longer to collect money” (Investopedia). 
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3 Data mining – the theory 

This chapter describes data mining as a data analytics tool, as data mining is the primary focus of this 

thesis. Data mining will be discussed in a general manner as in this research the focus is on the 

creation of a data mining process framework and not on the actual application of the data mining 

techniques. The following paragraph discuss the development of data mining over time and why the 

time for the use of data mining in business has now come. After this section is shortly discussed how 

data mining should be incorporated in the business process and how the data mining methodology 

looks like. The last paragraphs of this chapter provide us with an overview of the available data 

mining tasks and algorithms. 

3.1 Historical view on data mining 

Data mining can be seen as the exploration and analysis of large quantities of data in order to 

discover meaningful patterns and rules. This research focuses on a specific department of companies, 

namely the purchasing and sales department, therefore the goal of data mining is to allow companies 

to improve its relevant operations through a better understanding of the business processes. The 

data mining techniques and tools described here are however equally applicable in fields ranging 

from law enforcement to radio astronomy, medicine, and customer relation management.  

In fact, almost none of the data mining algorithms were first invented with commercial applications 

in mind. All techniques used are borrowed from statistics, computer science, and machine learning 

research. The choice of a particular combination of techniques to apply in a particular situation 

depends on the nature of the data mining task, the nature of the available data, and the skills and 

preferences of the data miner (Berry and Linoff, 1999, Carrier and Povel, 2003, Grover and Mehra, 

2008).  

Data mining tasks can be directed and undirected as is stated by Berry and Linoff (2004) and Bendoly 

(2003). In other literature (Lustig et al., 2010) there is made distinction between prescriptive and 

descriptive data mining tasks, where predictive is similar to directed and descriptive to undirected. 

Directed data mining attempts to explain or categorize some particular target field such as income or 

response. Directed data mining tasks are classification, forecasting, regression and description & 

profiling. Undirected data mining attempts to find patterns or similarities among groups of records 

without the use of a particular target field or collection of predefined classes. Undirected data mining 

tasks are association, clustering and description & profiling. 

Data mining most of the time consist of building models, which are algorithms or sets of rules that 

connects a collection of inputs to a particular target. Under the right circumstances, a model can 

result in insight by providing an explanation of how outcomes of particular interest, such as placing 

an order or failing to pay a bill, are related to and predicted by the available facts. 

3.2 Requirements of data mining 

The first thing needed for data mining according to Berry and Linoff (2004) is that there is a large 

amount of data available. Not only this data needs to be available, but it should be aggregated and 

pre-processed which makes that this step consumes more than 70% of the effort. Nowadays not only 
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a large amount of data is being produced, but also more and more often it is being extracted from 

other systems where it is generated and then fed into a data warehouse. Data warehousing brings 

together data from many different sources in a common format with consistent definitions for keys 

and fields. The data warehouse should be designed exclusively for decision support, which can 

simplify the job of the data miner. 

Another necessity in order to effectively apply data mining is computing power (Grover and Mehra, 

2008). Data mining algorithms typically require multiple passes over huge quantities of data and are 

computationally intensive. The continuing dramatic decrease in prices for computing materials had 

brought once-costly techniques that were used only in a few government-funded laboratories into 

the reach of ordinary businesses (Berry and Linoff, 2004). 

Finally there always have been a period between the time when the algorithms appear in the 

academic field and the time when commercial data mining software incorporating those algorithms 

becomes available. As well as a period between initial availability of products and widely acceptance, 

for data mining the time of widespread availability and acceptance has arrived. Almost all data 

mining techniques are available in commercial software products, however there is no single product 

that incorporates all of them. 

3.3 The virtuous cycle of data mining 

The promise of data mining is to find the interesting patterns hidden in all these billions and trillions 

of bytes. Merely finding patterns is not enough. You must respond to the patterns and act on them, 

ultimately turning data into information, information into action, and action into value. 

To achieve this promise, data mining needs to become an essential business process, incorporated 

into other processes including marketing, sales, customer support, product design, and inventory 

control. The virtuous cycle places data mining in the larger context of business, shifting the focus 

away from the discovery mechanism to the actions based on the discoveries. It consists out of four 

stages: indentifying the business problem, mining data to transform data into actionable information, 

acting on the information and finally measuring the results. 

3.3.1 Identifying the business problem 
In general data mining can be applied whenever something could be know, but is not (MacLennan et 

al., 2008). To avoid wasting analytic effort, it is also important to measure the impact of whatever 

actions are taken in order to judge the value of the data mining effort itself. If we cannot measure 

the results of mining the data, then we cannot learn from the effort and there is no virtuous cycle. 

Interviewing business experts is another good way to get started. Because people on the business 

side may not be familiar with data mining, they may not understand how to act on the results. By 

explaining the value of data mining to an organization, such interviews provide a forum for two-way 

communication. 

3.3.2 Mining data 
Success is about making business sense of the data, not using particular algorithms or tools. Data 

comes in many forms, in many formats, and from multiple systems. Identifying the right data sources 

and bringing them together are critical success factors. Every data mining project has data issues: 

inconsistent systems, table keys that don’t match across databases, records overwritten every few 
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months, and so on. Complaints about data are the number one excuse for not doing anything. The 

real question is “What can be done with available data?”. 

3.3.3 Acting on the information 
Data mining makes business decisions more informed. Over time, we expect that better-informed 

decisions lead to better results. Actions are usually going to be in line with what the business is doing 

anyway, like adjusting inventory levels. 

3.3.4 Measuring results 
The time to start thinking about measurement is at the beginning when identifying the business 

problem. How can results be measured? It is a good idea to think of every data mining effort as a 

small business case. Comparing expectations to actual results makes it possible to recognize 

promising opportunities to exploit on the next round of the virtuous cycle. We are often too busy 

tackling the next problem to devote energy to measuring the success of current efforts. This is a 

mistake. Every data mining effort, whether successful or not, has lessons that can be applied to 

future efforts. The question is what to measure and how to approach the measurement so it 

provides the best input for future use. 

3.4 Data mining methodology 

A data mining project consists out of multiple phases and actually can be seen as a cycle. According 

to MacLennan et al. (2008) the project cycle contains roughly eight phases, while Berry and Linoff 

(2004) describe the data mining methodology in even more detail as in their view it consists out of 11 

steps. I choose to follow the more detailed methodology as it makes the steps that have to be 

followed more evident. The data mining process can be seen as a non linear process, steps do have a 

natural order but do not have to be completely finished before moving to the next step. It is a 

continues process in which earlier steps can be revised after finishing later steps. Below each step of 

the methodology will be shortly discussed. 

Step 1 – translating the business problem 
The methodology starts with translating the business problem into a data mining problem by 

formulating it as one of the data mining tasks. Another aspect one should keep in mind when 

translating it into a data mining problem is how the result will be used. How will the result be 

delivered? The form of the deliverable can affect the data mining results. Answers to these questions 

can only be obtained by involving the owners of the business problem. The book “Business Modeling 

and Data Mining” (Pyle, 2003) provides a guideline on finding business problems where the use of 

data mining provide most benefit and how these problems should be formulated for data mining.  

Step 2 – selection of data 
After formulating the problem it is possible to formulate a list of data that would be good to have. 

Next is to check what data is available, how much data is needed, how much history, how many 

variables and what the data should contain.  

Step 3 – exploration of data 
It is important to spent time exploring the data before starting building models. This is the only way 

to develop intuition for what is going on and to discover data quality problems. And ask a lot of 

questions. 
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Figure 10 Data mining process (Berry and Linoff, 2004) 

 

Step 4 – create model set 
The model set contains all the data that is needed for the modelling process. The creation of a model 

set requires putting data from multiple sources together and prepare the data for analysis. Data 

should be adjusted before modelling, it needs to be balanced and has to include multiple 

timeframes. When the appropriate data is selected it needs to be divided into multiple parts in order 

to apply the methodology, namely a training set, a validation set and a test set. The first one is used 

to build the initial model, the second to adjust the initial model and the test set finally is used to get 

an idea of the effectiveness of the model when applied to new data. This deviation is needed 

because once data has been used in one of the sets it cannot be used in other sets because the 

information it contains has already become part of the model, it cannot be used to correct or judge 

the model. 



3.5 Data mining tasks 

 

 21 

Data mining process framework 

Step 5 – fix data problems 
Before applying data mining techniques on the chosen data first possible problems with the data 

have to be fixed. These problems vary with the data mining technique that is used, for some 

techniques missing values cause a lot of troubles while for others it does not. Possible problems that 

need to be fixed include, variables with too many values, skewed distributions and outliers, missing 

values, changing meaning of values over time and inconsistency between multiple data sources. 

Step 6 – transform data 
Now that the proper data has been selected and the most important problems fixed the data has to 

be prepared for analysis. Preparing data is done by transformations, for instance by adding derived 

fields, grouping classes or applying logarithms. Data preparation is a very important step in the data 

mining process as can be seen in the book “Data Preparation for Data Mining” (Pyle, 1999). 

Step 7 – build models 
Where in the previous steps the focus was on data, in this step the actual model is being created. The 

creation of a model is nowadays a more or less automated process as most data mining software can 

do this. 

Step 8 – assess models 
When the model is created a logical follow up is to test the created model and determine if it works. 

In this phase questions like the following are answered: how accurate is the model, how well does it 

describe the observed data, how much confidence can be placed on the predictions? 

Step 9 – deploy models 
When the model is tested it needs to be deployed in the real business environment in order to obtain 

results from data mining task. This environment is called the scoring environment and probably runs 

another programming language, which is why a programmer needs to recode the model in order to 

run it in the scoring environment. The challenge when deploying a data mining model comes from 

the fact that they are used for very large datasets. 

Step 10 – assess results 
This step is about assessing the results. It is about determining how the results can be used to answer 

the questions, this can be done by putting them in a more useful chart or spreadsheet. 

Step 11 – restart methodology 
When finished data mining projects made new relationships visible and therewith new questions and 

hypotheses, the last step in the data mining methodology therefore is to start the whole data mining 

process all over again to test these hypotheses. 

3.5 Data mining tasks 

Many of the problems can be phrased in terms of the following data mining tasks, which can be 

found in available data mining literature: 

3.5.1 Association 
Association aims to establishing relationships between items which exist together in a given record. 

Examples are market basket, which more or less is determining what things go together in a shopping 
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cart at the supermarket, and cross selling programs, which helps to design attractive packages or 

groupings of products and services (Ahmed, 2004, Ngai et al., 2009). The association technique is 

used for association tasks (Berry and Linoff, 2004).  

3.5.2 Classification 
Classification is one of the most common learning models in data mining as is mentioned in the 

article of (Ngai et al., 2009). The classification task is characterised by a well-defined definition of the 

classes, and a training set consisting of preclassified examples. The task is to build a model of some 

kind that can be applied to unclassified data in order to classify it (Berry and Linoff, 2004). It for 

example aims at building a model to predict future customer behaviours through classifying database 

records into a number of predefined classes based on certain criteria (Ahmed, 2004, Berson et al., 

1999). In classification tasks there are limited number of classes and one is expected to be able to 

assign any record into one or another of them. Decision trees, nearest neighbour are well-suited 

techniques for the classification task. However neural networks and link analysis could also be useful 

in certain circumstances (Berry and Linoff, 2004). 

3.5.3 Clustering 
Clustering is the task of segmenting a heterogeneous population into a number of more homogenous 

clusters (Ahmed, 2004, Berry and Linoff, 2004, Carrier and Povel, 2003). The difference with the 

classification task is that clusters are unknown at the time the algorithm starts. In other words, there 

are no predefined classes it relies on (Ngai et al., 2009). The records are grouped together on the 

basis of self-similarity. The meaning of the results of clustering are to be determined by the user. 

Clustering is often done as a prelude to some other data mining task. Clustering technique is used for 

the clustering task (Berry and Linoff, 2004).  

3.5.4 Regression 
Regression, sometimes also called estimation, is a kind of statistical estimation technique which is 

used to map each data object to a real value provided prediction value (Carrier and Povel, 2003). It 

deals with continuously valued outcomes and comes up with a value for some unknown continuous 

variable. The estimation approach has the great advantage that the individual records can be rank 

ordered according to the estimate. Uses of regression include prediction, modelling of causal 

relationships, and testing hypotheses about relationships between variables. Well suited techniques 

for regression tasks are (linear) regression models and neural networks (Berry and Linoff, 2004). 

3.5.5 Anomaly detection 
Anomaly detection is about detecting patterns in a given data set to identify unusual data records, 

that might be interesting or data errors that require further investigation (Banerjee et al., 2009). 

These patterns are called anomalies. Anomaly detection is often used in pre-processing to remove 

anomalous data from the dataset. In supervised learning, removing the anomalous data from the 

dataset often results in a statistically significant increase in accuracy (Smith and Martinez, 2011, 

Tomek, 1976). Popular techniques for anomaly detection are neural networks and cluster analysis. 

3.5.6 Summarisation 
Summarisation provides a more compact representation of the data set, including visualisation and 

report generation. The goal here is to increase the understanding of the sources that produced the 

data. Most useful techniques for summarisation are decision trees, however association and 

clustering could also be useful (Berry and Linoff, 2004). 
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3.6 Data mining algorithms 

A data mining model is created with a data mining algorithm as mechanism. An algorithm starts with 

analyzing the data set and looks for specific patterns and trends, these results then will be used to 

determine the parameters of the data mining model. The last step then is to apply these parameters 

across the complete data set to find the patterns and statistics needed (Microsoft | TechNet, 2009). 

3.6.1 Algorithms in SQL Server 2008 Analysis Services 
There are many data mining software and application packages available on the market nowadays. 

From free open-source packages like rapid miner and R language which was used as data mining tool 

by more data miners (43%) than any other (Allen et al., 2010). Next to the free packages there are 

also numerous commercial packages available, like Pentaho, STATISTICA and Microsoft Analysis 

Services. Because SQL Server 2008 Analysis Services has several benefits, of which most general ones 

are already mentioned in chapter 1, it is chosen as the data mining tool to be used. The more 

technical benefits of SQL Server 2008 are: ease of use, a simple but rich API and scalability. The latter 

is probably the most important feature and refers to the ability to handle large data sets. In SQL 

Server 2008 Analysis Services, unlike other data mining tools, analysts do not have to build sample 

sets and the algorithms operate on the whole data set to provide the best results (Wang, 2010). In 

this paragraph the different algorithms that can be used for data mining in Analysis Services are 

being discussed (Chaterjee, 2005, MacLennan et al., 2008, Microsoft, 2008, Microsoft | TechNet, 

2009, Wang, 2010) 

Decision trees algorithm 

The decision tree algorithm is probably the most popular data mining technique because of fast 

training performance, a high degree of accuracy, and easily understandable patterns (MacLennan et 

al., 2008). Splitting your data into subsets is the main idea behind the algorithm. First each attribute 

is evaluated on how it divides the data across classes of the predictable attribute. This process is then 

repeated for each subset after which a decision tree is formed. 

The Decision Trees algorithm is a hybrid decision tree algorithm that supports classification and 

regression tasks. Regression tasks can be used to predict continuous variables. One of the unique 

features of the Decision Trees algorithm is that it can also be applied for association analysis.  

The main advantages of decision trees over other algorithms are that they are quick to build, efficient 

and easy to understand as each node is labelled in terms of the input attributes. 

Naive Bayes algorithm 

The Naïve Bayes Algorithm provides a systematic method for learning based on evidence. It learns 

the evidence by counting the correlations between the variable interested in and all the other 

variables. A good example as provided by (MacLennan et al., 2008) is to use the algorithm to 

determine whether an representative in Congress is a Republican or a Democrat, a classification task, 

based on his or her voting history. The Naïve Bayes Algorithm use the counts of how Congress 

members from each party voted on each issue as evidence to form a prediction based on the voting 

history of the Congressional representative you where looking at. 

The algorithm is designed to minimize processing time and efficiently select the attributes that have 

the greatest importance. A Naïve Bayes model is a effective way to explore your data, it shows you 

how attributes are related to each other in a different way than is possible with other methods. It 
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actually does not perform an analysis on the data, but shows the data in another way. It for example 

can be used to see what factors are related to defects in a production line or to see how products are 

related. A drawback of the Naïve Bayes Algorithm is that it cannot correctly classify nonlinearly 

separable classes.  

Neural network algorithm 

The Neural Network algorithm is an artificial neural network, it works by creating and training 

relationships between inputs and outputs (neural paths) and then uses them as patterns for 

predictions. The algorithm scores better than other algorithms in detecting very complex 

relationships between in- and outputs, however training is therefore more time-consuming. This 

complexity comes from two factors, first any or all inputs may be related to any or all outputs and 

second different combinations of inputs may be related to different outputs. There a two levels of 

relationships detected by the algorithm. The single-level case, in which input are directly connected 

to the outputs and two-level case where input combinations become new inputs and then are 

connected to the outputs. The layer that transforms the input combinations into new inputs is called 

a hidden layer. 

The Neural Network algorithm consists out of multiple training iterations and within each iteration 

predictions are generated on the output layer based on the current network configurations. Next 

step is that the algorithm calculates the errors, based on which it adjusts the weights of the network. 

Neural network technologies are nowadays used in more and more applications, like voice 

recognition and fraud detection, as computing power of modern computers became more powerful. 

The neural network algorithm is used mostly for classification and regression tasks and can find 

smooth nonlinearities. It supports both discrete as continuous outputs, when it comes to continuous 

outputs the task is regression. 

Drawbacks of the neural network algorithm are that it more time-consuming than the decision trees 

and Naïve Bayes, and that the results are more difficult to interpret as it is difficult to see the 

relationships in the model. Because of its difficulty to interpret one should start with decision trees 

and should use the neural network only when the exactness of other algorithms is not satisfactory. 

Clustering algorithm 

The Clustering algorithm finds the hidden variable that classifies your data, this capacity to determine 

the common thread that groups data (or people for example) is a very popular technique for 

marketing. The clustering algorithm is great to simply use with your data and just look what comes 

out, however the best answers will be provided when asking questions the right way. It is often a 

step in the larger analytical project, the grouping of data is then used to create better models that 

explain questions that are more difficult.  

The Clustering algorithm allows two distinct methods of cluster assignment: K-means and 

Expectation Maximization (EM). The K-means method clusters according to distance, after assigning 

all objects to clusters the centre of the cluster is moved to the mean of all assigned objects. This 

method is called hard clustering because each object is assigned to one cluster and the clusters do 

not overlap. The EM method uses a probabilistic measure to assign objects to clusters, it considers a 

bell curve for each dimension with a mean and a standard deviation. When an object falls within the 

bell curve it is assigned to a cluster with that probability and because the bell curves of clusters can 

overlap, objects can be assigned to multiple clusters. This is why this method is called soft clustering. 
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The largest drawback of the clustering algorithm is that it requires multiple iterations to come to the 

final segmentation, which in case of large data sets leads to a decrease in performance. 

Association algorithm 

The association algorithm is used to find patterns about how for instance products are purchased 

together, this is called market basket analysis. The algorithm is optimized to work with large data sets 

which sales database normally are and therefore has a short training curve. This is why the 

association algorithm is also an interesting choice for problems other than cross selling or product 

layout; it detects rules on the layout of the data set. An example of a rule is ‘‘If it walks like a duck 

and quacks like a duck it is (probably) a duck’’ (MacLennan et al., 2008). 

The algorithm counts the frequent combinations of a variety of model attributes’ states. This is about 

the same as the Naïve Bayes Algorithm, however that approach is qualitative while the association is 

quantitative and the correlation matrix is not totally determined. A disadvantage is that the 

association algorithm only works with discrete attributes and does not accept continuous attributes. 

Sequence clustering algorithm 

The Sequence Clustering algorithm is a combination of sequence and clustering techniques as the 

name suggests. It analyses cases that contain sequence data and then group those according to the 

similarities of those sequences into more or less homogeneous segments. In many cases you can 

choose to use the sequence clustering algorithm depending if the sequence is important or not. For 

example if it is important to know the order of the purchases, the data forms a sequence and the 

sequence clustering algorithm will be used, if it is not important one might use the association 

algorithm.  

A Markov chain model is used for sequence analysis. “A Markov chain is a sequence of random 

variables in which the future variable is determined by the present variable, but is independent in the 

way in which the present state arose from its predecessors” (MacLennan et al., 2008, p. 334). The 

algorithm models the events based on the Markov chain model. The Sequence Clustering algorithm 

learns a mixture of Markov chains, where each mixture component corresponds to a particular 

cluster. A single case is generated from a mixture model by randomly selecting a particular 

component (cluster) using a probability distribution over the clusters then, depending on which 

cluster is selected, a sequence is generated from the Markov chain corresponding to that cluster. The 

algorithm supports both sequence and non-sequence attributes. The data may have multiple 

sequence attributes, however multiple sequences in a single model are not supported in SQL Server 

2008. It is possible to build a sequence model without any sequence data, the model then becomes a 

simple clustering model. 

The number of natural groups in a sequence clustering model is different from the number of such 

groups in normal clustering model. In normal clustering the model is build with k < 10 clusters, while 

in a sequence clustering model there could be many distinct clusters. 

Time series algorithm 

The ability to accurately predict time series is vital for almost any business, for example to determine 

inventory needs. In order to do so the history of product sales is used to predict future inventory, in 

which also seasonality is taken into account. The Time Series algorithm is an approach for time series 

forecasting. A time series is a series of data collected over a certain timeframe of other indicator. The 
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time increments in such a series can be continuous or discrete, which means that the distance 

between points can be variable or the same.  

The main application of the Time Series algorithm is to forecast future series points based on past 

history, this is a simple forecasting application. Several tweaks can be provided to this model, the 

most used are specifying the seasonality and the specification of multiple periodicities. When the 

forecast has been made additional questions can be asked about how the future forecast will change 

when changing certain points. The algorithm is configured to do the best job possible with a 

minimum of information. 

The algorithm is a combination of two machine-learning algorithms, namely the autoregressive tree 

with cross prediction (ARTxp) and the autoregressive integrated moving averages (ARIMA). The first 

one originates from SQL Server 2005 and is proved to be the most accurate algorithm to predict the 

following value, while the latter was introduced in SQL Server 2008 and has become the industry 

standard.  

The flexibility and scalability, as well as the required complexity of the queries of the models of this 

algorithm are depend on the format of the source data. It is important to keep this in mind for each 

particular scenario and make tradeoffs accordingly. The use of OLAP as a data source can provide a 

great advantage. 

Fuzzy logic 

Fuzzy logic helps to deal with uncertainty in a intuitive and natural manner. It not only makes it 

possible to formalize imprecise numbers, it also enables the use of arithmetic using such fuzzy 

numbers (Berthold and Hand, 2007). Fuzzy logic is able to process incomplete data and provide 

approximate solutions to problems that other methods find difficult to solve. Contrary to classical 

sets fuzzy sets allow also partial memberships, instead of that an element either belongs to a set or 

lies completely out of this set which is the case in classical sets. Terminology used in fuzzy logic not 

used in other methods are: very high, increasing, somewhat decreased, reasonable and very low 

(Cox, 1994). As an example we could say that Peter is tall, but how do we quantify this? In classic 

logic one might say that someone above 1.80 m in height is tall. So Peter who is 1.81 m in height is 

tall, while Jan who is 179.9 m is not. This is not like the intuitive and natural manner we normally 

think. Instead we would probably say that Peter and Jan are both rather tall. Fuzzy works like this, it 

takes a certain boundary into account. A bit deeper explanation, let us say that we have three 

classes: short, average and tall. The classical (Boolean) representation would look something like the 

left Figure, while a fuzzy representation on the other hand might look like the Figure on the right. On 

the horizontal axis is “membership degree”, which indicates to what degree the value is in a set. 

 

Figure 11 Classical (Boolean) representation and fuzzy representation (Crnkovic-Dodig, 2006) 
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In the fuzzy representation regions are overlapping, which is a fundamental feature of fuzzy sets: 

membership is not exclusive. So someone who is 1.82 m in height belongs to both the “average” and 

the “tall” sets, however as the membership degree of the “average” set is much higher it is more in 

this set (Crnkovic-Dodig, 2006). 

3.7 Knowledge representation of data mining tasks 

An important practical requirement for deciding which task to use in a particular case is the 

interpretability of the knowledge representation of a task. This is the more important as the 

consultants for whom the framework is designed are not experts in data mining and the usability is 

essential. For the four most used data mining tasks the knowledge representation is explained in this 

paragraph. To make the differences between the tasks clear, a visualisation of the way they look at 

data is made, see the figures below. To visualize which algorithms can be used for which task, the 

algorithms are put into the figures below as well. To describe the knowledge representation of the 

algorithms as well would be to detailed given the focus of this research. However for those who are 

interested these can be found in Annex E. 

3.7.1 Input / output model 
The second and fourth data mining tasks (classification and regression) are both input/output 

models, the difference is that classification models have a discrete output while regression models 

have a continue output. Input/output models look at a predetermined output value on one side and 

input values on the other side. These models can be used to find which input values determine a 

certain output value. In the figure below is an example of how an input / output model works on high 

level. On the right side is the output value, namely a patient is classified as a patient who has the new 

virus. On the left side the input values that determine the output value are shown. When looking at 

all patients the patients that have these mentioned input values are being classified as patients with 

the new virus. 

 

Figure 12 Visualisation of input/output models; classification and regression 
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3.7.2 Association and clustering model  
The clustering and association tasks are not input/output models but look at the whole data set 

instead of splitting it in input and output variables. The clustering task segments a heterogeneous 

population into a number of more homogenous clusters, this is shown in Figure 13. 

 

 

Figure 13 Visualisation of clustering models (Berkhin, 2002) 

The association task, determines relationships between items which exist together in a given data 

set. The model looks in the complete data set to establish relationships between items, this is shown 

in Error! Reference source not found.. Shown as an easy understandable example is the Market 

asket Analysis. The set of products identifiers listed under the same transaction identifier constitutes 

a record. The output of the association function is, in this case, a list of product affinities. Thus, by 

invoking an association function, the market basket analysis application can determine affinities such 

as "20% of the time that beer is sold, customers also buy a frozen meal and baby care." 

Figure 14 Visualisation of association models 
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4 Mapping of the business questions 

This chapter focuses on the mapping of the business questions to the data mining tasks, which were 

introduced in the previous chapter. The mapping is the start point of the data mining process. Next 

to that also requirements that are important are discussed. In the next paragraph the questions that 

are formulated in paragraph 2.2 are mapped to a certain data mining task. When the questions have 

been mapped they are grouped according to business process, business driver and data mining task. 

In final paragraph of this chapter the data and practical requirements are made explicit.  

4.1 Mapping of business questions 

The mapping of questions is probably one of the most important step in the determination of the 

success of data mining. If questions are wrongly defined data mining will not provide the wanted 

answers, the same applies to a misclassification of the business questions. Misclassification happens 

because of the fact that each type of business question needs another task (algorithm). 

Misclassification leads to the wrong data mining task that is applied and/or the wrong data being 

looked at. A framework therefore is needed to map the different business questions in a structured 

way. The business questions that are formulated in paragraph 2.2 will be mapped with the help of an 

adjusted version of the framework as is provided by Ngai et al. (2009). The visualisation of the 

adjusted and original framework can be found in Appendix D. By means of this framework the 

selected business questions are mapped to certain data mining tasks, this process is described in 

paragraph 4.1.1. In paragraph 4.1.2 the mapping of a couple of business questions is explained as an 

example, the complete list of mapped questions is presented in Appendix B. When the questions are 

mapped to data mining tasks they are grouped in 4.1.3, after which the conclusions on the mapping 

of the business questions are presented in 4.1.4 

4.1.1 The mapping process 
Each of the selected business questions is reviewed and mapped according to the mapping 

framework, at first by myself and subsequently also by two other independent consultants of KPMG. 

The mapping process consists of multiple phases: 

1. Interviews and literature search, which leads to the business questions. 

2. Initial mapping by the first researcher, myself in this case. 

3. Independent verification of mapping results by second consultant. 

4. Final verification of mapping results by third consultant. 

If there is a discrepancy in mapping, each of these questions is then discussed until there is 

agreement on how the question should be classified from the final set in the proposed mapping 

framework. The results of the mapping process are presented in Table 16, which can be found in 

Appendix B. 

Mapping of questions - dimensions 

At first there needs to be decided if the proposed business questions are related to the purchasing 

and sales department. If they are, they are divided into groups based on their dimension: sales, 

purchase, inventory. Questions that are not related to the purchasing and sales department are 
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outside the scope of this research and therefore will not be taken into account, in the framework 

they are excluded. 

Mapping of questions - data mining tasks 

Next phase in the framework is to decide if the selected questions are related to data mining. It is 

important that only questions which cannot be answered by means of other, more simple techniques 

are selected. This because of the fact that data mining is a time consuming and more expensive 

technique than some other more straightforward techniques. The output of this decision phase is 

that only questions that are related to data mining are classified, the other questions are excluded.  

Each of the questions can be supported by different data mining tasks. Mapping of the questions is 

done based on these different tasks of data mining which are discussed in more detail in the data 

mining chapter of this thesis, see paragraph 3.5. The most important ones are: 

1. Classification 

2. Regression 

3. Clustering 

4. Association 

It is very important that the different data mining tasks are clearly delineated to make a good linkage 

between a business question and a data mining task. For a detailed description of the data mining 

tasks see paragraph 3.5. Sometimes a combination of tasks is required to support a business question 

(Ngai et al., 2009). For example, in the case of cross selling products can be segmented into clusters 

before an association task is applied to each of the clusters. In this case the question would be 

classified as being supported by an association task because relationships between products are the 

major concern. 

After deciding which data mining task is needed to support the business question, the next step is to 

determine which algorithm(s) are used. There are numerous machine learning techniques applicable 

for each type of data mining task. The Algorithms in SQL Server 2008 Analysis Services are discussed 

in 3.6.1. It is important to mention that in this research only is looked at the non probabilistic 

techniques. This because of the fact that otherwise the whole field of probabilistic methods, like 

statistics, should be included in this research as well. Some of the widely used data mining 

algorithms, in some literature also called techniques are: 

1. Association rule 

2. Decision trees 

3. Clustering 

4. Sequence clustering 

5. Neural network 

6. Time series 

7. Linear/logistic regression 

8. Fuzzy systems/clustering 

4.1.2 Examples of mapped questions 
As an example let us take the mapping of the question “Which factors determine slow moving 

stock?” (ID: DM_INV_1). This question can be mapped as an input/output model, where the factors 

that determine a certain output are the input, and the output are slow moving stock. Therefore this 
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question should be mapped as either a classification or a regression data mining task. Slow moving 

stock can be seen as an continuous output and that is why the question is classified as a regression 

task. As another example let us look at the question “Which categories of products (e.g. from a 

certain vendor) are more likely to be scrapped or returned?” (ID: DM_P2P_3). This question can be 

considered as a clustering data mining task; categories of products that are more likely to be 

scrapped or returned have to be formed. Question “Which products should be sold in combination?” 

(ID: DM_O2C_2) is a good example of a question which can be seen as an association data mining 

task; one wants to know what the relationships between products are. Sometimes products are 

grouped into clusters before an association task is performed, in that case a combination of 

clustering and association is needed. The last example is a classification data mining task, a 

classification question is “What are the main factors for the customer payment behaviour?” (ID: 

DM_O2C_13). This question is an example of an input/output model, where the factors that 

determine a certain output are the input, and the output which customer payment behaviour. 

Therefore this question should be mapped as either a classification or a regression data mining task. 

Because it is about the main factors that influence the output the question is mapped as a 

classification task. The mentioned examples are shown in Table 2. 

In Table 16, Appendix B,  an overview of all questions mapped to a data mining task and possible 

techniques is shown. Choices of data mining techniques should be based on the data mining task to 

be accomplished, the data characteristics and business requirements (Berry and Linoff, 2004, Carrier 

and Povel, 2003), these are made explicit in the next paragraph 4.2. 

Table 2 Examples of mapped business questions 

ID Business question Process 
Business 

driver 
Business 

task 
Data mining 

task 

Data 
mining 

algorithm 

DM_INV_1 
Which factors 
determine slow 
moving stock? 

Inventory 
Process 

efficiency 
Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_P2P_3 

Which categories of 
products (e.g. from a 
certain vendor) are 
more likely to be 
scrapped or returned? 

Purchase 
Costs of 
working 
capital 

Churn 
Analysis 

Clustering 3, 4, 8 

DM_O2C_2 
Which products 
should be sold in 
combinations? 

Sales 
Process 

efficiency 

Shopping 
basket 

analysis 

Association 
Clustering 

1, 2, 5, 7, 8 

DM_O2C_13 

What are the main 
factors for the 
customer payment 
behaviour? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

 

4.1.3 Grouping of the mapped questions 
Now that the questions have been classified to data mining tasks it is possible to group the questions 

according to similarity in process, business performance indicator and data mining task. When this is 

done, later on in the framework we can select a group of interesting questions to perform data 

mining on instead of one question. An example of questions that are grouped together are shown in 

table. The complete list of grouped questions is presented in Table 17, Appendix C. 
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Table 3 Example group of grouped questions 

ID Business question Process 
Business 

driver 
Data mining 

task 
Data mining 

algorithm 

DM_O2C_6 
Which factors determine the 
order value? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

DM_O2C_7 
Which factors determine the 
relative margin on sales? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

DM_O2C_10 
Which factors determine the 
sales prices? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

DM_O2C_11 
Which factors determine 
recurring customers? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

DM_O2C_15 
Which factors determine the 
amount of too late paid 
invoices? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

DM_O2C_18 
Which factors determine the 
bad debt losses? 

Sales 
Costs of 
working 
capital 

Regression 
2, 5, (Logistic) 

7, 8 

  

4.1.4 Mapping conclusions 
As can be seen from the last column in the list of classified questions presented above it is hard, 

better to say nearly impossible, to classify a generic question to a specific data mining algorithm. In 

most cases multiple algorithms could be useful and satisfactorily used to fulfil a certain data mining 

task. Reason for this is, as mentioned earlier, that the choice for a certain data mining technique is 

based on the data characteristics and business requirements. These data characteristics and business 

requirements for a specific question can differ from situation to situation, because the fact that each 

of the questions can be interpreted in a different way for a specific case. With this I mean a specific 

company, process or industry for example. What can be done is to match them to a certain data 

mining task, this can also be seen in the table above. See for the complete list Table 16 on page 59. 

Therefore has to be concluded that it will not be possible to create the framework in such a way that 

it will be possible to make a definitive link between the generic questions and data mining 

algorithms. Instead the framework that will be created should be used as a data mining process 

support tool. It helps with guidance in the process of coming to relevant questions for a specific case 

and classifying them to data mining tasks. With the classified questions as a start point, the 

framework will support the process of linking the questions to data mining algorithms and the actual 

deployment of the model.  

4.2 Functional requirements for data mining 

In this paragraph the requirements for data mining are made explicit. These requirements include 

both requirements for the data as well as practical requirements. The data requirements are 

requirements that need to be satisfied in order to be able to use a specific algorithm. The practical 

requirements are requirements that the framework must meet in order to be useful for consultants 

and therewith also have influence on the decision for an algorithm  
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4.2.1 Data requirements 
Key to successful data mining is determining the information necessity. In this research the data that 

is required is dependent on the information that is needed for supporting the business decision 

making process. In the previous section the business questions were formulated and in this section 

the required data for each data mining algorithm will be presented. Each data mining algorithm has 

different data requirements (Microsoft | TechNet, 2009). The chosen algorithm also determines if 

the data set can contain consistency errors and the minimum size of the data set. This because some 

algorithms can deal better with for instance conflicting data where others cannot. These 

requirements are presented in the table below. In general one should keep in mind that increasing 

the number of dimensions can increase the processing time. 

Table 4 Data requirements of algorithms in Microsoft SQL Server 2008 Services (Microsoft | TechNet, 2009) 

Algorithm 
Single key 
dimension 

Predictable dimension Input dimensions 
Sequence 
dimension 

Decision 
trees 

Must contain one 
(numeric or text), 

compound keys not 
permitted 

At least one, can be 
different types, 

numeric/discrete 

Required, can be 
discrete/continuous 

- 

Clustering 

Must contain one 
(numeric or text), 

compound keys not 
allowed 

Optional, can be treated 
as input to the model, 

or can be used for 
prediction only 

At least one dimension 
that contains the values 

that are used to build 
the clusters 

- 

Naive 
Bayes 

Must contain one 
(numeric or text), 

compound keys not 
allowed 

At least one, attribute 
must contain 

discrete/discretized 
values, values can be 

treated as input 

All dimensions must be 
discrete/discretized, 

input attributes need to 
be independent of each 

other 

- 

Association 

Must contain one 
(numeric or text), 

compound keys not 
permitted 

Only one, values must 
be discrete or 

discretized 

The input dimensions 
must be discrete, input 
data often is contained 

in two tables 

- 

Sequence 
clustering 

Requires a key that 
identifies records 

- 

Supports the addition of 
other attributes that are 

not related to 
sequencing, attributes 

can include nested 
dimension 

Must have a 
nested table that 

contains 
sequence ID 

dimension, only 
one sequence ID 

is allowed for 
each sequence, 
only one type of 

sequence allowed 
in each model 

Time series 

must contain one 
(numeric or date) 

and cannot be 
stored in two 

dimension, values 
must be continuous 
and unique for each 

series, model can 
have an additional 
key dimension that 

contains unique 
values that identify 

a series 

At least one, must have 
continuous values, 

cannot use a dimension 
that contains discrete 

values 

- - 
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Algorithm 
Single key 
dimension 

Predictable dimension Input dimensions 
Sequence 
dimension 

Neural 
network 

Must contain one One or more One or more - 

Logistic 
regression 

Must contain one 
(numeric or text), 

compound keys not 
allowed 

At least one of any data 
type, values can be 

used as inputs, nested 
tables not allowed but 
can be used as inputs 

At least one, values are 
used as factors in 

analysis 
- 

Linear 
regression 

Must contain one 
(numeric or text), 

compound keys are 
not permitted 

At least one, multiple 
attributes possible, 
attributes must be 

continuous numeric 
data types, cannot use 

datetime data type 

must contain 
continuous numeric 

data and be assigned 
the appropriate data 

type 

- 

 

There are some remarks on Table 4, for instance the input data for the Time Series model can be 

defined in several different ways. Because the definition of the data mining model is affected by the 

format of the input it is important to consider the business needs and prepare the data in accordance 

with it.  

Another remark applies to models that use the Neural Network algorithm, this algorithm is heavily 

influenced by the specified values for the parameters that are available to the algorithm. These 

define how data is sampled, how data is (expected to be) distributed in columns and when feature 

selection is invoked to limit the values that are used in the final model. 

4.2.2 Practical requirements 
Next to the data requirements of data mining algorithms there are also several practical 

requirements that should be taken into account when determine what algorithm should or could be 

used to answer certain business questions. With practical requirements in this case is meant 

interpretability, accuracy, predictive power and working speed. There also some practical 

requirements with regards to the users of the framework that are of importance namely, 

reviewability, usability and context information. 

What is also important to keep in mind when putting data mining in practice is that data mining is an 

engineering discipline full of pitfalls. These pitfalls should be mastered in order to successful apply 

data mining. 
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5 Design of data mining process framework 

In this chapter the actual design of the data mining process framework is undertaken. The framework 

will be build up from two different pillars, namely the business part (including business drivers and 

business questions) and the data mining part (data mining tasks and algorithms. In the previous 

chapters each of these pillars were discussed in detail, after which in chapter 4 the mapping of the 

business questions to the data mining tasks has been done. In this chapter these will be combined to 

design the framework. 

There is need for a framework to decide when and how data analytics can be applied in answering 

the business questions. The purpose of this thesis is to design a data mining process framework in 

order to help consultants determine effective data analytics tasks (or even more specific what 

algorithm) for given business questions. In other words it is designed to decide what to do when, and 

under which circumstances. As explained in the previous chapter, the data mining process that can 

be used to answer a business question is affected by many factors. Above that the in literature 

available data mining processes only focus on the engineering part, as is shown in the preceding 

chapters. This is why the necessity for such a framework exists. This framework elaborates, on the in 

other data mining processes, taken for granted first step in the process, namely transferring the 

business question into a data mining problem. This is shown in the Figure below. 

 

Figure 15 Data mining process framework and it’s relation to the existing data mining process of Berry and 
Linoff (2004) 
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5.1 Introduction of the data mining process framework 

To be able to make the framework more generic and therewith be able to use it for multiple 

companies it is important that it does not focus solely on the detailed business questions as 

introduced in paragraph 2.2 (on page 14) but start on a more strategic level, the business processes. 

The business processes relevant for the purchasing and sales department of companies are the 

inventory, sales and purchasing process, which are described in more detail in paragraph 2.1.1 (on 

page 10). 

A good way to present the data mining process framework is in the form of a decision tree. In this 

tree each node represents an activity that has to be performed. The structure of this tree will be, 

seen from the start node to the different branches: 

 

 

Figure 16 Structure of data mining process framework 

It is important to take notice at the two arrows in the last part of the figure. This indicates that the 

process framework is by no means a linear process in which steps, or in this case activities, cannot be 

changed after the next step is begun or that steps cannot start until a previous step is completely 

finished. As can be seen, this applies to the last part of the framework which is the technical part of 

the framework. 
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Figure 17 Design setup for process framework, reported as a decision tree 
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5.2 Data mining process framework 

In the framework a distinction can be made between a business driven side, the orange columns, and 

a technical driven side, the columns in blue. The first part of the framework focuses on a structured 

way to get to relevant business questions, this part is also known as the modelling phase. In the 

second part the focus lies on the technical part, the selection of data mining task, algorithm and the 

actual data mining. The framework consist out of multiple process activities, each presented in a 

different column. In each of this columns, several steps have to be taken in order to be able to make 

a decision. The steps in the framework have been combined with the methodology that is introduced 

by Berry and Linoff (2004) and the methodology introduced by Pyle (2003). By presenting the steps 

that are needed in each column in boxes it is easy to see what steps need to be fulfilled in order to 

make a sound decision at each process step. Three different kinds of boxes can be distinguished: 

action boxes (AB), discovery boxes (DB) and technique boxes (TB). Action boxes contain the steps 

that need to be fulfilled in order to perform a certain action. Technique boxes explain how to 

perform a certain step, providing the technique that can be used. Finally discovery boxes explain the 

possible problems one might find when performing a certain step which does not require a specific 

technique. In order to maintain the readability and usability of this framework is chosen to show only 

the boxes needed for the main process, the rest of the boxes can be found in Appendix F and G. In 

this paragraph each of the columns that are introduced in the framework are explained in more 

detail. 

5.2.1 Define business context 
The first step in the framework is to find out what the main business goal is on which the consultant 

will advise the company. What is it that the company in question wants, what is their strategic goal? 

The first step now is to determine what the main goal for the implementation of data mining is, this 

could be one of the three options mentioned in the action box below. In this framework the focus 

lies on the use of data mining to be able to advise companies on business performance, for instance 

optimizing the process flow or minimizing the costs. Therefore the first step of the action box is to be 

followed, the other possibilities are moved to the appendix of this thesis and for further details I 

suggest to take a look in the book Business modelling and data mining by Pyle (2003). 

Table 5 Action box 1 – Beginning a business model for data mining 

Next steps Box 

If project starts with a business situation (problem or opportunity) that has to be explored AB6  

If project is designed to discover where data mining in general can offer value within a company AB11 

If project starts requiring a strategic analysis to support corporate scenario planning AB12 

 

The process of coming to the appropriate business goal and level is a process where both consultant 

and client are involved. Interviewing the business experts is a good way to get started. However 

because people on the business side may not be familiar with data mining, they may not understand 

how to act on the results. By explaining the value of data mining to a company, the interviews 

provide a forum for two way communication. The process can be described by asking question ‘how’ 

and ‘why’, by following this process the appropriate level can be determined and therewith the main 

goal of the company. The how question further delineates the problem, by asking the stakeholders 

how to accomplish the proposed goal. Asking the stakeholders why they want to achieve a certain 

business goal will help to determine the highest level of business goal, for instance if the first goal is 
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to determine a good price for a product the higher goal will be to make the most profit, this means 

that there can be looked at either the cost side of a product or the price of a product instead of just 

one thing. The steps that are presented in this column are the first two steps of the next action box, 

action box 6 below. Because of the fact that the steps of the next two columns are subsequent to 

these steps they are combined into one action box, which is presented at the end of the first phase of 

the framework.  

5.2.2 Selection of business process 
When the ultimate goal is clearly delineated, the next step is to determine the business process that 

need to be looked at. It is imaginable that multiple processes are of interest, however in this 

framework it is considered that one looks at one process at a time. Depending on the chosen 

business goal the consultant can choose a process to start with. The choice will be made by the 

consultant based on his/her intuition and a rough sketch of the operating processes as is shown in 

paragraph 2.1. A generic approach of describing the processes that lie within the scope of this 

research is done on the basis of an basic SAP ERP scheme, see Figure 4 SAP R/3 typical business 

blueprint of a manufacturing company (Gardiner et al., 2002) on page 10. With this information one 

should be able to choose the process on which to focus at first. Processes that lie within the scope of 

research are the inventory, purchasing and sales process. 

5.2.3 Select business driver of interest 
The next step to further narrow the scope is looking where the business performance improvement 

can be obtained. The different business drivers have been grouped into process quality and profit 

drivers, see for the details paragraph 2.1.1. Depending on the first two steps, one should focus either 

on the process quality or on the profit side. Again in this step it is also important to involve the 

stakeholders in order to select the appropriate business driver and therefore also here step three of 

the action box below is of importance. 

5.2.4 Determine relevant business questions 
The final step in the business driven side of the framework is selecting the relevant group of 

questions. These questions will form the starting point for the second part of the framework; the 

technical part. The questions have been introduced in paragraph 2.2 and at the end of the previous 

chapter the questions have been grouped, see paragraph 0. It is now important to select the right 

group of question, the group that is expected to contribute the most to the chosen business driver. 

The step that is of importance here is step four in the action box below. The main objective of this 

process step is to define the relevant business objects for the project, namely the relevant questions. 

The next step that has to be taken after the questions have been chosen, is to formulate a list of data 

that would be good to have. This makes it easier to give the client an idea of the size of the project 

and needed data on forehand. When all this is done the business case can be presented to the 

company and they need to decide if the data mining project has a go or no-go. These are the last 

steps which are presented in the action box below.  

Table 6 Action box 6 – Explore opportunity 

Next steps Box 

Identify and characterize the relevant stakeholders TB1 

Explore the business situation with the stakeholders TB2 
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Frame the business situation TB7 

Define the relevant business objects for the project TB5 

Find the data to mine TB8 

Create an outline business case TB4 

Present the outline business case to the stakeholders DB5 

 

The next phase of the framework is less straight forward than the business driven side, this has 

everything to do with the fact that it is the technical part of the framework. As is explained in the 

previous chapters of this thesis, data mining is a difficult as well as a non linear process in which 

earlier steps can be revised after finishing later steps. This part of the framework will support the 

process of data mining by providing guidance through this process on the basis of the different steps 

of the data mining methodology as introduced by Berry and Linoff (2004) and is combined with the 

methodology from Pyle (2003) to provide a more detailed description of the process steps. 

5.2.5 Determine data mining task 
This is the first column that belongs to the second part of the framework, just like the following 

columns this requires a more technical perspective. This first step in the data mining methodology, as 

introduced in chapter 3 (page 19), is to translate the business problem into a data mining problem by 

formulating it as one of the data mining tasks. The first part of the framework helped to select the 

business questions, which now form the starting point for the data mining process. The questions are 

formulated as a data mining task in the first paragraph of this chapter, see Table 16. Something to 

keep in mind when translating a business problem into a data mining problem is how the result will 

be used. The form of the deliverable might affect the data mining results. To be able to provide 

answers to these questions one need to involve the company, the owners of the problem. It is 

therefore recommendable to include these questions in the first part of the framework, in the 

interviews with the company to formulate the business goal and explain the value of data mining. 

When this step is completed the data mining tasks that have to be done are formulated. Now the 

business case can be framed to start the mining phase. In order to do so also the deployment 

requirements need to be defined, this step is also included in this column of the framework. The 

steps in the column are shown in discovery box 5, which is shown below. 

Table 7 Discovery box 5 – Outline business case 

Next steps Box 

Frame the business situation for mining TB7 

Define deployment requirements TB10 

Begin mining MIII AB9.1 

 

5.2.6 Select and prepare data 
In this column is looked at the conditions that are needed in order to be able to select and 

implement a certain data mining algorithm. As stated in paragraph 3.3.2 every data mining project 

has data issues: inconsistent systems, table keys that do not match across databases, records 

overwritten every few months, and so on. So the question here should be what can be done with the 

available data. Steps two to six of the data mining methodology, see paragraph 3.4, are all about data 

in one way or another.  
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In the column where the questions have been chosen, a list of data that would be good to have was 

also formulated. The first task of this column is to check what data is available, how much data is 

needed, how much history, how many variables and what the data should contain. Once this is done 

it is important to start exploring the data before doing anything else. This is the best and only way to 

develop intuition for what is going on and to discover data quality problems that might arise. 

Now that the details about data are made explicit, the next step in this column is to create the actual 

model set which is the set that contains all the data that is needed for the modelling process. This 

requires to put data from multiple sources together and prepare the data for analysis. Data needs to 

be adjusted before it can be used for modelling, it needs to be balanced and has to include multiple 

timeframes. When the appropriate data has been selected it needs to be divided into a training set, a 

validation set and a test set. This is needed because once data has been used in one of the sets in 

cannot be used in one of the other sets as the information it contains has become part of the model. 

Before applying data mining algorithms on the chosen data another important step has to be made 

first, namely fixing possible problems with the data. These possible problems vary with the data 

mining algorithm that is used, for some algorithms missing values cause a lot of troubles while for 

others it does not. Possible problems that need to be fixed include, variables with too many values, 

skewed distributions and outliers, missing values, changing meaning of values over time and 

inconsistency between multiple data sources. 

The final step that has to take place with the data, now that the proper data has been selected and 

the most important problems fixed, is to prepare it for analysis. Preparing data is done by 

transformations, for instance by adding derived fields, grouping classes or applying logarithms. All 

the needed data preparation steps are shown in action box 9.1 below. When all the data preparation 

steps are completed the next step in the process is to create the initial model, which is done in the 

next column of the framework.  

Table 8 Action box 9.1 – Data preparation: main steps 

Next steps Box 

Check the variable characteristics matrix DB9.1 

Check for basic variable problems DB9.2 

Check for basic data set problems DB9.3 

Check for anachronistic variables DB9.4 

Check for sufficient data DB9.5 

Check outcome representation DB9.6 

Check basic feature representation DB9.7 

  

If all preparation actions are complete, create the initial model AB11.1 

Otherwise continue with the next preparation step AB9.1 

 

5.2.7 Select data mining algorithm 
As is mentioned in the conclusion of paragraph 4.1 it is very hard to make a clear link between the 

business questions and data mining algorithms, because of the fact that in each situation the 

interpretation of the question might differ. Therefore in this part of the framework there is need for 

some expertise on data mining in order to select the appropriate algorithm for each specific case. 
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However one should keep in mind that the success of a project like this is about making business 

sense of the data, not using particular algorithms or tools. Before choosing the mining tool several 

steps have to be followed in preparation as the data needs to be structured and the input and output 

have to be characterized. When the mining tool is chosen the next step is to create a missing value 

check model to check whether the tool in combination with the data is suited for the job. The last 

step in this process step is the creation of the actual data mining model. Most of the time the 

creation of a model is a more or less automated process as most data mining software can do it. All 

the steps that are needed in this column are presented in action box 11.1 below. 

 

Table 9 Action box 11.1 – Mining the initial model: main steps 

Next steps Box 

Structure the data for mining DB11.1 

Characterize the input and output batteries DB11.2 

Choose the mining tool DB11.3 

Construct the MVCM (missing value check model) DB11.4 

If mining to understand: create the initial explanatory model DB11.5 

If mining to classify: discover the appropriate type of initial classification model DB11.6 

If mining to predict: discover the appropriate type of predictive model DB11.7 

  

If all initial mining actions are complete: refine the model AB12.1 

Otherwise: complete the next initial mining step AB11.1 

 

When the model is created it needs to be tested and determined if the created model works. In this 

phase questions like the following are answered: how accurate is the model, how well does it 

describe the observed data, how much confidence can be placed on the predictions? The steps that 

have to be taken here are different for each type of model. In the action box below the steps for the 

different models are presented. 

Table 10 Action box 12.1 – Refining the model: main steps 

Next steps  Box 

If an inferential (explanatory) model: Diagnose explanation DB12.14 

If binary outcome classification with binary 

prediction: 

Diagnose confusion matrix DB12.1 

If binary outcome classification predicted as 

a continuous score: 

Diagnose confusion matrix DB12.1 

 Diagnose predicted versus residual plot DB12.2 

 Diagnose predicted versus actual plot DB12.3 

If multiple outcome classification predicted 

as classes: 

Diagnose confusion matrix DB12.1 

 Diagnose predicted versus residual plot DB12.2 

 Diagnose predicted versus actual plot DB12.3 

 Diagnose residual test model DB12.4 

If continuous outcome classification, 

predicted as a continuous score: 

Diagnose predicted versus residual plot DB12.2 
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 Diagnose predicted versus actual plot DB12.3 

 Diagnose residual test model DB12.4 

 Diagnose residuals histogram DB12.5 

 Diagnose actual versus residual XY plot DB12.6 

 Diagnose actual versus predicted range DB12.7 

 Diagnose actual versus predicted curve DB12.8 

 Diagnose actual versus predicted fit DB12.9 

 Diagnose residual variance DB12.10 

 Diagnose perfect model DB12.11 

   

Is all steps completed: Deploy model AB13.1 

Otherwise: Continue refining the model AB12.1 

 

When the model is tested it needs to be deployed in the real business environment in order to obtain 

results from data mining task. This environment is called the scoring environment and probably runs 

another programming language, which is why a programmer needs to recode the model in order to 

run it in the scoring environment. Again, just like in the previous action box, for the different types of 

models different steps need to be followed. After the deployment of the model in the real business 

environment the next step is about assessing the results. It is about determining how the results can 

be used to answer the questions, this can be done by putting them in a more useful chart or 

spreadsheet. 

Table 11 Action box 13.1 – Deploying: main steps 

Next steps  Box 

If an explanatory model: Review the requirements discovered during framing MII TB7 

 Create the discovery narrative
1
  

 Create the verification narrative
2
  

 Accounting for outliers  

 Explaining surprises  

 Incorporating negative evidence  

 Incorporating external empirical and experiential 

evidence 

 

 Corroborating from feedback  

If a classification model: Review the requirements for delivery developed 

before mining 

MII TB10 

 Review the requirements discovered during mining MII TB7 

 Prepare the supporting explanation  

 Create regression-to-the-mean calibration TB13.2 

 Review the required model delivery format MII TB10 

                                                                 
1
 Including: Noting patterns and themes, Discovering plausible explanations, Clustering, Counting, 

Contrasting and comparing, Partitioning variables, Deriving generalities from particularities, 
Proposing plausible explicit and implicit (latent) factors, Identifying and explicating relationships 
between variables (or variable groups), Creating a logical explanatory chain, Creating conceptual 
coherence 
2
 Including: Checking for representativeness, Checking for bias, triangulation (using different data 

sources, modelling methods and theories) 
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If a run-time model: Create a novelty detector TB13.3 

   

Deliver the model  AB13.2 

 

When finishing the data mining project there are probably new relationships made visible and 

therewith new questions and hypotheses, therefore most of the time the data mining methodology 

is used to start the whole data mining process all over again to test these hypotheses and questions. 

Table 12 Action box 13.2 - Deploying 

Next steps  

Hand the remaining parts of the project over to the implementers as appropriate  

The project is completed  

5.3 The framework embedded in business 

This framework is intended to be used as a data mining process framework in order to guide 

consultants in a structured way to the relevant business questions after which it can be used to 

support the technical steps that need to be taken in order to answer these questions. The distinction 

made between the business and technical part of the process also forms the dividing line between 

the area where knowledge about business (processes) is needed and the area where knowledge is 

needed of data analytics tools and data mining itself. In the following sections is explained how the 

framework could be embedded in business. 

5.3.1 Organisation and team roles 
A data mining project has to be executed by a project team that includes at least one data mining 

expert, or in any case someone that has done such a project before. The end-user of the data mining 

process framework should have basic analytical and data mining knowledge in order to interpret the 

results from the data mining framework. Ideally, this knowledge is transferred by the data mining 

expert of the team. Another important role that should be fulfilled in this team is someone with 

knowledge about the business processes of the specific company where the project will take place. 

This person should also have sufficient knowledge about 

In the start phase of the project the lead role will be fulfilled by the consultant(s) who have a  

business and ERP background. They will be able to go through the first part of the framework by 

determining the relevant business processes and business driver(s) of interest. 

The link between the technical and the business side of the framework is made in the fourth column 

of the framework where the relevant business questions are defined. If a question is relevant or not 

is a business decision, so this will be the job of the consultant who the business knowledge. However 

because it is essential that the relevant questions are formulated in the correct way, otherwise data 

mining will not function correctly and therewith provide the correct answers, in this column also 

knowledge about data mining is required. In this phase of the project therefore also the person with 

data mining knowledge needs to be involved so that the relevant questions are formulated in the 

correct way. 
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When the business questions are formulated in the correct way the technical part of the framework 

can begin. In this part of the framework data mining knowledge is essential en therefore the lead role 

is fulfilled here by the consultant with data mining experience and/or knowledge. 

The final phase of the process will be to interpret the results of the data mining project. In this phase 

again a mix between data mining knowledge and business knowledge is needed in order to be able to 

get meaningful information from the results. 

5.3.2 Maintenance 
In general the data mining process framework should be used as a starting point for the creation of a 

database with practices. This database, which can be seen as a knowledge centre, helps to make the 

designed framework more specific by tracking and saving the steps specific for each project. This 

knowledge database finally can be used to create industry specific, and therewith more practicable, 

data mining framework. When applying the data mining process framework to a specific company, 

business questions should be made explicit in order to be able to create a more specific data mining 

process framework. With more specific questions it is possible to follow the framework and map 

them to data mining algorithms.  

5.4 Prototypical case 

In this section the proposed framework will be explained by means of an example. All steps of the 

framework will be followed in order to give an idea about how the framework, in practice, is to be 

applied. Let us take a manufacturing company for electronic products, from now referred to as 

company X, as an example to go through the framework step by step. 

5.4.1 Define business goal 
To be able to determine the highest level of business goal we start the process with interviewing the 

stakeholders in order to do so the first step that has to be taken here is to identify and characterize 

the relevant stakeholders. When the stakeholders are identified by the consultant the next step is to 

explore the business situation with them and to determine the business goal. Let us say that the 

exploration of the business situation leads to the idea that the production process needs an 

efficiency improvement, because in the current situation the profit margins are under pressure while 

the prices cannot be increased. 

5.4.2 Selection of business process 
The first step in next column is the mapping of the business processes, so that can be determined on 

which process to focus. With the help of  the generic process descriptions, as provided in paragraph 

2.1, the processes of company X are mapped by the involved consultant. The process should be 

selected based on the goal, as is determined in the previous column. Decided is to select the 

inventory process as process on which the focus of the project should lie as this is the process which 

best fits the desired business goal. 

5.4.3 Select business driver of interest 
After determining the business goal and the relevant business process, the next step is to look at the 

business drivers and think of which will contribute most to the chosen business goal. As the main 

goal is to enlarge the profit it would be a first guess to start with the business drivers that are 

corresponding with profit. However it was also stated by the stakeholders that there are probably 
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some efficiency improvements possible in the inventory process. Decided is to start with the process 

quality business drivers, these are: process efficiency, excellence in shared service centres, reliability 

of master data for further process automation. 

5.4.4 Determine relevant business question 
Now the focus is narrowed down to the inventory process and the business drivers mentioned in the 

previous step, we are now able to select a group of business questions that are of interest. The group 

of questions that is selected should be a group which matches the selected process and business 

driver best. When looking at the list of grouped questions, Table 17 on page 63, only one group can 

be seen as relevant group. The group of questions that is of interest in this case is the first group, 

with questions DM_INV_1 and DM_INV_2, which is the only group that fits the requirements. Now 

the relevant business objects for the project are defined. 

 

Table 13 Selected group of questions 

ID Business question Process 
Business 

driver 
Data mining 

task 
Data mining 

algorithm 

DM_INV_1 
Which factors determine slow 
moving stock? 

Inventory 
process 

efficiency 
Regression 

2, 5, (Linear) 
7, 8 

DM_INV_2 
Which group of products 
contributes most to slow moving 
stock? 

Inventory 
process 

efficiency 
Regression 2, 5, 7, 8 

  

For this prototypical case only one question is selected to look at instead of the whole group of 

questions. In this case the question “Which factors determine slow moving stock?” (ID: DM_INV_1) is 

chosen to be used in the next phase of the framework. This is the moment to formulate the list with 

data that would be nice to have. 

5.4.5 Determine data mining task 
In this step the business situation needs to be formulated for mining, which is done by formulating 

the question as a data mining task. The selected question can be seen as a regression data mining 

task, as the question is which of the input factors has an influence on a certain output value. 

Deployment requirements need to be defined also in this step to ensure that the model is developed 

to meet the user's needs and that the model as delivered can be deployed into the required 

application. When these steps are done the mining can begin. 

5.4.6 Select and prepare data 
In this step of the framework is looked at the available data in the company and the details of the 

data. Before you can start with the actual data mining process it is important to start exploring the 

data so that a certain intuition is developed in order to discover data problems. It is advised that 

from this step on there is someone involved in the project with an amount of knowledge and 

experience on data mining. 

When the data details are known the next step is to create the model set, this means creating a set 

which contains all needed data for the modelling process. Most of the time this involves putting data 

from multiple source in the company together and prepare it for further analysis. The ERP system of 
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company X is a good example of a data source and could even be seen as multiple sources as 

different modules might be used as a source. When the data is selected it needs to be divided into a 

training, validation and test set. The project team also needs to go thru the data in order to fix 

possible data problems, like missing values, skewed distributions, etc. 

The final step in this process step is to prepare the data for analysis. This is a complex and time 

consuming, but important step in the whole process. Steps that need to be completed here are steps 

like checking basic variable problems, basic data set problems, outcome representation. The 

complete list of steps that have to be done in data preparation can be found in Table 8, page 40. 

Assumed is now that the steps that are mentioned in this section are completed and the data is 

prepared as supposed to be, so that the creation of the initial model can start. 

5.4.7 Selection of data mining algorithm 
Now that the data has been selected and prepared it can be structured for mining and the input and 

output can be characterized. Finally after completing all earlier steps the actual mining tool can be 

selected, this should be done in accordance with the available data and the data mining task. This 

needs to be checked with the missing value check model. For this question linear regression 

algorithm is chosen as the data mining model. The actual creation of the data mining model is done 

by the data mining software. When the model is created by the software it needs to be tested and 

determined if it works as it should work. Questions that need to be answered here are questions, like 

how accurate is the model or how much confidence can be placed on the predictions. 

After the test phase has been completed the model needs to be deployed in the real business 

environment, which often runs another programming language. This is why a programmer is needed 

to rewrite the model in order to run it in the real production environment. In the deployment phase 

one should review the requirements for delivery, which was developed before mining. The 

requirements that are discovered during the mining should be reviewed. Also in this phase the 

supporting explanation needs to be prepared and the required model delivery format reviewed. 

When all these steps are done, the model should be handed over to the implementers and the 

engineering cycle of data mining starts. 
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6 Expert judgement on the framework 

The framework presented in the previous chapter is mainly based on literature and interviews with 

experts. This chapter tests the framework on its applicability and practical value. In order to do this 5 

consultants reflected on the framework. This is done because of the fact that a framework, as is 

designed in the previous chapter, only makes sense when the consultants for who it is designed can 

make sense out of it.  

6.1 Expert judgement 

The aim of the interview sessions was to acquire information about the views of the interviewees on 

the applicability of data mining process framework in real-life business situations in order to validate 

the designed framework. Because the research is focused on practical applicability, possible 

candidates were sought in the field of IT (ERP) consultancy. It was verified that the candidates had 

knowledge on business performance and (some of them) on data mining. The conducted interviews 

are semi-structured interviews, which consists out of two parts. The first part is focused on the data 

mining part, while the second part consists of questions about the designed framework. 

The interviews were structured in the following manner: 

1. Introduce the subject of the research. 

2. Inquire the general view of the interviewee on the value of data mining process framework. 

3. Inquire the personal view of the interviewee on the requirements for successful application 

of the data mining process framework. 

4. Inquire the personal view of the interviewee on the requirements of data mining algorithms. 

5. Discuss the designed framework. 

The most important outcomes of the interview sessions are a list of requirements on the data mining 

algorithms ranked on importance, and recommendations for successful application and use of the 

data mining process framework. 

Regarding the requirements on data mining algorithms interpretability is mentioned most to be the 

number one priority when deciding on the selection of an algorithm. One should be able to interpret 

the results of a data mining project otherwise it is useless. The same goes for the accuracy, if the 

results are not accurate it is difficult to give advise with the results obtained therefore this should be 

the number two. Above that the algorithm that it is preferable that the chosen algorithm can deal 

with some errors in the data set, as the preparation of the data set is the most time consuming part 

of the data mining project. Predictive power of the model and working speed are considered to be of 

less importance to make this decision. The predictive power of the model says something about the 

amount that is explained by the model, i.e. the proportion of the total variation in the dependent 

variable that is “explained” (accounted for) by variation in the independent variables. Working speed 

can be considered as a trade off with the costs of such a project as it has a considerable influence on 

the costs by means of needed or used computing capacity for instance. The ranking of these 

requirements, which are presented in Table 14, should be kept in mind when deciding on which 

algorithm to use for a given business question. 
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Table 14 Importance of requirements on data mining algorithms 

Requirements Interview 1 Interview 2 Interview 3 Interview 4 Interview 5 

Interpretability 1 1 1 2 1 

Accuracy 2 2 2 1 2 

predictive 

power 
3 3 3 

3 4 

working speed 3 4 4 4 3 

 

Presenting the framework as booklet or package of slides is according to the interviewees not 

preferred as it is easy to lose the overview of the framework. The designed data mining process 

framework should be presented in an interactive manner, by for instance a website or a tool. By 

presenting the framework as a website it makes it easier to apply and above that it makes it 

accessible for everyone who needs it. An example provided by one of the interviewees is to create a 

SharePoint site, which makes it easier to follow the steps in the framework and provides an intuitive 

manner of going thru it. A SharePoint Site is a collection of pages, lists, and libraries configured for 

the purpose of achieving an express goal. A site may contain sub-sites, and those sites may contain 

further sub-sites (Microsoft, 2011).  

A specifically designed framework for a certain industry would be too time consuming to create on 

forehand, it preferred that instead a database of (best) practices after a project is finished. So not 

only the projects that were successful, in the meaning of that they delivered an improvement in 

performance, but also projects that were not. These projects are still valuable as they provide 

information about the way algorithms were selected for specific questions. The advance of this is 

that there is not the risk of designing it for the industry, which could happen if it is designed on 

forehand because the target industry is not known yet. 
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7 Reflection 

In this chapter is reflected on the, in chapter 5, designed framework. Furthermore the practical 

implications of the research project are presented and finally this chapter also serves to critically 

evaluate the limitations of the research. In the next paragraph is reflected on the designed 

framework. Subsequently, the practical implications are discussed in paragraph 7.2. Finally, the 

limitations are described in paragraph 7.3. 

7.1 Reflection on the designed framework 

There is quite a lot written about data mining and the data mining process in general as is shown by 

the extensive literature research done in this research. In this research a first attempt is made to 

apply data mining in a business environment to enable consultants to advise companies on improving 

their business performance. This is done by creation of a data mining process framework. The 

created framework can more or less be seen as an extension to the data mining methodologies as 

introduced by Berry and Linoff (2004) and Pyle (2003). The in this research designed data mining 

process framework takes a more strategic, higher level view on the data mining process by including 

the business side in the designed framework. The first part of the framework is designed by means of 

interviews with consultants and literature about business performance and business processes. The 

chosen business questions are validated as relevant questions by means of interviews with several 

consultants and afterwards checked with the literature available, this is done in chapter 2 of this 

thesis. This part of the framework can be seen as linear process, while the next part is a non linear 

process. The second part of the framework is mostly a combination of proven data mining 

methodologies. The steps that are described in the technical part of the designed framework are in 

accordance with the data mining methodology as is introduced in chapter 3, on page 19, and further 

deepened by combining it with the methodologies of Pyle (2003). 

7.2 Practical implications 

From this research, several recommendations can be derived that are applicable to the execution of 

the data mining process framework. 

The designed framework has been reviewed and discussed extensively with several consultants. 

From this can be concluded that in order to use the framework in practice it should be applied in an 

interactive manner which provides several advantages. At first this makes it easier to keep the 

overview while using the data mining process framework and helps guiding consultants through the 

different steps in a natural way. Secondly it makes it possible to start with the creation of a database 

with practices. This database, which can be seen as a knowledge centre, helps to make the designed 

framework more specific by tracking and saving the steps specific for each project. This knowledge 

database finally can be used to create industry specific, and therewith more practicable, data mining 

frameworks. 

When applying the data mining process framework to a specific company, business questions should 

be made explicit in order to be able to create a more specific data mining process framework. With 

more specific questions it is possible to follow the framework and map them to data mining 

algorithms.  



7 Reflection 

 50 

Data mining process framework 

A data mining project has to be executed by a project team that all have sufficient ERP knowledge, as 

this because the used ERP software will determine what kind of data is available for data mining. 

Furthermore the team includes at least one data mining expert, or in any case someone that has 

done such a project before. Next to that it should include at least one team member that has 

sufficient, for the specific case relevant, business knowledge. The end-user of the data mining 

process framework should have basic analytical and data mining knowledge in order to interpret the 

results from the data mining framework. Ideally, this knowledge is transferred by the data mining 

expert of the team. 

7.3 Limitations 

One of the limitations of this research is that there is not used a case study to validate and/or make 

the framework more specific. In general this is not a preferred approach, because a case study could 

have shown a better view of the application of the designed framework in practice. However, within 

the time constraints of the project it was best to do an in-depth analysis of the data mining process. 

Especially to keep the designed framework general applicable it was not possible to create a 

specified framework in order to do a case study. The interviews with consultants and the extensive 

literature review were conducted to reduce the effects of this limitation. 

Another limitation of this research is the fact that it is shown to be impossible to map the given 

business questions to a certain data mining algorithm. The research however showed that in order to 

be able to create a general applicable framework a high level of abstraction of the business questions 

is needed which makes it at the same time more difficult to map them. A general process framework 

that can be followed is made instead and helps to enable consultants to determine effective data 

analytics tasks for given business questions in a structured way. Again, considering the time 

constraints it was not possible to specify the questions to a certain level or company to be able to 

map them to a specific data mining algorithm. This research can be used as a starting point to further 

research more specific cases. 
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8 Conclusions and further research 

In this chapter the conclusions of the research project are presented. This chapter also describes in 

what direction future research should be aimed. The conclusions will be drawn in paragraph 8.1. 

Subsequently, in paragraph 8.2, the possible directions of future research are provided. 

8.1 Conclusions 

Several sub questions needed to be answered to fulfil the design objective, i.e. to design a data 

mining process framework that enables consultants to determine effective data analytics tasks for 

given business questions.  

The different sub questions have been answered in the first part of this thesis. The relevant business 

questions have been formulated and categorised, the complete list can be found in appendix B. The 

categorisation was done based on the business processes of purchasing and sales departments and 

the business drivers that were found to be of importance when looking to improve business 

performance. These processes and business drivers were described in detail in chapter 2, which 

hereby formed the start point of the design of the framework. 

8.1.1 Concerning the framework 
The aim of this research was to develop a data mining process framework that enables consultants to 

determine effective data analytics tasks for given business questions. As a result a unique framework 

was developed which enables consultants to select relevant business questions and determine 

effective data analytics tasks for them. The final framework was presented in chapter 5 and consists 

out of seven process activities. Each of these activities consists out of different steps which need to 

be followed. The framework provides a structured approach for its users to determine effective data 

analytics tasks. The designed framework provides some advantages over other data mining 

frameworks and methodologies. 

Contrary to existing literature the designed data mining process framework structures the whole 

data mining process, from the business to the engineering phase, at a high level. Other data mining 

methodologies only focus on the engineering side, the actual data mining, and leave the business 

side unexposed. This process prior to the engineering process is very important because if this is not 

done properly the entire data mining project will not work well. By structuring the process of 

selecting relevant business questions and formulating them as data mining tasks the designed 

framework helps to make data mining more applicable in business. 

Second, a general applicable framework is very interesting for consultants as it can be applied to 

different industries and therefore the consultants might use the data mining process framework at 

different clients within different industries. The possible range of clients where the framework 

potentially could be applied is quite large, as long as the company has a sufficient amount of data 

available from their ERP system. 
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8.2 Further research 

This research was initiated as an attempt to design a data mining process framework that enables 

consultants to determine effective data analytics tasks for given business questions. The outcomes of 

this research have provided more knowledge about the data mining process framework and its 

practical value, but also showed that more research on a number of topics is needed. These topics 

are described in this paragraph. 

One thing that would be interesting to know is if there is a specific industry demand for a group of 

similar questions. This involves questions that are interpreted in a similar way. If this is the case, than 

it might be worth it to design a more specific framework in which the questions are more explicit and 

the mapping to data mining algorithms might be done. 

Furthermore, due to the lack of comparison of results with the real world process, the true accuracy 

of the framework remains unknown. Research on the applicability of the data mining process 

framework is required to assess the actual power of the framework. A possible next step is to 

perform a case study with the designed data mining process framework. 
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A. Appendix – List of initial business questions 

The initial list of interesting business questions as was compiled by a number of consultants is 

presented below in Table 15. This list formed the starting point of the formulation of the relevant 

business questions. From the initial list of questions, questions are selected and reformulated to 

form the list of business questions which are further used in the research. 

 

Table 15 List of initial business questions 

ID Business question Process 

DM_INV_1 
What is the correlation between stock characteristics, material groups/types and 
slow moving stock? 

Inventory 

DM_INV_2 What customers contribute the most to slow moving stock? Inventory 

DM_P2P_1 Is there a significant relationship between delivery time and supplier/product Purchase 

DM_P2P_2 
If I delay payments to my suppliers, are products still delivered timely (what is the 
relationship between days of payment and delivery time)? 

Purchase 

DM_P2P_3 
Which categories of products (e.g. from a certain vendor) are more likely to be 
scrapped or returned? Is there a statistical link between scrapping and product 
type or branch? 

Purchase 

DM_P2P_4 
What is the main driver for the vendor payment behaviour 
(region/country/group)? 

Purchase 

DM_P2P_5 Does the use of outline agreements/contracts result in reduced purchasing costs? Purchase 

DM_P2P_6 Does the use of vendor source list / SRM result in less purchasing costs? Purchase 

DM_P2P_7 What are the main drivers for first time right vendor invoices? Purchase 

DM_P2P_8 What are the main drivers for first time right purchase orders? Purchase 

DM_O2C_1 Does my revenue increase if I deliver timely/faster? Sales 

DM_O2C_2 
Which products are jointly sold? What products should be sold in combinations 
(cross selling)? 

Sales 

DM_O2C_3 
Which category products (e.g. client category) are returned significantly more than 
other product categories? 

Sales 

DM_O2C_4 
How are sales influenced by discounts? For which (type of) products is turnover 
significantly increased upon discount? 

Sales 

DM_O2C_5 Which factors determine order type (web order/standard order/return order etc) Sales 

DM_O2C_6 Which client groups belong together (based on sales)? Sales 

DM_O2C_7 What factors determine the order value (e.g. client, client group, order period)? Sales 

DM_O2C_8 
What factors influence the relative margin on sales (e.g. product category, 
distribution channel)? 

Sales 

DM_O2C_9 What is the expected profit of specific products? Sales 

DM_O2C_10 Is there a connection between return orders and pressurizing suppliers? Sales 

DM_O2C_11 What (type of) clients pay timely? Do clients to whom I deliver fast, pay earlier? Sales 
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ID Business question Process 

DM_O2C_12 Is the use of quotations correlated to more/better sales prices? Sales 

DM_O2C_13 Is the use of sales contracts correlated with recurring customers? Sales 

DM_O2C_14 Is the use of sales scheduling agreements correlated with recurring customers? Sales 

DM_O2C_15 What products are debit to the majority of sales rejections? Sales 

DM_O2C_16 
What is the main driver for the customer payment behaviour 
(region/country/group)? 

Sales 

DM_O2C_17 
What is the main driver for the profitability of customers (size, 
region/country/group)? 

Sales 

DM_O2C_18 Does the use of credit limits result in less too late paid invoices? Sales 

DM_O2C_19 What are the main drivers for first time right customer invoices? Sales 

DM_O2C_20 What are the main drivers for first time right sales orders? Sales 

DM_O2C_21 
Which factors determine the write-off of debtors so I can determine not to accept 
orders from certain types of customers? 

Sales 

DM_O2C_22 Statistical analysis regarding margin  Sales 

DM_O2C_23 Does the use of dunning result in lower DSO? Sales 

DM_O2C_24 Does the use of electronic bank statement result in lower DSO? Sales 
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B. Appendix – List of mapped business questions 

Below the complete list of mapped questions is presented. The process of the mapping of questions 

to data mining tasks is explained in detail in paragraph 4.1.1 on page 29. The questions are mapped 

to a certain data mining task and in the last column the possible algorithms that can be used for that 

data mining task are listed. 

 

Table 16 List of classified business questions 

ID Business question Process 
Business 

driver 
Business task 

Data mining 
task 

Data 
mining 

algorithm 

DM_INV_1 
Which factors 
determine slow 
moving stock? 

Inventory 
Process 

efficiency 
Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_INV_2 

Which group of 
products 
contributes most 
to slow moving 
stock? 

Inventory 
Process 

efficiency 

Analyze Key 
Influencers/Detect 

Categories 
Regression 2, 5, 7, 8 

DM_P2P_1 
Which factors 
determine the 
delivery time? 

Purchase 
Process 

efficiency 
Analyze Key 
Influencers 

Regression 2, 5, 7, 8 

DM_P2P_2 

What is the 
relationship 
between days of 
payment to 
suppliers and 
delivery time? 

Purchase 
Process 

efficiency 
Forecasting Regression 

2, 5, 

(Linear) 7, 

8 

DM_P2P_3 

Which categories 
of products (e.g. 
from a certain 
vendor) are more 
likely to be 
scrapped or 
returned? 

Purchase 

Costs of 

working 

capital 

Churn Analysis Clustering 3, 4, 8 

DM_P2P_4 

What are the 
main factors that 
contribute to 
inventory 
scrapping? 

Purchase 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_P2P_5 

What are the 
main factors that 
determine the 
vendor payment 
behaviour? 

Purchase 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_P2P_6 
Which factors 
determine 
purchasing costs? 

Purchase 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_P2P_8 
What are the 
main factors for 
first time right 

Purchase 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 
2, 5, 

(Logistic) 
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ID Business question Process 
Business 

driver 
Business task 

Data mining 
task 

Data 
mining 

algorithm 

vendor invoices? 7, 8 

DM_P2P_8 

What are the 
main factors for 
first time right 
purchase orders? 

Purchase 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_1 

What is the 
relationship 
between delivery 
time and the 
revenue? 

Sales 

Costs of 

working 

capital 

Forecasting Regression 

2, 5, 

(Linear) 7, 

8 

DM_O2C_2 
Which products 
should be sold in 
combinations? 

Sales 
Process 

efficiency 
Shopping basket 

analysis 
Association 
Clustering 

1, 2, 5, 7, 

8 

DM_O2C_3 

Which categories 
of products (e.g. 
client category) 
are being 
returned 
significantly more 
than other 
product 
categories? 

Sales 
Process 

efficiency 
Detect Category Clustering 3, 4, 8 

DM_O2C_4 

What is the 
relationship 
between the use 
of discounts and 
sales? 

Sales 

Costs of 

working 

capital 

Forecasting Regression 

2, 5, 

(Linear) 7, 

8 

DM_O2C_5 

Which factors 
determine the 
order type (web 
order/standard 
order/return 
order etc)? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_6 
Which factors 
determine the 
order value? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_8 

Which factors 
determine the 
relative margin on 
sales? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_8 

Which factors 
determine if 
clients pay 
timely? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_9 

What is the 
influence of 
delivery time to 
the clients on the 
time until they 
pay? 

Sales 
Process 

efficiency 
Forecasting Regression 

2, 5, 

(Linear) 7, 

8 

DM_O2C_10 
Which factors 
determine the 
sales prices? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 
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ID Business question Process 
Business 

driver 
Business task 

Data mining 
task 

Data 
mining 

algorithm 

DM_O2C_11 

Which factors 
determine 
recurring 
customers? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_12 

Which products 
are debit to the 
majority of sales 
rejections? 

Sales 

Costs of 

working 

capital 

Detect Category Regression 

2, 5, 

(Linear) 7, 

8 

DM_O2C_13 

What are the 
main factors for 
the customer 
payment 
behaviour? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_14 

What are the 
main factors for 
the profitability of 
customers? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_15 

Which factors 
determine the 
amount of too 
late paid invoices? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_16 

What are the 
main factors for 
first time right 
customer 
invoices? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_17 

What are the 
main factors for 
first time right 
sales orders? 

Sales 
Process 

efficiency 
Analyze Key 
Influencers 

Classification 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_18 
Which factors 
determine the 
bad debt losses? 

Sales 

Costs of 

working 

capital 

Analyze Key 
Influencers 

Regression 

2, 5, 

(Logistic) 

7, 8 

DM_O2C_19 

How does 
dunning 
determine the 
DSO (days sales 
outstanding)? 

Sales 

Costs of 

working 

capital 

Forecasting Regression 

2, 5, 

(Linear) 7, 

8 
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C. Appendix – List of grouped business questions 

Below the complete list of grouped questions is presented. Now that the questions have been 

mapped to data mining tasks it is possible to group the questions according to similarity in process, 

business driver and data mining task. 

Table 17 List of grouped business questions 

ID Business question Process 
Business 

driver 
Data mining task 

Data mining 
algorithm 

DM_INV_1 
Which factors determine slow 
moving stock? 

Inventory 
Process 

efficiency 
Regression 

2, 5, 
(Logistic) 

7, 8 

DM_INV_2 
Which group of products 
contributes most to slow moving 
stock? 

Inventory 
Process 

efficiency 
Regression 2, 5, 7, 8 

DM_P2P_1 
Which factors determine the 
delivery time? 

Purchase 
Process 

efficiency 
Regression 2, 5, 7, 8 

DM_P2P_2 
What is the relationship between 
days of payment to suppliers and 
delivery time? 

Purchase 
Process 

efficiency 
Regression 

2, 5, 
(Linear) 7, 

8 

DM_P2P_5 
What are the main factors that 
determine the vendor payment 
behaviour? 

Purchase 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_P2P_7 
What are the main factors for 
first time right vendor invoices? 

Purchase 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_P2P_8 
What are the main factors for 
first time right purchase orders? 

Purchase 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_P2P_3 

Which categories of products 
(e.g. from a certain vendor) are 
more likely to be scrapped or 
returned? 

Purchase 

Costs of 

working 

capital 

Clustering 3, 4, 8 

DM_P2P_4 
What are the main factors that 
contribute to inventory 
scrapping? 

Purchase 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_P2P_6 
Which factors determine 
purchasing costs? 

Purchase 
Process 

efficiency 
Regression 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_1 
What is the relationship between 
delivery time and the revenue? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Linear) 7, 
8 

DM_O2C_4 
What is the relationship between 
the use of discounts and sales? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Linear) 7, 
8 

DM_O2C_12 
Which products are debit to the 
majority of sales rejections? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Linear) 7, 
8 
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ID Business question Process 
Business 

driver 
Data mining task 

Data mining 
algorithm 

DM_O2C_2 
Which products should be sold in 
combinations? 

Sales 
Process 

efficiency 

Association      
Clustering 

1; 2, 5, 7, 
8 

DM_O2C_3 

Which categories of products 
(e.g. client category) are being 
returned significantly more than 
other product categories? 

Sales 

Costs of 

working 

capital 

Clustering 3, 4, 8 

DM_O2C_6 
Which factors determine the 
order value? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_7 
Which factors determine the 
relative margin on sales? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_10 
Which factors determine the 
sales prices? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_11 
Which factors determine 
recurring customers? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_15 Which factors determine the 
amount of too late paid invoices? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_18 
Which factors determine the bad 
debt losses? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_5 
Which factors determine the 
order type (web order/standard 
order/return order etc)? 

Sales 
Process 

efficiency 
Regression 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_8 
Which factors determine if 
clients pay timely? 

Sales 
Process 

efficiency 
Regression 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_9 
What is the influence of delivery 
time to the clients on the time 
until they pay? 

Sales 
Process 

efficiency 
Regression 

2, 5, 
(Linear) 7, 

8 

DM_O2C_13 
What are the main factors for 
the customer payment 
behaviour? 

Sales 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_16 
What are the main factors for 
first time right customer 
invoices? 

Sales 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_17 
What are the main factors for 
first time right sales orders? 

Sales 
Process 

efficiency 
Classification 

2, 5, 
(Logistic) 

7, 8 

DM_O2C_14 
What are the main factors for 
the profitability of customers? 

Sales 

Costs of 

working 

capital 

Classification 
2, 5, 

(Logistic) 
7, 8 

DM_O2C_19 
How does dunning determine 
the DSO (days sales 
outstanding)? 

Sales 

Costs of 

working 

capital 

Regression 
2, 5, 

(Linear) 7, 
8 
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D. Appendix – Selection criteria and evaluation framework 

The selection criteria and evaluation framework as presented by Ngai et al. (2009) is adjusted to map 

the selected business questions to certain data mining tasks in a structured way. The original 

framework is presented in Figure 19 on the next page and the adjusted framework is presented in 

Figure 18 below. The steps are explained in paragraph 4.1.1. 

 

 

Figure 18 Classification framework used to determine a list of classified business questions 
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Figure 19 Selection criteria and evaluation framework (Ngai et al., 2008) 
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E. Appendix – Knowledge representation of algorithms 

An important practical requirement is interpretability. When deciding which algorithm to use in a 

particular case an important requirement therefore is the interpretability of the knowledge 

representation of an algorithm. In this research the chosen data mining tool is Microsoft SQL Server 

2008 Analysis Services, see the demarcation paragraph in chapter 1 for more detail. The knowledge 

representation therefore is based on this tool. 

Decision trees 

For discrete attributes, the algorithm makes predictions based on the relationships between input 

columns in a dataset. When the predictable attribute is discrete and the inputs are discrete, counting 

the outcomes per input is a matter of creating a matrix and generating scores for each cell in the 

matrix. However, when the predictable attribute is discrete and the inputs are continuous, the input 

of the continuous columns are automatically discretized. 

For continuous attributes, the algorithm uses linear regression to determine where a decision tree 

splits. When the predictable attribute is a continuous numeric data type, feature selection is applied 

to the outputs as well, to reduce the possible number of outcomes and build the model faster. 

Predicting Discrete Columns 

The way that the Decision Trees algorithm builds a tree for a discrete predictable column can be 

demonstrated by using a histogram. The following diagram shows a histogram that plots a 

predictable column, Bike Buyers, against an input column, Age. The histogram shows that the age of 

a person helps distinguish whether that person will purchase a bicycle.  

 

Figure 20 Building a tree for discrete predictable column 

The correlation that is shown in the diagram would cause the Decision Trees algorithm to create a 

new node in the model. As the algorithm adds new nodes to a model, a tree structure is formed. The 

top node of the tree describes the breakdown of the predictable column for the overall population of 

customers. As the model continues to grow, the algorithm considers all columns. 
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When a tree is built with a discrete predictable attribute, the viewer displays the following on each 

node in the tree: 

 The condition that caused the split. 

 A histogram that represents the distribution of the states of the predictable attribute, 

ordered by popularity. 

Predicting Continuous Columns 

When the Decision Trees algorithm builds a tree based on a continuous predictable column, each 

node contains a regression formula. A split occurs at a point of non-linearity in the regression 

formula. For example, consider the following diagram.  

 

Figure 21 Building a tree for continuous predictable column 

The diagram contains data that can be modelled either by using a single line or by using two 

connected lines. However, a single line would do a poor job of representing the data. Instead, if you 

use two lines, the model will do a much better job of approximating the data. The point where the 

two lines come together is the point of non-linearity, and is the point where a node in a decision tree 

model would split. For example, the node that corresponds to the point of non-linearity in the 

previous graph could be represented by the following diagram. The two equations represent the 

regression equations for the two lines. 

When a tree is built with a continuous predictable attribute, the viewer displays a diamond chart, 

instead of a histogram, for each node in the tree. The diamond chart has a line that represents the 

range of the attribute. The diamond is located at the mean for the node, and the width of the 

diamond represents the variance of the attribute at that node. A thinner diamond indicates that the 

node can create a more accurate prediction. The viewer also displays the regression equation, which 

is used to determine the split in the node.  

Linear regression 

After the model has been processed, the results are stored as a set of statistics together with the 

linear regression formula, which you can use to compute future trends. In addition you can create a 

decision tree model that contains regressions if the predictable attribute is a continuous numeric 

data type. 

Logistic regression 

Suppose the predictable column contains only two states, yet you still want to perform a regression 

analysis, relating input columns to the probability that the predictable column will contain a specific 

state. The following diagram illustrates the results you will obtain if you assign 1 and 0 to the states 
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of the predictable column, calculate the probability that the column will contain a specific state, and 

perform a linear regression against an input variable. 

 

Figure 22 Regression analysis with only two states for predictable column 

The x-axis contains values of an input column. The y-axis contains the probabilities that the 

predictable column will be one state or the other. The problem with this is that the linear regression 

does not constrain the column to be between 0 and 1, even though those are the maximum and 

minimum values of the column. A way to solve this problem is to perform logistic regression. Instead 

of creating a straight line, logistic regression analysis creates an "S" shaped curve that contains 

maximum and minimum constraints. For example, the following diagram illustrates the results you 

will achieve if you perform a logistic regression against the same data as used for the previous 

example.  

 

Figure 23 “S” shaped curve when performing a logistic regression 

Notice how the curve never goes above 1 or below 0. You can use logistic regression to describe 

which input columns are important in determining the state of the predictable column.  

Naive Bayes 

The output shows you how the input attributes relate to the predictable attribute. It also provides a 

detailed profile of each cluster, a list of the attributes that distinguish each cluster from the others, 

and the characteristics of the entire training data set.  

Clustering 

The Clustering algorithm first identifies relationships in a dataset and generates a series of clusters 

based on those relationships. A scatter plot is a useful way to visually represent how the algorithm 
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groups data, as shown in the following diagram. The scatter plot represents all the cases in the 

dataset, and each case is a point on the graph. The clusters group points on the graph and illustrate 

the relationships that the algorithm identifies.  

 

Figure 24 Scatter plot to visualize the grouped data 

After first defining the clusters, the algorithm calculates how well the clusters represent groupings of 

the points, and then tries to redefine the groupings to create clusters that better represent the data. 

The algorithm iterates through this process until it cannot improve the results more by redefining the 

clusters. 

When you view a clustering model, a diagram is shown that depicts the relationships among clusters, 

and also provides a detailed profile of each cluster, a list of the attributes that distinguish each 

cluster from the others, and the characteristics of the entire training data set. 

Time series 

The following diagram shows a typical model for forecasting sales of a product in four different sales 

regions over time. The model that is shown in the diagram shows sales for each region plotted as red, 

yellow, purple, and blue lines. The line for each region has two parts:  

 Historical information appears to the left of the vertical line and represents the data that the 

algorithm uses to create the model.  

 Predicted information appears to the right of the vertical line and represents the forecast 

that the model makes. 

The combination of the source data and the prediction data is called a series.  

 

Figure 25 Typical model for forecasting 
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Sequence clustering 

After the model has been trained, the results are stored as a set of patterns. You can use the 

descriptions of the most common sequences in the data to predict the next likely step of a new 

sequence. However, because the algorithm includes other columns, you can use the resulting model 

to identify relationships between sequenced data and inputs that are not sequential. 

When you create a model to analyze user behaviour on a Web site, the data set used for training is a 

sequence of URLs, converted to a graph that includes the count of all instances of the same click 

path. For example, the graph contains the probability that the user moves from page 1 to page 2 

(10%), the probability that the user moves from page 1 to page 3 (20%), and so forth. When you put 

all the possible paths and pieces of the paths together, you obtain a graph that might be much longer 

and more complex than any single observed path. 

Neural network 

Suggested scenarios for using the Neural Network algorithm include the following: 

 Marketing and promotion analysis, such as measuring the success of a direct mail promotion 

or a radio advertising campaign. 

 Predicting stock movement, currency fluctuation, or other highly fluid financial information 

from historical data. 

 Analyzing manufacturing and industrial processes. 

 Any prediction model that analyzes complex relationships between many inputs and 

relatively fewer outputs. 
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F. Appendix – Data modelling approach 

In this appendix parts of the data modelling approach, or according to Pyle modelling methodology, 

as introduced by Pyle (2003) are shown. The selection of the boxes is based on the relevance to the 

designed framework. 

Action boxes 

Action box 11 – Problem hunt 

The project is designed to discover where data mining in general can offer value within your 

corporate environment. 

Next steps  

Characterize corporate key P
3
TQ relationships TB3 

Identify the corporate primary process flow TB15 

Identify potential stakeholders TB1 

Talk with potential stakeholders TB2 

Discover which of the 26 management levers is of most concern to each potential 

stakeholder 

TB14 

Characterize the most applicable business lever models  

Explore data sources TB8 

Prepare an outline business case for each significant opportunity TB4 

Present the outline business case to the stakeholders DB5 

 

Action box 12 – Strategic Scenarios 

The project starts requiring a strategic analysis to support corporate scenario planning. 

Next steps  

Identify potential stakeholders TB1 

Talk with potential stakeholders TB2 

Frame the business situation TB7 

If necessary, interactively work with the stakeholders to create a perceptual map of the 

strategic scenario 

TB11 

From the map, create a systems model of the strategic situation TB12 

Characterize corporate key P
3
TQ relationships TB3 

Match the map to the corporate key P
3
TQ  

If necessary, simulate the strategic situation to discover uncertainties, ambiguities, or 

mismatches with intuitive understanding and discover crucial relationships 

TB13 

Characterize the key system relationships in terms of the 26 management levers TB14 

Discover which of the 26 management levers is of most concern to each potential 

stakeholder 

TB14 

Characterize the most applicable business lever models  

Explore data sources TB8 

Frame each business problem or opportunity in the strategic model with particular attention 

to the strategies, strategy interactions, and risks including benchmarked risks and 

expectations 

TB7 

Mine the data to characterize the actual (rather than hypothetical) relationships to bring the MIII AB9.1 
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system model and simulation into closer concordance with worldly behaviour. "Deploy" the 

discovered relationships into the system map and simulation and exercise the simulation 

through the range of scenarios required 

 

Discovery boxes 

Discovery Box 5 – Outline Business Case 

Discovery action: Present the requested outline business case 

Result: after consideration the required resources are not committed. 

Interpretation: the time and resources required to gain the ROI as presented don’t match those 

available, or perhaps the stakeholders hoped to use the business case to recruit support that wasn’t 

forthcoming. 

Possible problem  

The presentation wasn’t convincing TB6 

The opportunity doesn’t provide the level of ROI or resource investment opportunity needed. AB4 

The scale of the project is larger than the available resources can support. DB2 

The timeline is too long. DB2 

 

Otherwise  

Frame the business situation for mining TB7 

Define deployment requirements TB10 

Begin mining MIII AB9.1 

 

Technique boxes 

Technique Box 1 – Identify stakeholders 

Why use this technique: For a project to be properly framed it must meet the needs of all its 

stakeholders, particularly when the data mining component is only a part of a larger project. 

Discovering and characterizing the people involved in the project is the first step in meeting their 

needs. 

Technique: Identify the stakeholders, who come in five categories important to a modeller: 

 Need—Those who "feel the pain." 

 Money—Keepers of the purse. 

 Decision—Those who can make the go/no-go project decision. 

 Kudos—Those who get the "glory" or "blame" for project success or failure. 

 Beneficiary—The grass-roots who "benefit" from the project's results. 
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Technique Box 2 – Interview stakeholders 

Why use this technique: To encourage and elicit the maximum amount of relevant and useful 

information from the stakeholders, to understand the objectives and assumptions about what is 

required for success. 

Technique: 

 Have a goal in mind for every project discussion and meeting. Realize that others have their 

own goals, too, but know what you need to get out of any meeting, whether it's one-on-one 

or with a group. 

 Listen carefully to what other have to say, and the way that they say it. 

 Reflect back your understanding of what they said: "What I hear you saying is ..." 

 Listen to clues to what is important—and equally for clues to what is not. 

 Ask relevant open-ended questions to encourage information flow. 

 Ask for help: "What should I be asking you now?" 

 Do not be critical of any opinion. 

 Do not point up inconsistencies during information gathering sessions. 

 Develop an idea of the explicit purposes and intentions of the participants: "What are the 

goals of this project?" 

 Develop an idea of the implicit purposes and intentions of the participants: "If the project is 

a success, what will you know that you don't know now? What will you be able to do that 

you can't do now?" 

 Discover the caveats for the project: "What would have to change if this project is to be 

successful? Who will be affected by the project? What difference will it make, and where 

will the difference be felt?" 

 Ensure that you can answer the three keys for every issue, situation, assumption, and 

action: 

o What? 

o So what? 

o Now what? 
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Technique Box 4 – Create a business case 

Why use this technique: 

 To gain support from and engage stakeholders, senior management, and executives. 

 To provide a "blueprint" for the overall structure of the business modelling and data mining 

project. 

 To set and manage management, stakeholder, modeller, and miner expectations. 

 To provide a "map" against which to gauge progress. 

Technique: 

 The business case is the material that is presented to decision makers to persuade them that 

the idea proposed should be pursued. 

 The two components of any business case are 

1. The written material 

2. The persuasive presentation 

 The written material consists of a summary and six sections: 

1. The Management Summary. This is a short summary of the case as a whole, 

preferably one side of a sheet of paper—not more than two. Include six 

subheadings; each subheading is a one-sentence to one-paragraph summary of the 

corresponding section in the document. 

2. The Opportunity. Describe the situation as an opportunity, why it exists and the 

potential return. 

3. Current Situation. Describe the current situation, specifically what has to be 

changed and why to capture the identified opportunity's benefits. 

4. Alternatives. What else could the company do, and remember to address doing 

nothing as an alternative. 

5. The Solution. What do you propose to do? Why this choice? What is the anticipated 

result? Why does this fit with the corporate objectives? 

6. Resources. What it takes to get the job done. Who, what, and how much. Include a 

financial analysis in business terms. To be persuasive and convincing this section 

must be presented in terms that address management concerns, not the modeller’s 

or miner's. 

7. Proposed Action. This outlines the timetable, how the resources will be used, what 

deliverables can be expected, and when. 
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 Align the business case proposal with corporate culture, investment strategy, and process 

capabilities. Explicitly explain how the project aligns with each. 

 Explicitly address ROI in business terms. 

 In the Solution section, include the crucial deployment issues: 

o Which corporate systems will be modified? 

o How will they be modified? 

o Who will use the model? 

o How will the users be motivated to gain the most benefit from the model? 

o How will they actually use it in operation? 

o What skill level will be needed to use the model? 

o What training will be provided to the users? 

o How will the effect of the model be measured? 

o What will determine when the model is no longer valid? 

o What are the model's maintenance requirements? 

 

Technique Box 5 – Identify business objects 

Why use this technique: To discover existing data, generate new data, or recognize the value of 

previously collected data in supporting primary business objectives of a corporation. 

Technique: 

 Create a business objectives goal map. 

 At the top level of the map, represent the highest-level goals of the corporation. 

 At each successive level identify specific sub goals that support the higher goal. 

 Continue until the specific goals relate to measurable business processes. 

 Measurable business processes will yield data that addresses the specific goals—and are 

justified, since each directly supports some higher goal, and ultimately the core business 

objectives. 

 The objects from which data is measured are the business objects that the data addresses. 

(These business objects may be intangible or immaterial—they are nonetheless business 

objects. 
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Technique Box 7 – Frame the opportunity 

Why use this technique: To align the modelling and mining project goals and assumptions, 

particularly any unexpressed (hidden) assumptions, with all parties involved, including stakeholders, 

modeller, and miner, and to provide justified expectations for the delivered result. 

Technique: 

 Identify the frame through which the stakeholders view the situation. 

 Identify what features the stakeholders see as important. 

 Discover in what terms the answer is to be provided. 

 Locate the opportunity on the nine-level decision map. 

 Articulate and clarify with the stakeholders the simplifying assumptions implied by the 

mapped level. 

 If appropriate, determine or discover the action choices. 

 If appropriate, characterize the strategies available. 

 If appropriate, characterize the strategy interactions and payoff interactions. 

 If appropriate, characterize the benchmarked risks. 

 

Technique Box 8 – Find data to mine 

Why use this technique: To discover or create the data necessary to support the project. 

Technique: 

 Seek data from existing sources: 

o Data from inside the organization. 

o Data from outside the organization. 

o Determine whether the available data addresses, or can be formatted or converted 

to address, the business objects in the project. 

 Develop data specifically for the project from business processes: 

o Create business process maps for all relevant business processes. 

o Identify which of the 26 principal management levers the project has to provide 

control for. 

o Identify the sub process transition points. 
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o Create cause-and-effect maps (with stakeholder involvement and participation 

where necessary). 

o Capture business object data of time, event, and context from the relevant points. 

 Develop data specifically for the project from system metaphor: 

o Conceive the situation in terms of physical (or other familiar) analogues. 

o Represent the components as they interact in a system with feedback and feed-

forward reinforcing and negating relationships. 

o Use system diagramming, influence diagramming, or other familiar techniques. 

o Within the metaphor, use analogues of across, through, and against variables. 

 If necessary, merge or fuse several data sets into one integrated data set. 

 Note the skip window required, if any. 

 

Technique Box 10 – Define deployment requirements 

Why use this technique: To ensure that the model is developed to meet the user's needs and that the 

model as delivered can be deployed into the required application. 

Technique: For each and every component of the model to be developed, define: 

 In what form is the model, or model results, to be delivered? 

 Who will use the model? 

 How will they actually use it in operation? 

 What user skills are needed to use the model? 

 What training is to be given to the users? 

 How will the effect of the model be measured? 

 What will determine when the model is no longer valid? 

 How will the model be maintained? 

 What documentation is required? 
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G. Appendix – Data mining approach 

In this appendix parts of the data mining approach, or according to Pyle mining methodology, as 

introduced by Pyle (2003) are shown. The selection of the boxes is based on the relevance to the 

designed framework. 

Discovery boxes 
 

Discovery Box 9.1 - Preparation: Characterize Variables 

Discovery Action: Create variable characteristics matrix. TB9.1  

Result: The actual variable characteristics don't match the expected variable characteristics. 

Interpretation: Data for mining is often anticipated by the business stakeholders, and even by the 

technical staff, to be better collected and more error free than turns out to be the case. 

Possible problem  

Errors and inadequacies in the original data collection process. AB9.2 

The data set checked isn't the one that it was supposed to be. AB9.3 

 

Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.2 - Preparation: Check Variables 

Discovery Action: Inspect each variable in the variable characteristics matrix. TB9.1 

 Result: The variable has only a single value in all instances. 

Interpretation: Since the value changes not at all this variable carries no information. 

Possible problem  

Faulty data collection AB9.4 

Faulty selection of the mining data set from a source data set. AB9.5 

The variable is no longer used in the source data set. AB9.6 

No mining tool can make any use of this variable AB9.6 

 

 Result: The variable is entirely empty. 

Interpretation: This variable isn't used at all for anything. 

Possible problem  

Faulty data collection AB9.4 

Faulty selection of the mining data set from a source data set. AB9.5 

The variable is no longer used in the source data set. AB9.6 

No mining tool can make any use of this variable AB9.6 
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 Result: The variable has 80% or more of empty instances. 

Interpretation: Most of the values of the variable are empty. 

Possible problem  

Faulty data collection AB9.4 

Faulty selection of the mining data set from a source data set. AB9.5 

Many mining algorithms cannot deal with mainly empty variables. AB9.6 

 

 Result: The variable appears numeric but is actually a numeric representation of categories. 

Interpretation: This is one of the many categorical variables that use numeric digits instead of 

letters to represent categories. 

Possible problem  

Unless specifically flagged as a categorical value, or converted to non-numeric 

representation, many mining tools will assume the variable has numerical meaning. 

AB9.7 

 

 Result: The variable has very many (hundreds or more) unique categories. 

Interpretation: The variable records categorically almost unique measurements such as personal 

names. 

Possible problem  

When categories are unique, or nearly so, and there is no rational ordering to the 

categories, no mining tool can discover useable patterns. 

AB9.6 

 

 Result: Every instance value has a unique category label. 

Interpretation: This variable is probably a nominal variable that identifies unique items such as 

personal names. However, variables of this type appear in many guises: serial numbers, order 

numbers, shipment codes, ZIP or postal codes, Social Security numbers and many more. 

Possible problem  

When categories are unique, or nearly so, and there is no rational ordering to the 

categories, no mining tool can discover useable patterns. 

AB9.6 

 

 Result: A categorical variable has a natural order by which the categories can be ranked. 

Interpretation: Although the variable uses non-numeric category labels, there is a justifiable way 

of ranking them. 

Possible problem  

Mining tools that are sensitive to numerical and ordinal variables will be unable to 

access the ordering information that the variable could expose to the mining tool. 

AB9.8 
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Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.3 - Preparation: Perform SVCHAID 

Discovery Action: Single Variable CHAID analysis. TB9.2 

Result: The variable checked does not associate with a variable it was expected to, or associates with 

a variable that it was expected not to. 

Interpretation: The variable checked isn't behaving as domain knowledge suggests it should, 

indicating a possible problem with the data set. 

Possible problem  

One of the variables isn't measuring the phenomenon that its label suggests it 

should. 

AB9.9 

One of the variables has somehow picked up data about phenomena that it 

shouldn't be representing. 

AB9.9 

 

Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.4 - Preparation: Leakage check 

Discovery Action: Check for anachronistic variables. TB9.3 

Result: The variable checked is unreasonably predictive. 

Interpretation: Any variable to be used to make a prediction that is too strongly predictive must be 

suspected of carrying information that won't be available at the time that the model is to be 

deployed. Using such a variable may result in excellent models during mining, but cannot actually be 

used in practice. 

Possible problem  

The variable leaks anachronistic information. AB9.6 

 

Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.5 - Preparation: Check data adequacy 

Discovery Action: Randomly split the source data set 80%/20% into two data sets, "A" and "B." Select 

each variable from the source data set so that it has an 80% chance of being placed into one data set, 

and a 20% chance of being placed in the other. Construct several 11 variable models on randomly 

selected variables in the 80% "A" data set and check their performance in the 20% "B" data set. TB9.4 

Result: The models do not perform similarly in both data sets. 
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Interpretation: The relationships that exist in the 80% data set and the 20% data set are different. If 

they were similar the models would perform equivalently in both data sets. This suggests that there 

isn't enough data to model reliably. 

Possible problem  

Insufficient data. AB9.2 

The data stream represents data that has no determinable distribution, or for which 

the distribution is constantly changing. 

AB9.10 

 

Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.6 - Preparation: Check outcomes 

Discovery Action: Check with a domain expert to verify that the data set contains the full range of 

outcome behaviors, even including those that may seem not to be of interest. 

Result: The data set cannot be confirmed to have all of the outcome behaviors of interest. 

Interpretation: A model can only classify, or predict, as outcomes events that are represented in the 

data. If all of the events of interest aren't represented in the data, the model, no matter how 

technically well constructed, may well not be able to produce the needed results. 

Possible problem  

Insufficient data. AB9.2 

 

Otherwise  

Continue with the next data preparation step. AB9.1 

 

Discovery Box 9.7 - Preparation: Check basic feature representation 

Discovery Action: Determine, with a domain expert if necessary, if any variable would make more 

sense to a human explanation if it were re-expressed or recoded. (Ask the domain expert to explain 

the data and why and how each variable is important.) 

 Result: The data set includes a variable recording absolute values (e.g., date/time stamps) when 

the model requires relative or cyclic representations. 

Interpretation: The absolute values of a variable are often not important to a model, but relative 

measures (e.g., how long ago from "now" an event occurred, or how distant from "here" a 

location is) or cyclic time (e.g., in what part of the season an event occurred) very often is 

important. 

Possible problem  

The variable as presented in the data set represents only an absolute measurement AB9.11 
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 Result: The data set includes a categorical variable that is better explained in terms of what the 

categories mean. 

Interpretation: When categories (or even numerical ranges) carry semantic significance it's 

important to expose that information to the model 

Possible problem  

The variable as presented in the data set represents only an absolute measurement AB9.11 

 

Otherwise  

Continue with the next data preparation step. AB9.1 
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H. Appendix – Interviews 

The aim of the interview sessions was to acquire information about the views of the interviewees on 

the applicability of data mining process framework in real-life business situations in order to validate 

the designed framework. Because the research is focused on practical applicability, possible 

candidates were sought in the field of IT (ERP) consultancy. It was verified that the candidates had 

knowledge on business performance and (some) on data mining. The conducted interviews are semi-

structured interviews, which consists out of two parts. The first part is focused on the data mining 

part, while the second part consists of questions about the designed framework. 

The interviews were structured in the following manner: 

1. Introduce the subject of the research. 

2. Inquire the general view of the interviewee on the value of data mining process framework. 

3. Inquire the personal view of the interviewee on the requirements for successful application 

of the data mining process framework. 

4. Inquire the personal view of the interviewee on the requirements of data mining algorithms. 

5. Discuss the designed framework. 

The most important outcome of the interview sessions was a combined list of requirements for the 

data mining algorithms and a list of requirements for successful application of the data mining 

process framework.  

To check for correctness the interview-reports were sent afterwards to the interviewees for 

feedback. The interviewees were able to correct their answers or provide any other advice 

concerning the interview-report as well. This was done to validate the answers and make sure the 

provided information is reliable (data triangulation (Thurmond, 2001, Yin, 1994)). 

Besides the meetings listed, in between several other meetings (with supervisors) and two-weekly 

discussion-sessions where held as well. These meetings are not listed however because they where 

periodical and where more concerned with the progress and process of the research instead of the 

contents. 

Table 18 Importance of requirements on data mining algorithms 

Requirements Interview 1 Interview 2 Interview 3 Interview 4 Interview 5 

Interpretability      

Accuracy      

predictive 

power 

     

working speed      
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Glossary 

 

Table 19 SAP R3 abbreviations 

Abbreviation  

AM Asset Management 

CO Controlling 

FI Financial Accounting 

HR Human Resources 

MM Materials Management 

PM Plant Maintenance 

PP Production Planning 

SD Sales and Distribution 

 

Discrete  

means that the column contains a finite number of values with no continuum between values. The 

values in a discrete attribute column cannot imply ordering, even if the values are numeric. 

Moreover, even if the values used for the discrete column are numeric, fractional values cannot be 

calculated. The Discrete content type is supported by all data mining data types. 

Continuous 

means that the column contains values that represent numeric data on a scale that allows interim 

values. a continuous column represents scalable measurements, and it is possible for the data to 

contain an infinite number of fractional values. The Continuous content type is supported by the 

following data types: Date, Double, and Long.  

Discretization 

is the process of putting values of a continuous set of data into buckets so that there are a limited 

number of possible values. You can discretize only numeric data. The buckets are treated as ordered 

and discrete values. The Discretized content type is supported by the following data types: Date, 

Double, Long, and Text. 

Key content type  

means that the column uniquely identifies a row. In a case table, typically the key column is a 

numeric or text identifier. You set the content type to key to indicate that the column should not be 

used for analysis, only for tracking records. Nested tables also have keys, but the usage of the nested 

table key is a little different. You set the content type to key in a nested table if the column is the 

attribute that you want to analyze. The values in the nested table key must be unique for each case 

but there can be duplicates across the entire set of cases. This content type is supported by the 

following data types: Date, Double, Long, and Text. 
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The key sequence content type  

can only be used in sequence clustering models. When you set content type to key sequence, it 

indicates that the column contains values that represent a sequence of events. This content type is 

supported by the following data types: Double, Long, Text, and Date. 

The key time content type  

can only be used in time series models. When you set content type to key time, it indicates that the 

values are ordered and represent a time scale. This content type is supported by the following data 

types: Double, Long, and Date. 
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