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Special issue ESREL 2003
This special issue is devoted to papers from the ESREL

2003 Conference. The European Safety and Reliability

Association organises its conference every year, and the

2003 meeting was held in Maastricht, The Netherlands, in

association with the Dutch Association for Risk Analysis

and Reliability Assessment. Approximately 300 papers

were presented, including plenary sessions from six keynote

speakers. In addition the conference was preceded by a Risk

and Reliability Training Workshop sponsored by ENBIS,

the European Network of Business and Industrial

Statisticians.

The location of an ESREL conference always brings with

it increased attention in terms of attendance and contri-

butions from the local risk and reliability analysis commu-

nity. In the Netherlands this resulted very naturally in

special attention for matters related to flood risk in

particular, and a relatively large contribution from Civil

Engineering in general, as compared with most other

ESREL conferences. There is an old expression: ‘God

created the world, but the Dutch created Holland’.

This attitude, which has shaped the country over the

centuries, is reflected today in the engineering work carried

out across the country.

At the same time, the consensual approach to decision

making at government level has led to a tradition of

extensive study and debate about the nature of acceptable

risk. An early example of this was given by the Dutch Delta

Committee in the 1950s with their study of the economic

decision problem of safeguarding the Netherlands against

floods. The question if the calculated risk of flooding was

acceptable was answered from a cost benefit point of view.

Certainly the Netherlands has always been at the forefront

of research this area, and has contributed much given its

size. The relatively high contribution of Dutch authors and

topics to the conference are reflected in this special issue,

although it has to be stressed that the papers were selected

on merit rather than to highlight any particular geographical

or subject area.

We have organised the papers in this issue thematically:
†
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Reliability-based modeling
†
 Uncertainty and sensitivity analysis
†
 Modelling for imperfect data
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†
 Safety management
†
 Accident and incident modeling
1. Reliability-based modeling

The first paper in this section, written by Bunea,

Charitos, Cooke and Becker, looks at the properties of the

two-stage hierarchical Bayesian model for making infer-

ences about different plant reliabilities based on plant

specific data. Leira, Holmås and Herfjord apply response

surfaces methods to model the fatigue damage and response

characteristics of marine structures to environmental

parameters. The final paper of this section by Van Dorp

and Mazzuchi discuss the related problem of modeling

uncertainty about lifetime acceleration rates through a

general Bayes Weibull approach.
2. Uncertainty and sensitivity analysis

Papers of this section are particularly concerned with the

robustness of risk models to parameter choice. The first

paper by Frank, Weaver and Baker looks at the size of the

so-called casualty area on the ground associated to random

reentry and breakup of a spacecraft. The authors demon-

strate that uncertainties in three important parameters will

have a major effect on the size of the casualty area and that

standards based on deterministic calculations may not give

the assurance they are supposed to give. Marseguerra and

Zio consider simulation models for system availability, and

show how such simulations can be adapted to enable the

determination of first order sensitivities to model par-

ameters, that is, of the derivative of the model output to one

of the parameters.
3. Modelling for imperfect data

Barros, Berenguer, and Grall take a stochastic process

approach to modelling failure events within a multi-unit

system. This approach effectively models the future hazard

rate of the system as a function of the states of the components

(all assumed to be working/failed), and the contribution of this
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paper lies in its dealing with the case of imperfect monitoring

of subsystems. The impact of imperfect knowledge on

modelling is taken further in the paper of Kallen and Van

Noortwijk. In this case the gamma process is used to model

corrosion damage and the imperfect knowledge relates to

imprecise wall thickness measurements, which arise in

practical situations from non-destructive tests. The final

paper of this section by Vaurio concerns the quantification

of uncertainties of common cause failure rates, focusing

particularly on taking account of lack of complete information

in the data used for estimation and the determination of input

probabilities for fault tree models that take account of the

correct time average unavailability.
4. Safety management

Ale’s paper discusses the historical context of Safety

Management, with particular emphasis on the situation in

the Netherlands. The recurring theme here is the cycle of

administrative and political ‘good intentions’ alternating

with major accidents. Jagtman, Hale, and Heijner look at the

important issue of assessing road safety measures taking

account of the impacts of new technologies. Jonkman,

Vrijling, van Gelder, and Arends consider frameworks for

the evaluation of risk in tunnels with applications to tunnel

design. They discuss how tunnel risk criteria fit into more

general criteria for external risks and the application of

economic optimization. The final paper of this section by

van Manen and Brinkhuis describes work in a long term

project in the Netherlands that aims to move to regulation of

water risks in terms of ‘total risk’ within a dyke ring instead

of the wave height return frequencies that have been used up

to now.
5. Accident and incident modelling

Delvosalle et al present results arising from the

ARAMIS European project. Some of the objectives of

this project discussed here are to develop methods for

identification of major accident hazards and reference

accident scenarios using generic fault and event trees.

Fragola and Bedford review the use of mapping

techniques in exploratory engineering data analysis and

propose a new class of mappings based on a fusion of

ideas from multi-dimensional scaling and common cause

failure analysis. Proske and Curbach investigate the

impact of ship impact on bridges. German waterways,

as in many other countries, have a number of old bridges

for which the current structural state is not completely

known while at the same time there is an increase in size

and speed of shipping. The paper derives optimal

strengthening solutions. The final paper of this section

by Salzano and Cozzani discusses the problem of

modelling the domino effect where accidents propagate

within a chemical plant due to pressure waves.

The papers drawn together for this special issue

demonstrate the breadth of papers presented at the ESREL

conference, and the vibrant research in the area of risk and

reliability analysis taking place in Europe.
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Abstract

A well-known mathematical tool to analyze plant specific reliability data for nuclear power facilities is the two-stage Bayesian model.

Such two-stage Bayesian models are standard practice nowadays, for example in the German ZEDB project or in the Swedish T-Book,

although they may differ in their mathematical models and software implementation. In this paper, we review the mathematical model, its

underlying assumptions and supporting arguments. Reasonable conditional assumptions are made to yield tractable and mathematically valid

form for the failure rate at plant of interest, given failures and operational times at other plants in the population. The posterior probability of

failure rate at plant of interest is sensitive to the choice of hyperprior parameters since the effect of hyperprior distribution will never be

dominated by the effect of observation. The methods of Pörn and Jeffrey for choosing distributions over hyperparameters are discussed.

Furthermore, we will perform verification tasks associated with the theoretical model presented in this paper. The present software

implementation produces good agreement with ZEDB results for various prior distributions. The difference between our results and those of

ZEDB reflect differences that may arise from numerical implementation, as that would use different step size and truncation bounds.

q 2004 Elsevier Ltd. All rights reserved.
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1. Introduction

ZEDB [1] is the major German effort to collect data from

nuclear facilities. The goal of the project is to create a

reliability database, which contains all major plant events:

failure events, operational experience, and maintenance

actions. As a mathematical tool to analyse ZEDB data, a

two-stage Bayesian model was chosen. Firstly, we identify

the standard conditional independence assumptions and

derive the general form of the posterior distribution for

failure rate l0 at plant of interest 0, given failures and

observation times at plants 0,1,.,n. Any departure for the

derived mathematical form necessarily entails a departure

from the conditional independence assumptions. Vaurio’s
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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one-stage empirical Bayes model is discussed as an

alternative to the two-stage model [2]. Hofer [3–5] criticized

the standard two-stage model and proposed an alternative,

which is also discussed. Finally, the methods of Pörn and

Jeffrey for choosing a non-informative hyperprior distri-

bution are discussed.
2. Bayesian two-stage hierarchical models

Bayesian two-stage or hierarchical models are widely

employed in a number of areas. The common theme of these

applications is the assimilation of data from different

sources, as shown in Fig. 1. The data from agent i is

characterized by an exposure Ti and a number of events Xi.

The exposure Ti is not considered stochastic, as it can

usually be observed with certainty. The number of events

for a given exposure follows a fixed distribution type, in this

case Poisson. The parameter(s) of this fixed distribution type
Reliability Engineering and System Safety 90 (2005) 123–130
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Fig. 1. Bayesian two-stage hierarchical model.
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are uncertain, and are drawn from a prior distribution. The

prior distribution is also of a fixed type, yet with uncertain

parameters. In other words, the prior distribution itself is

uncertain. This uncertainty is characterized by a hyperprior

distribution over the parameter(s) of the prior.

In Fig. 1, the hyperprior is a distribution P(Q) over the

parameters Q of the prior distribution from which the

Poisson intensities l1,.,ln are drawn. In sum, our model is

characterized by a joint distribution:

PðX1;.Xn; l1;.ln;QÞ (1)

To yield tractable models, such models must make two

types of assumptions. First, conditional independence

assumptions [6,7] are made to factor (1). Second, assump-

tions must be made regarding the fixed distribution types

and the hyperprior distribution P(Q). The conditional

independence assumptions may be read from Fig. 1, by

treating this figure as a ‘belief net’. In particular, this figure

says:
CI.1
 Given Q, li is independent of {Xj, lj}jsi
CI.2
 Given li, Xi is independent of {Q, lj, Xj}jsi
The statement ‘Xi is independent of {Q, lj, Xj}jsi entails

that Xi is independent of Q, and Xi is independent of lj.

With these assumptions we can derive the conditional

probability P(l0jX0.Xn) for the failure rate at plant 0, given

Xi failures observed at plant i, iZ0.n. This is sometimes

called the posterior probability for l0.
2.1. Derivation of posterior probability for l0

We assume throughout that the plant of interest is plant 0.

We seek an expression for

Pðl0jX0;.;XnÞ (2)

We step through this derivation, giving the justification for

each step. A more detailed exposition is found in [8]. ‘f‘

denotes proportionality, ‘CI.i’ means that conditional
independence assumption i is invoked, iZ1, 2; ‘BT’

denotes Bayes theorem: and ‘TP’ denotes the law of total

probability; and ‘FB’ denotes Fubini theorem. The Fubini

theorem (see [9] for a more detailed discussion) authorizes

switching the order of integration if the integrals are finite

[10, p. 269]

Pðl0jX0.XnÞf

fBT PðX0jl0;X1.XnÞPðl0jX1.XnÞ

fCI:2 PðX0jl0ÞPðl0jX1.XnÞ

fTP;BT PðX0jl0Þ

ð
l

ð
q

Pðl0jl1.ln; q;X1.XnÞ

!Pðq; l1.lnjX1.XnÞ dqdl1.dln

fCI:1 PðX0jl0Þ

ð
l

ð
q

Pðl0jqÞ

!Pðq; l1.lnjX1.XnÞdq dl1.dln

fBT PðX0jl0Þ

ð
l

ð
q

Pðl0jqÞPðX1.Xnjq1; l1.lnÞ

!Pðq; l1.lnÞdq dl1.dln ð3Þ

fCI:1;2;FT PðX0jl0Þ

ð
q

Pðl0jqÞ

!

ð
l

Yn

iZ1

PðXijliÞPðlijqÞdl1.dln

" #
PðqÞdq

fPðX0jl0Þ

ð
q

Pðl0jqÞ

!
Yn

iZ1

ð
l

½PðXijliÞPðlijqÞdli�PðqÞdq ð4Þ

Expression (4) is normalized by integrating over all l0.
2.2. Summary of significant features
1.
 If QZq0 is known with certainty, then there is no

influence from X1,.,Xn on l0. Indeed, in this case the

posterior density in l0 is simply proportional to P(X0jl0)

P(l0jq).
2.
 As the numbers Xi, Ti, iZ1.n get large, XijTi/li, then

the Poisson likelihood P(Xijli) converges to a Dirac

measure concentrating mass at the point XiZTili. In the

limit the ‘hyperposterior’

Yn

iZ1

Ð
PðXijliÞPðlijqÞdli

� �
PðqÞ (5)
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becomes

Yn

iZ1

Pðli Z Xi=TijqÞ

" #
PðqÞ (6)

(6) corresponds to the situation where P(q) is updated

with observations l1.ln. Note that as the observation

time increases, the number n does not change. If n is only

modest (say in the order 10) then the effect of the

hyperprior will never be dominated by the effect of

observations (see [9] for a more detailed discussion). We

say that the hyperprior persists in the posterior

distribution P(l0jX0,.,Xn).
3.
 It is shown in [8,11] that improper hyperpriors P(q) do

not always become proper when multiplied byQn
iZ1 PðliZXi=TijqÞ

� �
PðqÞ. In other words, the hyper-

posterior may well remain improper.
Fig. 2. Likelihood in a and b.
2.3. Selected literature review

Two-stage Bayesian models have been implemented by

various authors. Kaplan [12] used a log normal prior with a

Poisson likelihood, which of course is not a natural

conjugate. This method has been implemented by ZEDB.

Hora and Iman [13,14] proposed a natural conjugate gamma

prior. Vaurio [2] proposed a one-stage empirical Bayes

approach, using other plants to determine the prior. The SKI

[15] uses a two-stage model developed by Pörn [6]. This

model was reviewed in [8], and further discussed in [11].

Recently, Hofer [3–5] have suggested that an incorrect

chance mechanism underlies the two-stage models, and

have proposed their own model. In this section we briefly

review these developments.

In the two-stage Bayesian models considered here a

Poisson likelihood is used. The prior is usually gamma or

log normal. The second stage places a hyperprior distri-

bution over the parameters of the prior gamma or log normal

distribution. We briefly recall the definitions and elementary

facts of the Poisson, Gamma, and log normal distributions in

Table 1.
le 1

likelihood and the prior distributions

Poisson

sity PðXjT ; lÞZ ðlTÞX

X! eKlT ; lO0; T O0

an lT

iance lT

Gamma

sity f ðlja; bÞZ laK1

GðaÞ
ba eKbl; aO0

an a/b

iance a/b2

Lognormal

sity
f ðljm; sÞZ 1ffiffiffiffi

2p
p

sl
e
Kðln lKmÞ2

2s2 ;sO0

an emCs2 =2

iance e2mCs2

ðes2

K1Þ
Using a gamma prior, the term
Qn

iZ1

Ð
PðXijliÞPðlijqÞdli

in (4) becomes after carrying out the integration:

Yn

iZ1

GðXi CaÞ

GðXi C1ÞGðaÞ

b

b CTi

	 
a Ti

b CTi

	 
Xi

(7)

Further calculation to solve Eq. (4) must be performed

numerically. It is shown in [8] that improper hyperpriors

may remain improper after assimilating observations. The

asymptotic behavior of the hyperposterior

Pða;bjX1.Xn;T1.TnÞfPðX1.Xn;T1.Tnja; bÞPða;bÞ

will essentially be determined by the maximum of

PðX1.Xn; T1.Tnja;bÞ. The significant fact is that PðX1.
Xn;T1.Tnja;bÞ has no maximum; it is asymptotically

maximal along a ridge (see Fig. 2).
2.4. Vaurio

Vaurio [2] proposed an analytic empirical Bayes

approach to the problem of assimilating data from other

plants. A simple one-stage Bayesian model for one plant

would use a Poisson likelihood with intensity l, and a

G(lja, b) prior. Updating the prior with Xi failures in time Ti

yields a GðljaCXi;bCTiÞ posterior. Vaurio proposes to

use data from the population of plants to choose the G(lja,

b) prior by moment fitting. Any other two moment prior

could be used as well. Data from other plants are not used in

updating, hence, this is a one-stage model.

The model is consistent, in the sense that as Xi, Ti/N,

with Xi/Ti/li, his model does entail that EðlijXi;TiÞ/li.

Elegance and simplicity are its main advantages. One

disadvantage is that it cannot be applied if all XiZ0. Further,

numerical results indicate that the model is non-conservative

when the empirical failure rate at plant 0 is low and the

empirical failure rates at other plants are high. A final
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criticism, which applies to most empirical Bayes models is

that the data for the plant of interest is used twice, once to

estimate the prior and once again in the Poisson likelihood.

2.5. Hofer

Hofer has published a number of articles [3–5] in which

the two-stage models are faulted for using a ‘wrong chance

mechanism’, and a new model is proposed. He does not

explicitly formulate conditional independence assumptions,

and does not derive the posterior by conditionalizing the

joint as done above. Rather, the model is developed by

shifting between the point of view of ‘observing li’ and

‘observing (Xi, Ti)’. Hofer et al. [3] criticizes Iman and Hora

[7] for using the wrong order of integration of improper

integrals (see [9] for more detailed discussion). In later

publications, ‘deeper’ reason is found to reside in the use of

wrong chance mechanism. Hofer’s model appears to result

in a posterior of the following form:

Pðl0jX0.XnÞfPðX0jl0Þ

!

ð
ðqÞ

Pðl0jqÞ

ð ð
cl1::n

Qn
iZ1 PðlijqÞ

� �
PðqÞÐ

ðqÞ

Qn
iZ1 Pðlijq

0Þ
� �

Pðq0Þdq0

!
Yn

iZ1

PðlijqÞ

" #
!Pðl1.lnÞdl1.dln dq ð8Þ

Notice that this does not appear to have the form of (4).

Although Hofer does not explicitly formulate his

conditional independence assumptions, he does use them.

For example, he uses CI.1 to derive the expression in the

denominator (see Eq. (4) in [16]). If CI.1 holds, then

necessarilyð
ðqÞ

Yn

iZ1

Pðlijq
0Þ

" #
Pðq0Þdq0

Z

ð
ðqÞ

Pðl1.lnjqÞPðqÞdq Z Pðl1.lnÞ (9)

and (8) reduces to (4). If CI.1 does not hold, then the origin

of the product
Q

P(lijq) is unclear. Hofer says that

Pðl1.lnÞZ
Q

rðliÞ, where r (li) is a non-informative

prior, which he takes to be constant. This entails that the li

are unconditionally independent. It is not difficult to

show that if li are unconditionally independent, and

independent given q, that then li is independent of q.

Indeed, independence implies that for all li, Pðl1.lnÞZQ
PðliÞZ

QÐ
PðlijqÞPðqÞdq. By conditional independence,

Pðl1.lnÞZ
Ð

Pðl1.lnjqÞPðqÞdqZ
Ð Q

PðlijqÞPðqÞdq. The

li are identically distributed given q; take liZl, iZ1.n.

These statements imply
Ð

PðljqÞnPðqÞdq
� �1=nZ

Ð
PðljqÞ

PðqÞdq. Since the integrand is non-negative, this implies

that PðljqÞZconstantZPðlÞ [17, p. 143]. This would make

the entire two-stage model quite senseless. If Pðl1.lnÞZQ
rðliÞZconstant in the numerator of (8), but not in the
denominator, then (8) is not equivalent to (4), but rests on

conflicting assumptions.

In any event, if (8) does not reduce to (4) then the

assumptions CI.1 and CI.2 do not both hold. Hofer does not

say which assumptions are used to derive (8), in fact (8) is

not derived mathematically, but is ‘woven together’ from

shifting points of view. The danger of such an approach is

that conflicting assumptions may be inadvertently intro-

duced. This appears to be the case, as the li are at one point

assumed to be independent, and at another point are

assumed to be conditionally independent given q.

2.6. Hyperpriors

Pörn [6] introduces a two-stage model with a gamma

prior for l, similar to Iman and Hora [7]. He provides an

argument for choosing the following non-informative

(improper) densities for the parameters n, m0 : gðnÞZ ð1=nÞ,

nO0, and kðm0ÞZ ð1=
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
m0ð1Cm0Þ

p
Þ, m 0O0 where nZ(1/a) is

the coefficient of variation and m0ZTa=b is the expected

number of failures at time T, given a and b. Assuming

independence between these parameters and transforming

back to the hyperparameters a and b, aZ ð1=n2Þ bZT=n2m,

a joint (improper) hyperprior density for a and b is obtained

proportional to:

1

b
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
aða Cb=TÞ

p :

Another frequently used principle, called Jeffrey’s rule, is to

choose the non-informative prior P(q) for a set of

parameters q proportional to the square root of the

determinant of the information matrix Fn(q)

PðqÞf
ffiffiffiffiffiffiffiffiffiffiffiffiffiffi
jFnðqÞj

p
; FnðqÞ Z E

v2L

vqi vqj

 �
(10)

and L is the log-likelihood function for the set of the

parameters.

Iman and Hora [7] apply this rule to the two-dimensional

parameter vector (a, b) for the Gamma distribution of the

failure rate l. They get the (approximate) improper

hyperprior:

1

a1=2b
; a;bO0
3. ZEBD software verification

Three datasets are used to check the concordance with

the results from [16]. Differences between our results and

those of ZEDB reflect differences that may arise from an

independent implementation based on public information.

Although ZEDB recommends the lognormal model, both

the lognormal and gamma models are supported, and both

are benchmarked here. The datasets are presented in

Tables 2–4 (the underlined field is the plant of interest).



Table 2

Dataset 1 (dataset 4 in [16])

No. of failures Obs. time

7 24,000

1 24,000

3 24,000

2 24,000

1 24,000

2 24,000

0 24,000

0 24,000

0 24,000

2 24,000

0 24,000

0 24,000

Fig. 3. Hyperposterior distribution using Jeffrey’s rule.
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3.1. Gamma model

The computation may be broken into three steps: firstly,

truncate the range of (a, b) to a finite rectangle. Then

identify a range for l0 which contains all the ‘plausible’

values. Finally, for every plausible value of l0, evaluate

numerically the integrals over a and b and interpolate to find

the 5, 50 and 95% quantiles.

The likelihood PðX1;.Xn;T1;.Tnja;bÞ as a function of

a and b (7) is presented in Fig. 2. Values for (X1,.,Xn,

T1,.,Tn) are taken from dataset 1. For uniform hyperpriors,

this likelihood is proportional to the hyperposterior

distribution P(a, bjX, T). Note that P(a, bjX, T) does not

peak but ‘ridges’. This means that a ‘natural’ truncation for

a and b cannot be defined; that is, we cannot define a finite

rectangle for a and b which contains most of the

hyperposterior mass. In our simulations, these ranges were

chosen in a manner similar to [8], using Pörn’s heuristic.

The inability to localize the hyperposterior mass for (a, b)

means that we cannot localize the posterior mass

Pðl0jX0;.;XnÞfPðX0jl0Þ
Ð Ð

a;b Pðl0ja;bÞ

!
Qn

iZ1

Ð
PðXijliÞPðlija;bÞdli

� �
Pða; bÞdadb

For each finite rectangle for a, b, the mass in l0 will be

localized, but other choices for a, b could significantly shift

the region in which l0 is localized. This means, of course,

that the method of truncation in step 1 will influence the

plausible values in step 2, and can have a significant effect

on the results.
Table 3

Dataset 2 (dataset 2 in [16])

No. of failures 1 0 0 0 1 2

Obs. time 20,000 2000 4000 6000 10,000 12,000

Table 4

Dataset 3 (dataset 3 in [16])

No. of failures 0 0 1

Obs. time 12,000 2000 3000
Figs. 3 and 4 represent the hyperposterior distribution for

Pörn’s approach and Jeffrey’s hyperpriors; also with

(X1,.,Xn, T1,.,Tn) from dataset 1.

Tables 5–7 compare our results for the uniform, Pörn and

Jeffrey prior, and give the integration ranges for a and b for

our computation and for the ZEDB results. Table 8

compares the TUD and ZEDB results. Note that the 5%

quantile for dataset 3 is a more than a factor three lower in

the TUD results. In dataset 1, the agreement is better, as

there are more plants, more operational hours and more

failures. These differences are consistent with the results

reported in [8], where ‘stress-testing’ the gamma model by

exploring the range of plausible choices for a, b resulted in

differences up to a factor 5.
Fig. 4. Hyperposterior distribution using Pörn rule.



Table 5

The 5, 50 and 95% quantiles of the posterior distribution of l0 for dataset 1

Uniform Pörn Jeffrey

5% 2.3971!10K5 2.8429!10K5 2.8665!10K5

50% 8.0511!10K5 8.4990!10K5 8.5678!10K5

95% 2.0012!10K4 2.0598!10K4 2.0670!10K4

Ranges TUD ZEDB

a: 0.033.1 0.002.351

b: 50.5000 582.232,219

Table 6

The 5, 50 and 95% quantiles of the posterior distribution of l0 for dataset 2

Uniform Pörn Jeffrey

5% 4.2371!10K5 3.9306!10K5 4.3845!10K5

50% 1.4603!10K4 1.4278!10K4 1.4908!10K4

95% 2.0012!10K4 2.0598!10K4 2.0670!10K4

Ranges TUD ZEDB

a: 0.03.1.2 0.01.1926

b: 50.5000 789.350,098

Table 8

Comparison TUD (Pörn) and ZEDB for gamma model

Dataset 1 Dataset 2 Dataset 3

Gamma Model TUD (Pörn)

5% 2.8429!10K5 3.9306!10K5 3.6503!10K5

50% 8.4990!10K5 1.4278!10K4 2.1247!10K4

95% 2.0598!10K4 3.3217!10K4 6.6524!10K4

Gamma Model ZEDB

5% 3.2518!10K5 1.2220!10K4 1.2141!10K4

50% 6.9926!10K5 1.7247!10K4 2.5766!10K4

95% 1.3044!10K4 3.4473!10K4 7.4076!10K4
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3.2. Lognormal model

ZEDB adopted the lognormal distribution as a prior,

based on the maximum entropy principle invoked by Jaynes

[18]. The uncertainty over parameters m and s is expressed

by hyperpriors. Becker [19] takes into account four types of

hyperprior distribution based on Jeffrey’s rule. He proposes

four different implementations of Jeffrey’s rule. We caution

against the multivariate implementation and version of the

Jeffrey’s rule when parameters of different kind, e.g.

location and scale parameters, are considered. In this case,

as Box and Tiao [20] suggested, it is wiser to choose

parameters, which can be assumed independent and then

apply the one parameter version of the rule. This is done

only in the first and the fourth case below (see [9] for a more

detailed discussion); case 1 is used by ZEDB.
–

Tab

The

5%

50%

95%
1st case: Jeffrey’s rule is applied to the parameters m and

s: in this case the hyperprior has the well-known form

f(m, s)f1/s2. The same result is obtained, if m and

s are assumed to be independent, and Jeffrey’s rule is

applied twice.
–
 2nd case: Jeffrey’s rule is applied to the parameters aZ
E(X) and CFZ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
VARðXÞ

p
=EðXÞ (coefficient of variation).
le 7

5, 50 and 95% quantiles of the posterior distribution of l0 for dataset 3

Uniform Pörn Jeffrey

3.3976!10K5 3.6503!10K5 3.6394!10K5

1.7514!10K4 2.1247!10K4 2.0711!10K4

5.8914!10K4 6.6524!10K4 6.5640!10K4

Ranges TUD ZEDB

a: 0.0154.0.3846 0.01.503

b: 50.5000 126.91,385
The resulting hyperprior in terms of m and s has the form

f ðm;sÞf

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2eK2mK3s2

ðes2

K1Þ

s6

s
:

–
 3rd case: Jeffrey’s rule is applied to the parameters

aZE(X) and bZ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
VARðXÞ

p
. We recall that VAR(X)Z

CF2 a2. The resulting hyperprior in terms of m and s has

the form

f ðm;sÞf

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
2eK4ðmCs2Þðes2

K1Þ

s6

s
:

–
 4th case: Jeffrey’s rule is applied to the parameters

aZE(X) and s, assuming independence between them.

In this case we have:

f ðm;sÞ Z

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
eK2mKs2

ð2 C4s2Þ

s4

s
:

For each case the steps in the calculation are similar to those

for the gamma model, except that in step 1, truncation is

applied to the parameters of the lognormal density.

The likelihood PðX1;.;Xn;T1;.; Tnjm; sÞ as a

function of m and s is presented in Fig. 5, with values for
Fig. 5. Likelihood in m and s.



Fig. 6. Hyperposterior distribution.

Table 11

The 5, 50 and 95% quantiles of the posterior distribution l0 for dataset 3

Quantiles

5% 50% 95%

1st case 2.414!10K5 6.935!10K5 2.501!10K4

2nd case 2.179!10K5 3.794!10K5 1.357!10K4

3rd case 2.126!10K5 3.261!10K5 7.895!10K5

4th case 2.186!10K5 3.860!10K5 1.468!10K4

1st case ZEDB 1.12!10K5 6.228!10K5 3.398!10K4
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ðX1;.;Xn;T1;.;TnÞ taken from case 1. For uniform

hyperpriors, this likelihood is proportional to the hyperpos-

terior distribution P(m,sjX,T). Note that, in contrast to Fig.

2, P(m,sjX,T) does peak. This means that a natural

truncation for m and s can be defined as any rectangle

containing the peak. The choice which such rectangle will

have negligible influence on the results.

Fig. 6 shows the hyperposterior distribution. Again, the

contrast with Figs. 3 and 4 is striking. The mass is captured

within the m, s rectangle containing the peak in Fig. 5.

The results are presented in Tables 9–11 for each

hyperprior distribution discussed. For case 1, we include the

effect of omitting the square root in the Jeffrey prior. The

corresponding ZEDB results are shown in each table.

The differences are smaller than the gamma model

(the differences noted above).
Table 9

The 5, 50 and 95% quantiles of the posterior distribution of l0 for dataset 1

Quantiles

5% 50% 95%

1st case 2.367!10K5 6.133!10K5 1.217!10K4

2nd case 2.803!10K5 5.805!10K5 1.067!10K4

3rd case 2.548!10K5 5.45!10K5 1.022!10K4

4th case 2.274!10K5 5.751!10K5 1.222!10K4

1st case ZEDB 2.01!10K5 5.91!10K5 1.44!10K4

Table 10

The 5, 50 and 95% quantiles of the posterior distribution of l0 for dataset 2

Quantiles

5% 50% 95%

1st case 2.603!10K5 7.714!10K5 1.381!10K4

2nd case 7.838!10K6 4.817!10K5 1.246!10K4

3rd case 3.016!10K6 1.967!10K5 8.281!10K5

4th case 8.541!10K6 4.852!10K5 1.263!10K4

1st case ZEDB 2.539!10K5 7.710!10K5 2.058!10K4
4. Truncation

Using a gamma prior, the method of truncation seems to

have a large influence on the posterior distribution of l. It

has been shown in Section 2.3 that the likelihood in a and b

has no maximum, but it is asymptotically maximal along a

ridge. Cooke et al. [8] showed that different choices of

truncation ranges can affect the median and the 95%

quantile by a factor 5. In (4), the term
Q

iZ1.n

Ð
½PðXijliÞ

PðlijqÞdli� cannot be calculated analytically when we have

a lognormal distribution as prior for l. Hence, we cannot

study the asymptotic behavior of the hyperposterior Pðm; s

jX1.Xn;T1.TnÞfPðX1.Xn; T1.Tnjm;sÞPðm;sÞ analyti-

cally. Performing numerical integration (Fig. 7), one can see

that a maximum occurs in the likelihood in m and s. Hence,

if the parameters of the lognormal distribution m and s are

truncated in a way that includes the bulk of mass around the

maximum, then how they are truncated will not make a

significant difference. To save time in the computation

process, truncation is performed around the significant

values of likelihood in m and s (Fig. 5). Fig. 7 shows this

same likelihood, but a larger integration rectangle for m and

s; integration over the larger rectangle produces effectively

the same result. The intervals for integration over l, were

determined as in [1]. One remark can be made: if
Fig. 7. Likelihood m, s dataset 1; mZK17.5.K3, sZ0.1.4, lZ
2!10K6.3!10K4.



Fig. 8. Likelihood m, s dataset 3; mZK15.5.K6, sZ0.1.4, lZ
2!10K5.3!10K3.
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the domains of integration are not large enough the posterior

cumulative distribution of l will not go to one. Using an

iterative loop in software implementation, the natural

interval of integration can be found.

The possibility of truncating the domains of integration

so as to include the bulk of mass around the maximum of the

prior is a significant argument in favor of the lognormal

prior over the gamma prior. From Table 1 we see that if

the variance of a gamma distribution is proportional to the

mean, hence they go to zero at the same rate. For the

lognormal the variance is proportional to the square of

the mean, and hence the variance goes to zero faster than the

mean. We can anticipate concentration of mass near sZ0 in

such cases. In any event, with sufficient observation times

failures will be observed and the lognormal prior will peak

away from zero and hence admit a good truncation heuristic.

For the gamma this is not the case. Fig. 8 shows the

likelihood of m, s for dataset 3. Here, a peak is not visible at

all, but mass seems to concentrate at sZ0. These figures

also give the integration ranges for m, s, and l.
5. Conclusions

Two-stage models provide a valid method for assimilat-

ing data from other plants. The conditional independence

assumptions are reasonable and yield a tractable and

mathematically valid form for the failure rate a plant of

interest, given failures and operational times at other plants

in the population. However, the choice of hyperprior must

be defensible since improper hyperpriors do not always

become proper after observations. The lognormal model

enjoys a significant advantage over the gamma model in

that, as observation time increases, a natural truncation of
the hyperparameters m, s is possible. In the context of a

literature survey, Vaurio’s one-stage empirical Bayes model

is elegant and simple but will not work with zero observed

failures. Moreover, Hofer’s model appears to rest on

shifting viewpoints involving conflicting assumptions.

Consistent application of the standard conditional assump-

tions collapses his model into the form (4), which he

criticizes as a ‘wrong chance model’. Further discussion

should wait until the conditional independence assumptions

and mathematical derivation are clarified.
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Abstract

Marine structures subjected to multiple environmental loads (i.e. waves, current, wind) are considered. These loads are characterized by a

set of corresponding parameters. The structural fatigue damage and long-term response are expressed in terms of these environmental

parameters based on application of polynomial response surfaces. For both types of analysis, an integration across the range of variation for

all the environmental parameters is required. The location of the intervals which give rise to the dominant contribution for these integrals

depends on the relative magnitude of the coefficients defining the polynomials. The required degree of numerical subdivision in order to

obtain accurate results is also of interest. These issues are studied on a non-dimensional form. The loss of accuracy which results when

applying response surfaces of too low order is also investigated. Response surfaces with cut-off limits at specific lower-bound values for the

environmental parameters are further investigated.

Having obtained general expressions on non-dimensional form, examples which correspond to specific response quantities for marine

structures are considered. Typical values for the polynomial coefficients, and for the statistical distributions representing the environmental

parameters, are applied. Convergence studies are subsequently performed for the particular example response quantities in order to make

comparison with the general formulation. For the extreme response, the application of ‘extreme contours’ obtained from the statistical

distributions of the environmental parameters is explored.

q 2005 Elsevier Ltd. All rights reserved.
1. Introduction

In a number of applications, structural response can be

expressed exactly or approximately as a direct function of a

number of basic environmental parameters. These

parameters may both represent environmental processes

and in some cases (such as for the top end excitation of a

mooring line or a riser) forced motions, e.g. due to a floating

vessel. The functional relations are frequently obtained in

terms of analytical expressions such as, e.g. polynomials of

various orders.

One specific example of such a case is static response due

to extreme environmental loading. Typically, the static

response must be evaluated by performing a number of

numerical analyses based on e.g. a Finite Element Model of
0951-8320/$ - see front matter q 2005 Elsevier Ltd. All rights reserved.

doi:10.1016/j.ress.2005.01.013
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the structure. When focusing on a particular critical

response quantity, approximate expressions can be fitted

to the discrete points obtained from these numerical

analyses.

In the present investigation, we first focus on the

expected value of the response quantities, with the fatigue

damage being a prominent example. The expected value is

obtained by integration across given environmental and

motion parameters (e.g. current velocity, wave height, wave

period, floater motion amplitudes). Subsequently, extreme

response is considered where the statistical parameters of

the probability distribution in each seastate are expressed as

functions of the environmental parameters.

The present paper is mainly concerned with cases for

which all the basic parameters are Weibull distributed. The

objective is to identify common features that are shared by a

variety of different cases.

A highly relevant case is when each response analysis

requires significant computational effort, i.e. of the order

of several hours even on the most advanced computers.
Reliability Engineering and System Safety 90 (2005) 131–139
www.elsevier.com/locate/ress

http://www.elsevier.com/locate/ress


B.J. Leira et al. / Reliability Engineering and System Safety 90 (2005) 131–139132
An example of this is provided by analysis of response in

relation to riser clashing, see, e.g. [1]. It is hence of

relevance to minimize the number of response analyses. As

a first approximation, a linear response surface can be

applied. Subsequently, the main contributing parameter

interval is identified and an additional response analysis is

performed within this subdomain. This allows a second

order polynomial to be fitted, and furthermore the change in

estimated response can be assessed based upon the new and

more accurate polynomial.

A sequential approach which is viable in order to

address such problems can hence be formulated as follows:

(i) perform two response analyses at selected values for

each of the environmental parameters (i.e. a total of 2n

analyses is required, where n is the number of parameters.

Since each response analysis may require significant

computational resources, the number of parameters should

be kept as low as possible). (ii) Identify the main

contributing domain for each parameter, and perform one

additional response analysis within this domain (for each

parameter). (iii) Assess the change in the resulting integral

by increasing the order of the response surface from linear

to quadratic for each parameter. (iv) For the parameters

where the change is significant, identify the new contribut-

ing domains and perform additional response analyses.

(v) Assess the change in the response by still increasing the

order of the response surface for the relevant parameters

from the previous step. This process is continued until the

change in the resulting integral is small enough to be

accepted.

Three central questions arise in this connection: (i) which

domain of the parameter values give rise to the main

contribution to the integral (and where a good fit of the

response surface hence becomes important). (ii) The

number of integration points required (e.g. the number of

equidistant intervals for a trapezoidal integration). (iii) The

error committed when polynomials of too low order are

applied for approximation of the response characteristics.

These items are highlighted in the present study. The

studies in the first part of the paper are of a general nature

and should be applicable to a range of marine structures

where the environmental parameter (e.g. the wave height) is

represented by a Weibull distribution. Analysis of wave-

induced bending moments for ship structures where this

type of distribution is applied is given, e.g. in [2].

In the second part of the paper, two-dimensional cases

are addressed where both the environmental parameters are

Weibull distributed (both expected response and extreme

response is considered). Although the formulation as such is

quite general, the numerical examples are related to analysis

of stress response levels due to riser–riser interaction.

Estimation of extreme response for the two-dimensional

case is first performed by means of long-term analysis.

Subsequently, the accuracy of simplified models based on

application of Design Contours is assessed. The effect on
the Design Contour due to different characteristic time

scales for the two load processes is also investigated.
2. Expected response: one-dimensional cases
2.1. General

We first consider some one-dimensional examples. Both

response surfaces which pass through the origin and cases

with a lower cut-off limit are investigated. In each case,

response surfaces of increasing order from linear to cubic

are considered.
2.2. Response polynomials passing through the origin

A response quantity which increases linearly with the

environmental parameter (without any constant term) is

expressed as:

Y Z aX (1)

The expected value of this response quantity can then be

expressed as

E½Y� Z aE½X� Z a

ðN

0
xfXðxÞdx (2)

where fX(x) is the probability density function of the

environmental parameter.

The convergence rate and the main contributing domain

for one particular example is first considered. The parameter

is characterized by a Weibull distribution, i.e. with

distribution function given by

FXðxÞ Z 1 KexpðKðx=sÞhÞ (3)

where s is the scale parameter and h is the shape parameter.

We further specify to a case where the environmental

parameter is the current velocity corresponding to a 10 min

interval (during which the current is assumed to be

constant). The scale parameter is given as sZ0.1316 m/s

and the shape parameter is hZ1.126. These values are

representative for a site in the Northern North Sea and are

back-calculated based on a 1-year extreme velocity equal to

1.1 m/s, and a 100-year velocity equal to 1.50 m/s. (This

provides two equations with the two unknown quantities

being the Weibull scale and shape parameters.)

Obviously, the expected response in Eq. (2) can now be

obtained on ‘closed form’ and is given by the expression

E½Y� Z aE½X� Z asGð1 C ð1=hÞÞ (4)

where G($) is the (complete) Gamma function.

By integrating the expression above from 0 to N, it is

observed that the main contribution to the integral (i.e. the

peak of the integrand) occurs at a distance of one

scale parameter from the origin (i.e. 0.1316), see Fig. 1.



Fig. 1. Relative magnitude of contributions (i.e. integrand) to expected

value. Linear response polynomial.

Table 1

Expected value as a function of the dimensionless parameter

Dimensionless

parameter, q2

Normalized

expected

valuea

Main contributing

X-value (norm.

by scale par.)

Number of

intervals (for

third digit acc.)

0.0 1.00 1.00 30

0.1 1.18 1.08 60

0.5 1.90 1.32 90

1.0 2.79 1.46 120

2.0 4.58 1.59 100

5.0 9.96 1.68 60

10.0 18.92 1.72 60

15.0 27.89 1.73 50

20.0 36.83 1.74 50

25.0 45.79 1.74 50

a The reference expected value is equal to a1E[X].
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This can also be verified analytically by taking the

derivative of the integrand in the expression above.

The result obtained from the analytical solution for the

present example is equal to 0:1316Gð1C ð1=1:126ÞÞa

Z0:1316!0:9577aZ0:12604a, where a is the proportion-

ality factor in the linear expression. It is found that in order

to get results which are accurate to the third digit,

30 equidistant intervals are required in the numerical

integration. If the number is increased to 150, also the

fourth digit becomes correct.

We, subsequently, consider a response quantity which is

expressed as the combination of a linear and a quadratic

term, i.e.:

Y Z a1X Ca2X2 (5)

The main contributing domain and the required number

of equidistant intervals obviously depend upon the relative

magnitude of the linear and quadratic coefficients. Hence,

we introduce the parameter q2Z ða2E½X�=a1Þ. By introdu-

cing this parameter into the integral, the resulting expected

value is expressed as:

E½Y� Z a1E½X� 1 Cq2

E½X2�

fE½X�g2

� �

Z a1E½X� 1 Cq2

G 1 C 2
h

� �
G 1 C 1

h

� �� �2

0
B@

1
CA (6)

In Table 1, the resulting expectation value is given as a

function of this dimensionless parameter. Furthermore, the

location of the dominant contributing interval is indicated.

In addition, the number of equidistant intervals which is

required in order to obtain results which are accurate to the

third digit is given for each case. The upper integration limit

is taken to be around 10 times the scale parameter of the

Weibull distribution.
From this table, it is also possible to see the loss of

accuracy which will result if a linear response surface is

incorrectly applied (i.e. when a second order polynomial is

the true one).

Obviously, this varies strongly with the value of the

dimensionless parameter. The reference value corresponds

to the case with q2Z0 and (hence a2Z0). The resulting

error quickly becomes unacceptable as the dimensionless

parameter exceeds 0.1. The X-value which gives rise to the

maximum contribution is seen to approach the value for the

pure quadratic case (i.e. 1.758) for increasing values of

the dimensionless parameter q2.

For the pure cubic polynomial (i.e. YZa3X3), the

maximum value of the integrand occurs for the value:

Xmax Z s

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
ðh C2Þ

h

h

s
(7)

For the present value of the shape parameter, this

corresponds to a X-value equal to 2.476s. The exact value

of the integral is given by E½Y�Za3s3Gð1C ð3=hÞÞZ
a3s3Gð1C ð3=hÞÞZ4:00a3s3 for the shape parameter

which applies for the present example. The required

number of equidistant intervals to be applied in order to

achieve a correct value for the third digit is found to be

around 25.

For the complete cubic polynomial (i.e. a combination of

the linear, quadratic and cubic terms), the expected value

can be expressed as

E½Y�Za1E½X� 1Cq2

E½X2�

fE½X�g2
Cq3

E½X3�

fE½X�g3

� �

Za1E½X� 1Cq2

G 1C 2
h

� �
G 1C 1

h

� �� �2
Cq3

G 1C 3
h

� �
G 1C 1

h

� �� �3

0
B@

1
CA

(8)



Table 2

Expected value as a function of the dimensionless parameters q1 and q2

Nondim.

parameter,

q2

Nondim.

parameter,

q3

Normalized

expected

valuea

Xmax

(norm. by

scale par.)b

Number of

intervals (for

three digit acc.)

0.0 0.0 1.00 1.00 30

1.0 5.55 2.26 50

5.0 23.77 2.43 50

C0.5 0.0 1.90 1.32 90

1.0 6.45 2.17 50

5.0 24.67 2.41 50

C1.0 0.0 2.79 1.46 120

1.0 7.35 2.10 50

5.0 25.56 2.38 20

K1.0 1.0 3.76 2.56 60

5.0 21.98 2.49 20

C5.0 0.0 9.96 1.68 60

1.0 14.51 1.90 50

5.0 32.73 2.23 20

C20.0 0.0 36.83 1.74 50

1.0 41.39 1.80 30

5.0 59.61 1.99 20

a The reference expected value is equal to a1E[X].
b These numbers are obtained by solving numerically for the derivative of

the integrand being equal to zero.

Table 3

Expected value as a function of the dimensionless parameters q2 and q3

Nondim.

parameter, q2

Nondim.

parameter, q3

Normalized

expected

valuea

Xmax

(norm. by

scale par.)b

Number of

intervals

(for three

digit acc.)

0.0 0.0 1.00 1.87 50

1.0 5.00 3.11 40

5.0 21.00 3.31 30

C0.5 0.0 1.83 2.16 40

1.0 5.83 3.02 30

5.0 21.83 3.28 30

C1.0 0.0 2.65 2.32 30
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where the non-dimensional parameters q2 and q3 have been

introduced. The former is the same as before, and the latter

is given by the expression q3Zða3fE½X�g
2=a1Þ.

From Table 2, it is also possible to assess the loss of

accuracy which will result if a quadratic response surface is

applied incorrectly (i.e. when a third order polynomial is the

true one). The reference value now corresponds to the case

with q3Z0 and, hence, a3Z0. The resulting error again

increases quickly with the dimensionless parameter q3. The

X-value which gives rise to the maximum contribution is

found to approach the value for the pure cubic case

(i.e. 2.476s for a shape parameter equal to 1.126). However,

the rate of convergence is slower the larger the value of the

parameter q2 becomes. It is, furthermore, observed that

when the parameter q2 is negative, the main domain of

contribution is shifted to higher values of the normalized

variable than 2.476.
1.0 6.65 2.95 30

5.0 22.65 3.26 30

K1.0 1.0 3.34 3.43 30

5.0 19.34 3.37 20

C5.0 0.0 9.29 2.55 30

1.0 13.29 2.76 30

5.0 29.29 3.10 30

C20.0 0.0 34.15 2.61 30

1.0 38.15 2.67 30

5.0 54.15 2.86 30

Cut-off limit is 1.0 times the scale parameter in the Weibull distribution.
a The reference expected value is equal to a1EU0[X]Z0.04038a1 where

the subscript U0 refers to the cut-off limit.
b These numbers are obtained by solving numerically for the derivative of

the integrand being equal to zero.
2.3. Response polynomials with a lower cut-off limit

A combination of linear, quadratic and cubic expression

is considered next, where all the terms have the same lower

cut-off limit. This limit is designated by U0. Below this

value, each polynomial term have negative values, which

represents non-physical conditions, e.g. if the expected

response is the fatigue damage. For other cases,

e.g. displacement responses negative values may be

allowed. For the present case, the lower integration limit

is set equal to the cut-off limit which accordingly excludes

negative response values.
The integral expression for the expected value then

becomes:

EðYÞZ

ðN

U0

½a1ðxKU0ÞCa2ðxKU0Þ
2 Ca3ðxKU0Þ

3�fXðxÞdx

(9)

The same dimensionless parameters q1 and q2 can be

introduced as before (i.e. q2Zða2fE½X�g=a1Þ and

q3Zða3fE½X�g
2=a1Þ). This integral can also be expressed

in terms of incomplete gamma functions.

First, the cut-off limit is set equal to one unit of the scale

parameter. These choices are quite arbitrary, but application

of multiples of the scale parameter is a convenient way of

quantifying the lower limit. The main contribution to the

integral is found by setting the derivative of the integrand

equal to zero and solving for the corresponding x-value as

before. The results are given in Table 3 below, also

including the number of intervals which is required in order

to obtain a certain degree of accuracy.

From this table, it is observed that quadratic and cubic

terms quickly dominate the linear term. The location of the

dominant contribution to the integral varies from around 2

to 3.5 times the scale parameter. Furthermore, it is seen that

30 equidistant intervals, generally, is sufficient to achieve

results which are accurate to the third digit.

Corresponding results for the case with the cut-off limit

being equal to twice the scale parameter are given in

Table 4. Also for this case, the quadratic and cubic terms

quickly dominate the linear term. The location of



Table 4

Expected value as a function of the dimensionless parameters q2 and q3

Nondim.

parameter, q2

Dimension-

less

parameter, q3

Normalized

expected

valuea

Xmax

(norm. by

scale par.)b

Number

of inter-

vals (for

three digit

acc.)

0.0 0.0 1.00 2.81 50

1.0 4.71 4.01 40

5.0 19.54 4.22 30

C1.0 0.0 2.59 3.23 40

1.0 6.30 3.85 40

5.0 21.13 4.16 30

K1.0 1.0 3.12 4.34 30

5.0 17.95 4.28 20

C20.0 0.0 32.82 3.47 30

1.0 36.52 3.67 30

5.0 51.35 4.01 30

Cut-off limit is 2.0 times the scale parameter in the Weibull distribution.
a The reference expected value is equal to a1EU0[X]Z0.01163a1 where

the subscript U0 refers to the cut-off limit.
b These numbers are obtained by solving numerically for the derivative of

the integrand being equal to zero.

Fig. 2. Shape of integrand for two-dimensional case with response surface

passing through the origin.
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the dominant contribution to the integral varies from around

3 to 4 times the scale parameter. Furthermore, it is seen that

30 equidistant intervals, generally, are sufficient to achieve

third digit accuracy.
3. Expected response: two-parameter cases
3.1. Response surfaces passing through the origin

Rather general types of multi-dimensional response

surfaces are considered, e.g. in [3]. In the following, only

particular types of response surfaces are considered (but

these are still applicable for analysis of certain categories of

problems as illustrated by the examples given).

The simplest response surface which passes through the

origin is given on the form
Y Z a1X1 Cb1X2 (10)
where a1 and a2 are constants. The relative contributions to

the expected value from the two terms on the right-hand side

is a function of the respective products of each coefficient

and the corresponding expected value. It is hence natural to

introduce the dimensionless parameters p1Za1E½X1�=fa1E

½X1�Cb1E½X2�g and p2 Za2E½X2�=fa1E½X1�Cb1E½X2�g. For

each of the expectation values, the results from Section 2

can now be applied (still taking the basic variables X1 and X2

to be Weibull distributed).
For independent components, the integral defining the

expected value is now expressed as:

E½Y� Z a1

ðN

0
X1fX1ðx1Þdx1 Ca2

ðN

0
X2fX2ðx2Þdx2

Z a1E½X1�Ca2E½X2� (11)

(A similar ‘decomposition’ can also be achieved when the

response is expressed on product form.)

As a specific example, we consider a case where the

response is expressed in such a form. The variable X1

represents the current velocity, and the variable X2

corresponds to the motion of a surface vessel, see, e.g. [1]

for a more detailed description. For the current velocity, the

scale and shape parameters are the same as for the one-

dimensional example. For the floater amplitude, the shape

parameter is 2 (i.e. the Rayleigh model is applied) and the

scale parameter is sRayleighZ2.56 m referred to each short-

term condition. This value is back-calculated based on the

magnitude of the 100-year motion.

The integrand for the present example is shown in Fig. 2.

By applying our previous results for the one-dimensional

case, the X-values which give rise to the highest contri-

butions are expected to be X1maxZ1.0sZ0.1316 m/s, and

X2maxZ1.414sRayleighZ3.61 m. From the figure, it is

observed that this is the point where the peak occurs.

Extension to cases with higher order response surface

polynomials can also readily be made.
3.2. Response surfaces with cut-off values

for both parameters

We next consider the case where cut-off values exist for

both the basic parameters. The same considerations apply

(for expressions that can be decomposed into separate

contributions) as when the response surface passes through

the origin. The only modification is the change of lower

integration limits from zero to the respective cut-off limits

(designated, e.g. by U0 for X1 and A0 for X2).

The same example as in Section 3.1 is considered.

However, now cut-off limits equal to one scale parameter

are applied along each axis. Based on the one-dimensional
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case, the value for X1max is expected to be equal to 1.87s.

For the variable X2max, a similar analysis has not been

performed, since the shape parameter is somewhat

different. However, it is found that it complies with that

for the X1-variable.
4. Extreme response
4.1. One-dimensional cases

The extreme response corresponding to a given return

period is also required for design of marine structures. This

can be obtained from the so-called long-term distribution

(of local response maxima). The parameters of the statistical

response distribution which corresponds to each short-term

stationary condition are then given as functions of the basic

environmental parameters, see, e.g. [4,5]. Hence, the

response distribution is expressed as being conditional on

the environmental parameters. The probability of exceeding

the response level y given that the environmental parameter

has the value x, is designated here by QY/X(y/x).

Starting with the case that the parameters of this

conditional distribution are expressed as linear functions

of a single basic variable (i.e. with the probability density

function fX(x)), the long-term distribution of the local

maxima for the response quantity Y is expressed as

1 KFY ðyÞ Z QY ðyÞ Z

ðN

0
wðXÞQYjXðyjxÞfxðxÞdx

Z

ðN

0
wðXÞexp K

y

s1x

� �t0Ct1x� �
fxðxÞdx (12)

where sZs1X is the scale parameter and tZt0Ct1X is the

shape parameter for the short-term distribution. This

distribution is also taken from the Weibull type. The

quantities s1, t0 and t1 are constants (the constant t0 is due to

the shape parameter which, generally, is different from zero

even when the environmental parameter is zero). The

function w(X) is a weight factor which takes into account

that the zero-crossing period of the response varies from one

short-term condition to the next. This factor is equal to
�T0=T0ðxÞ, where T0(x) is the response zero-crossing period

for each short term condition as a function of the

environmental parameter. �T0 and is the average zero-

crossing period (found by taking the expected value with

respect to this environmental parameter).

The extreme response quantity which corresponds to a

given return period (e.g. 100 years), can now be obtained by

inserting Qr(yN)Z1/N and solving for the response yN. The

number N corresponds to the expected number of response

maxima during the relevant period (e.g. 100 years).

For a given response level (e.g. yZyN), the X-value

(i.e. Xmax) which gives the largest contribution to the

integral can be determined by setting the derivative of
the integrand with respect to X equal to zero. This results in

a non-linear equation which generally must be solved

numerically.

Here, a simplified example is considered where the shape

parameter is constant and equal to 2 (i.e. Rayleigh

distribution). This implies that the constant t0Z2.0 and the

constant t1Z0. Furthermore, the weight factor is set equal to

1.0 since the effect of this does not have a significant

influence on the result (this is due to the exponential factors

dominating the behaviour of the integrand. The resulting

expression for the integrand then becomes:

IðxÞ Z exp K
y

s1x

� �2� �
fxðxÞ (13)

Differentiating this expression with respect to x and setting

the result equal to zero gives the following equation

exp K
y

s1x

� �2� �
f 0XðxÞC2 K

y

s1

� �2

xK3fxðxÞ Z 0 (14)

where the prime superscript denotes differentiation with

respect to x. This equation must, generally, be solved by

numerical methods.

The proportionality factor s1 needs to be determined by

performing response analyses for two different values of the

environmental parameter (e.g. the current velocity). For the

particular case of riser collision, a representative value for

this factor is found to be s1Z20 MPa/(m/s) (i.e. for a

particular riser configuration). The shape and scale

parameters are furthermore set equal to the values above

(i.e. 1.126 and 0.1316 m/s, respectively). A response level

yZ80 MPa is first considered, which implies that the ratio

(y/s1) becomes 4.0. The resulting solution becomes 10.7

times the scale parameter of fX(x). As expected, this is much

higher than for the ‘expected value’ type of integrals.

(Setting the ratio (y/s1) equal to 2.0, this ratio is significantly

reduced and becomes instead 6.88.)

The 100-year response level is next evaluated. This

response corresponds to a probability of exceedance equal

to 3.17!10K8 (if a zero-crossing period equal to 10 s is

assumed for the stress response process). The stress level

obtained by application of this probability levels is equal to

3.38 times the parameter s1, which is equal to 67.6 MPa.

Introducing a lower cut-off limit, the long-term

distribution is given by

1 KFY ðyÞ Z QyðyÞ Z

ðN

U0
wðxÞ

!exp K
y

s1ðx1 KU0Þ

� �t0Ct1ðxKU0Þ
� �

!fXðxÞdx

(15)

where the cut-off parameter is designated by U0 as above.

We consider again the same one-dimensional example as

before, but now applying the cut-off limit. The expression



Fig. 3. Contribution to integral defining long-term distribution for two-

dimensional case (Multiplying factor is 0.32!109 Stress level is 90 MPa.
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for the integrand then simplifies into:

IðxÞ Z exp K
y

s1ðx KU0Þ

� �2� �
fXðxÞ (16)

For the simplified example, the value of Xmax is now 7.84

times the standard deviation for the case where (y/s1) is 2.0.

This is somewhat higher than the case without a cut-off

limit. Increasing (y/s1) to 4.0, the value of Xmax is increased

to 11.66 times the standard deviation. This is also somewhat

higher than for the case without a cut-off.

The 100-year response level for this case is now instead

found to be equal to 2.67 times the s1-parameter which

becomes 53.40 MPa. This is significantly smaller than the

case without a cut-off. This is due to the ‘zero-response’

interval which is introduced as a result of the cut-off limit.

4.2. Two-dimensional cases with response surface

through the origin

The long-term distribution for a direct extension of the

linear one-dimensional case to the linear two-dimensional

case can be expressed as:

1 KFY ðyÞ Z QyðyÞ Z

ðN

A0

ðN

U0
wðx1; x2Þ

!exp K
y

s1x1 Cs2x2

� �t0Ct1x1Ct2x2
� �

!fX1ðx1ÞfX2ðx2Þdx1dx2

(17)

where now the scale parameter has been expressed as

sZs1X1Cs2X2 and the shape parameter correspondingly as

tZt0Ct1X1Ct2X2.

The maximum value of the integrand is obtained by

differentiating with respect to both the variables. For the

case that the weight function is set equal to unity and one

(or both) of the constants t1 or t2 is zero (i.e. for cases where

the shape parameter is constant throughout the domain of

interest), the resulting equations are significantly simplified.

For each of the variables Xi (iZ1, 2), we then obtain:

t0

y

s1x1 Cs2x2

� �ðt0K1Þ

ys1ðs1x1 Cs2x2Þ
K2

� �
fXiðxiÞ

C
v

vxi

ðfXiðxiÞÞ Z 0

(18)

The same two-dimensional example as before is

considered with the two basic variables representing the

current velocity and the floater amplitude. The shape

parameter is still kept constant equal to 2.0, and the weight

factor is set to unity (furthermore, sRayleighZ2.56 m

as before). The proportionality factor s2Z0.5 MPa/m

(s1Z20 MPa/(m/s) as above).

The value of the integrand as a function of the two basic

variables is shown in Fig. 3 for a stress level of 90 MPa. The

values of X1max and X2max are around 11.8 and 0.4 times
the Weibull scale parameters for the respective distributions

(corresponding to 1.56 m/s and 1.6 m for the two basic

variables). The stress response level which corresponds to

the 100-year level is equal to 79.5 MPa. The required

number of intervals to obtain accurate results are of the

order of 100!100 (evenly spaced between the limits from 0

to 2 m/s and 0 to 15 m).

4.3. Two-dimensional cases with cut-off values

for both parameters

As a next step, cut-off limits are introduced for both the

variables. The same expression for the long-term distri-

bution applies as for the previous case, but with the

expressions for the scale and shape parameters replaced by

sZs1ðX1KU0ÞCs2ðX2KA0Þ and tZ t0C t1ðX1KU0Þ

Ct2ðX2 KA0Þ.

We apply cut-off limits equal to 1.0 times the scale

parameter for each of the variables for the same example as

in Section 4.2. For a stress response level equal to 90 MPa,

the peak now occurs for values of X1max and X2max equal to

12.2 and 1.0 times the respective scale parameters

(corresponding to 1.6 m/s and 3.6 m). Both of the

coordinates for the peak are, hence, higher than for the

case without a cut-off limit. However, the 100-year

response level is smaller than for the previous case,

i.e. 70.5 MPa.

The same tendency is accordingly observed as for the

one-dimensional case. The coordinate values for the domain

with highest contribution to the integral are shifted upwards.

However, the 100-year extreme response level becomes

smaller due to the ‘zero-response’ interval.

4.4. Comparison with transformed Extreme-Vector Ellipses

based on a vector-process model

In order to identify combinations of the environmental

parameters which are relevant for estimation of extreme

response (i.e. for which response analyses should be

performed), the so-called design contours are widely

applied. Such a contour is obtained by specifying



Fig. 4. Comparison between 100-year contour obtained by application of

density-based Extreme Vector Ellipse (EVE) for identical versus different

time scales of the basic processes.
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a particular probability level corresponding to the required

return period (e.g. 100 years). Based on the joint probability

distribution of the basic design parameters (e.g. current

velocity and floater motions), the corresponding curve in 2D

(or surface in higher dimensions in the case of more than

two parameters) is established. The most critical point along

this curve for the system response levels is subsequently

identified.

The basis for the establishing the contour is typically

the assumption that all the design parameters change at

the same points in time, i.e. that they are all constant

during a common reference interval. This interval is then

referred to as a stationary short-term condition. This

assumption is also implicitly represented in Eq. (17)

above where the two ‘parameters’ X1 and X2 are

represented by their respective density functions in an

identical manner.

However, the assumption of a common duration of such

‘stationary periods’ for the basic processes may not be

strictly correct in general. The effect of removing this

assumption can be investigated, for example, by performing

an outcrossing-rate analysis. This type of computation

involves both the joint density of the processes and the

corresponding velocity processes.

A more visual approach for studying the effect of

different characteristic time scales is to investigate the

variation of the ‘extreme contour’ by application of

different characteristic periods for the two processes X1(t)

and X2(t). The tool applied here in order to investigate

this effect is provided by the transformed ‘Extreme-

Vector Ellipse’, see, e.g. [6,7]). This approach is based

on a non-linear transformation of a continuous Gaussian

vector process. The transformation also allows for

different velocity variances for the different process

components.

The starting point of the formulation is a normalized

Gaussian plane, i.e. where both process components have

zero mean value and unit variance (with only the respective

velocity variances allowed to be different). In this normal-

ized plane, the characteristic extreme radius (Zc) for the

special case of identical process velocities is then found by

solving the following non-linear equation

1

2
Z2

c Z ln Zc C ln½ðGTð2pÞK3=2Þ� (19)

where T is the total duration (e.g. 100 years) and G is a

normalization constant which is equal to 2p _s, where _s is the

standard deviation of the velocity (which is identical for

both of the process components).

This radius is based a continuous model of the load

processes. The corresponding (transformed) contour is

typically found to be larger than the ‘design contours’

based on commonly applied piecewise constant process

models. However, by introducing a contour based on the

outcrossing density (i.e. the outcrossing rate for a circle in

the normalized plane divided by the total angle of 2p),
a comparable shape is obtained but with a smaller radius.

The new radius is then obtained by the same equation as

above, but with the normalization constant being just _s
instead of 2p _s.

For the case of non-identical velocity variances, the

Extreme-Vector Ellipse is not defined by a single radius

value, but a directionality function also needs to be

included. In the normalized plane, the expression which

defines the radius as a function of direction now becomes

1

2
Z2

c Z ln Zc C ln½ðhð4Þ2pTð2pÞK3=2Þ� (20)

where hð4ÞZ
ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
_s2

1 cos24C _s2
2 sin24

p
with the subscript

referring to the respective process component numbers.

The density-based contour is now obtained by removing the

factor of 2p which multiplies h(f) in this equation.

(Note that the present directional function is normalized

such that the extreme radius is the same for the component

with the smallest variance for both the uniform and non-

uniform cases. Different normalizations are also possible,

e.g. to normalized by the largest velocity component. The

particular choice of normalization will depend upon the

specific case being studied.)

For the present illustrative example, the standard

deviation of the velocity process (i.e. the time derivative)

for the current velocity is first taken as 2.0 that of the floater

motion. A comparison between the ellipses for the two cases

(i.e. the density-based versions) is provided by Fig. 4. The

normalization corresponding to Eq. (20) has been applied.

Since the shape parameter of the short-term distribution

for the present example is taken as constant for all

environmental conditions, the extreme response can be

estimated by identifying the proper scale parameter for a

representative extreme environmental condition.

This representative extreme condition is found at the

tangent point between the contour and the straight line

corresponding to a constant value of the scale

parameter. This straight line is given by the equation

s1UCs2AZ20UC0:5AZConstant.

The expected largest response (or a different character-

istic response level during the specific extreme
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environmental condition) can, subsequently, be applied as

an estimate of the design response level. The scale

parameter which corresponds to the tangent line for the

Extreme-vector ellipse (EVE) based on uniform velocities is

found to be 35.6 MPa, which gives an estimated extreme

response of 77.1 MPa. This estimated extreme response is

slightly smaller than the ‘exact’ 100-year response which is

79.5 MPa for the present case. This under-prediction

confirms observations made by application of contour

methods, see, e.g. [8,9].

By instead applying a second transformed ellipse based

on higher variances for the time derivative of the current

process, the scale parameter of the extreme stress-response

is increased. For a velocity standard deviation ratio of 2.0,

the scale parameter becomes 36.9 MPa. The corresponding

extreme stress estimate becomes 79.9 MPa. For a standard

deviation ratio of 10.0, the scale parameter becomes

39.8 MPa which results in an extreme stress estimate of

86.2 MPa, which is a significant increase (i.e. around 12%)

compared to the uniform case.
5. Conclusions

In the present paper, we have considered linear and non-

linear response surfaces in relation to one- and two-

dimensional formulations involving Weibull distributed

‘load parameters’. General expressions for the parameter

domain giving rise to the highest response contributions are

derived. For the two-dimensional case involving extreme

response estimation, particular examples were given rather

than completely general expressions.

The application of simplified methods based on ‘Design

Contours’ was also considered. It is observed that
differences in characteristic time scales of the basic

processes will influence these contours significantly as

illustrated by the Extreme Vector Ellipse (EVE). Further

experience is required in relation to application of this

approach to other types of environmental parameters such

as, e.g. wave height and wave period. In particular,

comparison with results obtained by application of ‘exact’

outcrossing-rate analysis will be highly useful.
References
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Abstract

This article presents the development of a general Bayes inference model for accelerated life testing. The failure times at a constant stress

level are assumed to belong to a Weibull distribution, but the specification of strict adherence to a parametric time-transformation function is

not required. Rather, prior information is used to indirectly define a multivariate prior distribution for the scale parameters at the various

stress levels and the common shape parameter. Using the approach, Bayes point estimates as well as probability statements for use-stress (and

accelerated) life parameters may be inferred from a host of testing scenarios. The inference procedure accommodates both the interval data

sampling strategy and type I censored sampling strategy for the collection of ALT test data. The inference procedure uses the well-known

MCMC (Markov Chain Monte Carlo) methods to derive posterior approximations. The approach is illustrated with an example.

q 2004 Elsevier Ltd. All rights reserved.
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1. Introduction

In the case of highly reliable items, e.g. VLSI (very large

scale integrated) electronic devices, computer equipment,

missiles, etc., MTTF (mean times to failure) exceeding a

year is not uncommon. The use of these items, however,

may still require reliability demonstration or verification

testing, especially when these items are used for military or

high risk public applications. With such MTTF’s, it is often

too time consuming and too costly to test these items in their

use (or nominal) environment, as the length of time to

generate a reasonable number of failures is often intolerable.

If such is the case, it has become a standard procedure [1] to

test these items under more severe environments than

experienced in actual use. Such tests are often referred to as

ALT’s (accelerated life tests). It is noted, [2], that because of

advancement in technology and increased reliability,

ALT’s are performed more frequently than ordinary life

tests. There are two main problems associated with ALT’s

as: (1) optimal design of the ALT, and (2) statistical

inference from ALT failure data.
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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The focus of this paper is on the statistical inference

problem, i.e. on how to make inference about the reliability in

the use environment by obtaining information in the

accelerated environments. Typically inference methods

have been developed assuming that: (1) the life time

distribution in a constant stress environment belongs to a

common family of distributions, and (2) the scale parameter

of such a distribution is related to the stress environment via a

parametric function known as a TTF (time transformation

function) [3]. In addition, most of the inference methods are

based on the use of maximum likelihood estimation which

may require large sample sizes for meaningful statistical

ALT inference.

In this paper, only the first assumption will be adhered to.

Specifically, inference will be developed using the Weibull

failure time model. The inference method is Bayesian in

nature and will rely on the use of engineering judgment to

specify prior distributions for the Weibull model par-

ameters. While there is a host of literature in this area, for

example [4–7], the only Bayesian inference procedure

developed for the Weibull model that we know of is

presented in Mazzuchi et al. [8] for constant stress ALTs in

conjunction with the parametric TTF. The inference

procedure herein will be developed for a wide range of
Reliability Engineering and System Safety 90 (2005) 140–147
www.elsevier.com/locate/ress

http://www.elsevier.com/locate/ress
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ALT scenarios with no TTF assumption. There has been a

continued interest on the topic of comparison of ALT

designs [9–13]. It is hoped that this unified framework can

be used to provide further insight.

In Section 2, the general likelihood model is developed.

In Section 3 the prior distribution for the shape parameter

and scale parameters of the Weibull failure time model is

outlined. The posterior inference is briefly discussed in

Section 4. The approach is illustrated by an example in

Section 5.
2. A general likelihood model
2.1. Motivation

A first step in any statistical inference procedure, whether

classical or Bayesian, involves developing the likelihood.

The flexibility of the likelihood formulation drives the

flexibility of the statistical inference procedure in terms of

its applicability to different ALT scenarios. In this section, a

likelihood model is developed that allows for a compre-

hensive representation of most ALT inference scenarios

currently available to ALT practitioners, specifically,

regular life testing, fixed-stress testing, and progressive

step-stress testing. In addition, the likelihood model allows

for profile step-stress testing. The likelihood is developed

with greatest degree of flexibility, allowing for different

patterns for each test item as illustrated in Fig. 1.

Having such a flexible formulation of a likelihood model

allows for the comparison of different ALT designs within a

common modeling framework. In addition, allowing for

such a flexibility will increase the model’s ability to

represent ALT designs used by testing practitioners.
2.2. The failure rate over the course of an ALT

In developing a likelihood model, consider the following

step-stress ALT setup. The ALT will consist of testing over

a predetermined and fixed maximum number of test

environments. An environment is defined by a combination
Fig. 1. A separate ALT desi
of stress levels from the set of stress variables, e.g.

temperature, vibration and voltage. Let K environments

E1,.,EK be defined candidate test environments. Let E3

denote the use environment, where 32{1,.,K}. The index

e will be used to indicate a particular environment. Suppose

that each of N test items will be subjected to a step-stress

ALT with possibly a different step pattern per test item. The

index j will be used to indicate a particular test item. The

total length of each ALT may vary per test item, but each

ALT will be subdivided into m steps. The index i will be

used to indicate a particular step-interval within an ALT.

Thus, for each test item j, m steps are defined by

0ht0;j! t1;j !.! tmK1;j! tm;j

where the ith step is defined as [tiK1,j, ti,j) and the ALT is

terminated at time tm,j for test item j. A design matrix AZ
{ai,j} specifies the indices of the environments for each test

item j in each step i. Thus during the ith step, test item j is

subjected to environment Eai;j
, where ai,jZ1,.,K. Note that

this flexible formulation includes both regular life testing

(ai,jh3 for all i) and fixed-stress ALT (ai,jhz for all i and

some particular environment Ez).

The approach to deriving the likelihood will be general

and center around the failure rate, le(t), in a constant stress

environment Ee. The failure rate for test item j over the

course of the step-stress ALT, denoted by hj(t), is different

from the failure rates in the constant stress environments, as

the environments, and thus the failure behavior, vary over

the course of the ALT stage. A generic expression will be

derived for the failure rate hj(t) of test item j over the course

of an ALT stage, conditioned on knowing the failure rate

functions le(t) in the candidate test environments Ee, eZ
1,.,K.

The cumulative failure rate that test item j has

accumulated up to ti,j in an ALT is given by

Hjðti;jÞ Z

ðti;j

0
hjðuÞdu: (1)

In a constant stress environment Ee, the cumulative failure

rate would be given by
gn for each test item.



Fig. 2. Failure rate construction using instantaneous environment changes.
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Leðti;jÞ Z

ðti;j

0
leðuÞdu: (2)

Note that the operating environment in the ALT after ti,j
equals EaiC1;j

. It will be assumed that the change in

environments at ti,j is instantaneous. In addition, it will be

assumed that no additional failures are induced by the

instantaneous change of environments ti,j through a shock

effect. Using (2) the cumulative hazard rate Hj (ti,j) may be

expressed using LaiC1;j
ðtÞ for some value of t. Denoting this

value t by tiC1,j, and solving for tiC1,j, yields

tiC1;j Z LK1
aiC1;j

ðHjðti;jÞÞ: (3)

The time tiC1,j may be interpreted as the amount of time

that would have elapsed to accumulate Hj(ti,j) by testing in

environment EaiC1;j
alone, starting at time 0 (see for example

Fig. 2).

Next, the failure rate function over the course of the ALT

stage may be derived as

hjðtÞ Z laiC1;j
ðt K ti;j CtiC1;jÞ; (4)

for ti,j%t!tiC1,j, iZ0,.,mK1, where tiC1,j is given by (3)

and Hj(t0,j) is the initial cumulative failure rate of test item j

prior to the ALT stage. In case Hj (t0,j) is a new test item, Hj

(t0,j)h0. However, the case where a test item has a history

of operating hours in known environments may be easily

accommodated. The jump in the failure rate at time ti,j
follows as
Dhjðti;jÞ Z hjðt
C
i;jÞKhjðt

K
i;jÞ; (5)

where hjðt
K
i;jÞZ limt[ti;j

hjðtÞ; hjðt
C
i;jÞZ limtYti;j

hjðtÞ. It may be

derived that the jump Dhj(ti,j) equals

Dhjðti;jÞ Z laiC1;j
ðtiC1;jÞKlai

ðtiC1;j K ti;j Cti;jÞ (6)

for iZ1,.,mK1. Fig. 3 presents an example of the above

results for a profile step stress, where a Weibull failure time

distribution is assumed for each constant stress.

Following the approach above, the current failure rate of

a test item only depends on the current accumulated

cumulative failure rate and the current stress. It can be

shown that the intrinsic time failure rate construction

approach above is equivalent to the assumption of the

Cumulated Exposure Model [3].

The assumption that no additional failures are induced by

the instantaneous change of environments between steps is

an assumption which may be challenged, as an instan-

taneous change of environments may induce a shock effect,

causing item failure. The above procedure, however, can be

easily extended to the case of gradual environmental

changes [14].
2.3. The likelihood given ALT test data

Using the formulation of the failure rate function over the

course of an ALT-stage, the likelihood given ALT Test data

may be derived for both interval and Type I censored data.



Fig. 3. Failure rate during a profile ALT with Weibull failure rate functions.
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2.3.1. Interval data

Suppose failures can only be monitored at the end of a

step interval iC1, i.e. [ti,j, tiC1,j). The interval in which item

j fails will be denoted by qj. The probability of test item j

surviving time tiC1,j given that it has survived up to time ti,j
follows as

PrfTjR tiC1;jjTjR ti;jg Z exp K

ðtiC1;j

ti;j

hjðuÞdu

� �

Z exp K

ðtiC1;jKti;jCtiC1;j

tiC1;j

laiC1;j
ðvÞdv

� �
; (7)

where tiC1,j is given by (3). The probability of test item j

failing before time tiC1,j given that it has survived up to time

ti,j equals

PrfTj! tiC1;jjTjR ti;jg

Z 1 Kexp K

ðtiC1;jKti;jCtiC1;j

tiC1;j

laiC1;j
ðvÞdv

� �
(8)

The probability of test item j failing in interval qj equals

YqjK1

i¼1

PrfTj R ti;jjTjR tiK1;jg!PrfTj ! tqj ;j
jTjR tqjK1;jg; (9)

with the convention that qjZmC1 if the test item is

censored at tm,j and tmC1,jhN. Substituting (7) and (8) in

(9) yields

YqjK1

iZ1

exp K

ðtiC1;jKti;jCtiC1;j

tiC1;j

laiC1;j
ðvÞdv

� �
!pðqjÞ; (10)

where

pðqjÞ Z 1 Kexp K

ðtqj ;j
KtqjK1;jCtqj ;j

tqj ;j

laqj ;j
ðvÞdv

( )
(11)

for qj!mC1 and is defined as 1 for qjZmC1.
With (10) and assuming conditional independence

between the failure times of the test items conditioned on

knowing
�
lð,ÞZ ðl1ð,Þ;.; lKð,ÞÞ, it follows that the like-

lihood given interval data ðN;
�
qÞZ ðq1;.; qNÞ, equals

Lf
�
lð,Þ; ðN;

�
qÞg

Z
YN
jZ1

YqjK1

iZ1

exp K

ðtiC1;jKti;jCtiC1;j

tiC1;j

laiC1;j
ðvÞdv

� �
!pðqjÞ;

(12)

where N is the number of test items in the ALT. Though not

specifically developed here, the previous equations may also

be adjusted for the case, where items begin the ALT with

accumulated damage as in the case of retesting of items

[14].

To be able to perform inference with respect to

the failure rates le(t) in each environment, it is

convenient to reorder the product in (12) as a product

over the environment index e instead of over the step

interval index i. Given ti,j, iZ1,.,mK1 via (3), such a

reordering is possible. To accomplish such a formulation,

let

ne,jZthe number of times that test item j visits

environment Ee during an ALT stage,

vk
e;jZinterval index for which item j visits Ee for the kth

time.

With the above notation (12), may be rewritten as

Lf
�
lð,Þ; ðN;

�
qÞg Z

YK
eZ1

YN
jZ1

Yne;j

kZ1

f ðe; j; kj
�
lð,Þ;

�
qÞ; (13)

where

f ðe; j; kj
�
lð,Þ;

�
qÞ Z

f1ðe; j; v
k
e;jj �

lð,ÞÞ vk
e;j !qj

f2ðe; j; v
k
e;jj �

lð,ÞÞ vk
e;j Z qj

;

8<
: (14)
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and

f1ðe; j; vej �
lð,ÞÞ Z exp K

ðtve ;j
KtveK1;jCtve ;j

tve ;j

leðvÞdv

� �
; (15)

and f2ðe; j; vej �
lð,ÞÞZ1K f1ðe; j; vej �

lð,ÞÞ, where ti,j is given

by (3). Note that, f1 (f2) is the conditional probability of

surviving the step (failing in the step) interval for which test

item j visits environment Ee for the kth time, conditioned on

having survived up to the beginning of that step. When

assuming a common family of life time distributions within

a constant stress environment, i.e. specifying a functional

form for
�
lð,Þ, the likelihood may be further derived using

(13)–(15).

The interval data sampling strategy has the disadvantage

that failure information is lost by only monitoring at the end

of each step interval. In the type I censored sampling

strategy, test items are continuously monitored over the

course of the ALT.
2.3.2. Type I censored data

Suppose failures can be monitored continuously over the

course of an ALT stage. In that case, the failure time rj of

test item j is known exactly if the test item fails in [0,tm,j). It

will be assumed that once an item has failed, it will be

removed from testing in the same ALT Stage. Knowing the

failure times rj, the step intervals qj in which the items failed

may be easily derived.

Using an analogous approach as in Section 2.3.1, the

likelihood given the data ðN;
�
r;
�
qÞ, where

�
rZ ðr1;.; rNÞ, and

�
qZ ðq1;.; qNÞ, follows as specified in the expressions

(16)–(19),

Lf
�
lð,Þ; ðN;

�
r;
�
qÞg Z

YK
eZ1

YN
jZ1

Yne;j

kZ1

gðe; j; kj
�
lð,Þ;

�
r;
�
qÞ; (16)

gðe; j; kj
�
lð,Þ;

�
r;
�
s;
�
qÞ Z

g1ðe; j; v
k
e;jj �

lð,Þ;
�
rÞ vk

e;j !qj

g2ðe; j; v
k
e;jj �

lð,Þ;
�
rÞ vk

e;j Z qj

;

8<
:

(17)

g1ðe; j; vej �
lð,Þ;

�
rÞ Z exp K

ðtve ;j
KtveK1;jCtve ;j

tve ;j

leðvÞdv

� �
; (18)

g2ðe; j; vej �
lð,Þ;

�
rÞ Z exp K

ðrjKtveK1;jCtve ;j

tv;j

leðvÞdv

� �
hjðrjÞ:

(19)

Note that, g1 is the conditional probability of

surviving the step interval for which test item j visits

environment Ee for the kth time, conditioned on having

survived up to the beginning of that step. In addition,

note that g2 is the conditional density at the time of

failure in case the test item fails within the step interval

for which test item j visits environment Ee for the kth
time, conditioned on having survived up to the beginning

of that step.

When assuming a common family of life time distri-

butions within constant environments, i.e. specifying a

functional form for
�
lð,Þ, the likelihood may be further

derived using (16)–(19). Such expressions can be derived

for the Weibull life distribution using le(t)ZlebtbK1.
3. Prior distribution

Given the ordering of the severity of the testing

environments, it is natural to assume that

0hl0!l1 !.!lK !lKC1 hN; (20)

and, defining

ue Z eKcle (21)

for some constant c, it follows that

0huKC1!uK !.!u1 !u0 h1: (22)

The parameter c is chosen to insure numerical stability of

the results [15]. Rather than defining a prior distribution for

�
l exhibiting property (20), one may equivalently define a

prior for
�
uZ ðu1;.; uKÞ exhibiting property (22). Concen-

trating on
�
uZ ðu1;.; uKÞ, a prior distribution which is

mathematically tractable, is defined over the region

specified in (22), and imposes no other unnecessary

restrictions on the ue, is the multivariate Ordered Dirichlet

distribution,

Y
f
�
ujh;

�
ng Z

QKC1
eZ1 ðueK1 KueÞ

h,neK1

Dðh;
�
nÞ

; (23)

where, hO0, neO0, eZ1,.,KC1, and

Dðh;
�
nÞ ¼

QKþ1
e¼1 Gðh,neÞ

GðhÞ
;

XKþ1

e¼1

ne ¼ 1: (24)

Analogous to the above a beta prior distribution is

specified for the transformed parameter bZeKb.

Y
fbjg; kg Z

ðbÞk,gK1ð1 KbÞk,ð1KgÞK1

Bðk,g; k,ð1 KgÞÞ
: (25)

The prior distribution of b is assumed independent of the

prior distribution of
�
u.

Typically, to define the prior parameters, expert judg-

ment concerning quantities of interest are elicited and

equated to their theoretical expression for central tendency

such as mean, median, or mode [16]. In addition, some

quantification of the quality of the expert judgment is often

given by specifying a variance or a probability interval for

the prior quantity. Solving these equations generally leads to

the desired parameter estimates. Specific quantities of

interest for the problem at hand are the mission time

reliabilities for each stress environment.



Table 1

ALT test data ion terms of
�
rf ,

�
qf ,

�
sf

Test

item

1 2 3 4 5 6

ALT

stage 1
r1

j 495 500 295 500 395 500

q2
j 5 6 3 6 4 6

ALT

stage 2
r2

j 295 95 500 195 500 295

q2
j 3 1 6 2 6 3

Table 2

Prior and posterior parameter estimates

Ee Prior l�e Posterior l�e Posterior le

Interval data Type I censored

data

1 8.11!10K8 8.22!10K8 8.18!10K8

2 1.72!10K7 1.73!10K7 1.73!10K7

3 2.75!10K7 2.77!10K7 2.76!10K7

4 3.93!10K7 3.95!10K7 3.95!10K7

5 5.34!10K7 5.36!10K7 5.36!10K7

b* 2.03 2.33 2.32
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An additional advantage of the Ordered Dirichlet

distribution is that due to its mathematical properties, the

incorporation of expert judgment is facilitated. From (23),

for example, the prior marginal distribution for any ue is

obtained as a beta distribution given by

Y
fueg Z

ðueÞ
h,ð1Kne†ÞK1ð1 KueÞ

h,ne†K1

Bðh,ð1 Kne†Þ; h,ne†Þ
; (26)

where Bð,; ,Þ is the well known beta constant. This

distribution can be used to make prior probability statements

concerning mission time reliabilities at the different stress

levels due to the one-to-one relationships of these quantities
Fig. 4. Prior and posterior scale paramete
to ue. Specifically,

fRðtÞjue;bg Z PrfXO tjue;bg Z ðueÞ
tb=c; (27)

where {R(t)jue,b} is the reliability of a test item exposed to

environment Ee for a mission time t given ue.

To obtain the prior parameter values, estimates of prior

mission time reliabilities must be obtained. The focus is on

mission time reliabilities rather than failure rates, as these

may more easily be obtained through elicitation methods

focusing on observable quantities. Specifically, for a

specified mission length, an estimate of R�
e the mission

time reliability in environment e, a quantile estimate RL
3 for

the mission reliability at use stress, and an estimate of R83
mission reliability after G mission time durations at use

stress is required. Given this information, the following

problem is solved numerically to obtain the prior parameter

estimates [14]:

Solve QZ(c,h,n,g,k) from
1.
r fo
PrfR3ðtÞ%R�
3 jQgZ0:50
2.
 PrfR3ðG,tÞ%R83jQgZ0:50
3.
 PrfR3ðtÞ%RL
3 jQgZ1Kq, qZ0.95
4.
 PrfReðtÞ%R�
e jQgZ0:50, eZ1,.,K, es3

Thus with the exception of the quantile estimate, all prior

reliability estimates are treated as median values.

4. Posterior approximation

The expression for the likelihood given ALT data was

derived in Section 2 and resulted in expressions for interval

and expressions for type I censored data. Rather than

performing prior-posterior analysis using these expressions,

one may perform prior-posterior analysis by expressing

likelihood in terms of
�
u and b instead of

�
l and b using (21) and
r environment 2-interval data.
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using well known properties of the Ordered Dirichlet

distribution.

The posterior distribution follows for interval data and

type I censored data by applying Bayes Theorem to the

prior and the appropriate likelihood expressions. The

derivation of the posterior distribution is intractable in

most cases. It is therefore suggested to use the well known

MCMC (Markov Chain Monte Carlo) method approach

[17]. Through the MCMC approach, a sample of the

posterior distribution can be obtained. From the sample,

approximations of moments and an approximation of the

joint posterior distribution may be derived. The approxi-

mations of marginal posterior distributions and, using (27),

that of the mission time reliability at any stress level may

be derived by the estimation of their quantiles. These

quantiles may be estimated up to a desired level of

accuracy using order statistics arguments [18].

5. Example

The following example is designed to show the flexibility

of the Weibull ALT inference model. The use stress

environment will be E2 and different test items will be

subjected to different step patterns. Assume that the

following median mission time reliability estimates are

available for a mission time of 1000 h.
R�

1 Z 0:9; R�
2 Z 0:8; R�

3 Z 0:7; R�
4 Z 0:6;

R�
5 Z 0:5; RL

2 Z 0:4; R82 Z 0:2; G Z 2;

An approximate solution to the prior parameters may be

solved from the above data and follow as cZ2917399.332;

hZ747.06; n1Z0.2110; n2Z0.1833; n3Z0.1568; n4Z
0.1312; n5Z0.1065; n6Z0.2110; kZ472.74, gZ0.1308.

In this example, six proof-systems are available for

testing. The step data concerning environments in each step

and step interval times are specified for each testing stage, f,
Fig. 5. Prior and posterior shape
by the matrices Af and Tf below

A1 Z

1 2 3 4 5

1 2 3 4 5

5 4 3 2 1

5 4 3 2 1

1 3 5 4 2

1 3 5 4 2

0
BBBBBBBBBB@

1
CCCCCCCCCCA
;

T1 Z

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

0
BBBBBBBBBB@

1
CCCCCCCCCCA
;

A2 Z

1 3 5 4 2

1 3 5 4 2

1 2 3 4 5

1 2 3 4 5

5 4 3 2 1

5 4 3 2 1

0
BBBBBBBBBB@

1
CCCCCCCCCCA
;

T2 Z

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

100 100 100 100 100

0
BBBBBBBBBB@

1
CCCCCCCCCCA
parameter-interval data.
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In the second testing stage, failed items from the first stage

are assumed minimally repaired. Items that survive the first

stage are continued on test in the second stage.

The mission-time of the system was set to 1000 h. The

test results over the ALT are summarized in terms of
�
rf ,

�
qf

in Table 1. Note that q
f
j Z6 indicates that the test item has

survived the ALT stage without failure.

A prior-posterior analysis for both interval data and type

I censored data is presented. The Gibbs Sampling Method

was used to obtain posterior quantile estimates using test

data obtained over two ALT stages for: (1) the scale

parameters in each environment, and (2) the common shape

parameter. The length of the Gibbs-Sequence generated was

of length 100,000 and the Gibbs burn-in Gibbs lag period

was set to 25. MCMC diagnostics for this problem are

discussed in van Dorp et al. [19]. Results are provided in

Table 2.

Distributional result may also be obtained. For

example, Figs. 4 and 5 convey the prior and posterior

distribution for the shape and use stress scale parameter

for the interval censoring case. Distributional results for

the scale parameter or mission time reliability (for any

specified mission time) at any stress level may also be

produced. It follows from Figs. 4 and 5 that for this

particular example, the greatest shift is observed in the

distribution of the shape parameter rather than that of the

scale parameter.
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Abstract

A new probabilistic paradigm for calculating the uncertainty in casualty area of randomly reentering debris from orbital objects is

presented with exemplar calculations of casualty area associated with elements of a reentering Delta II launch vehicle second stage.

Sensitivity studies using a probabilistic paradigm for simulation of spacecraft random reentry disassembly have shown the importance of

including uncertainties. The sensitivity of casualty area to spacecraft orientation and consequent free-flying ballistic element orientation is

extreme. The notion of inherently stochastic processes during reentry is supported by recent data on recovered debris from the Space Shuttle

Columbia. Casualty area standards for spacecraft that rely on deterministic estimates may not be providing the level of safety assurance that

was intended.

q 2004 Elsevier Ltd. All rights reserved.
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1. Introduction

We offer a new paradigm for calculating casualty area of

randomly reentering debris from launch vehicles and

spacecraft. We also demonstrate the need for such an

approach by showing the extreme sensitivity of the results to

some highly uncertain input and model parameters.

Reentering spacecraft breakup or disassemble by aero-

thermal heating and aerodynamic stresses. Random reentry

is the term used for orbiting objects that do not have the

ability to deorbit on a controlled trajectory that avoids

populated areas. Controlled reentry is the term used when

there is an attempt to direct the reentry such that the bulk of

the spacecraft will land in water or known unpopulated land

areas. This paper is concerned with random reentry. Much

of a spacecraft’s mass will ablate in the atmosphere. The

surviving pieces might strike people on the ground. A

measure of surviving pieces used for randomly reentering

spacecraft is called casualty area and spacecraft design

standards that limit allowed casualty area have been

promulgated in the United States [1,2]. Casualty area may
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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be thought of as the sum of the union of the areas presented

by surviving pieces of reentering space vehicles with the

target area that people present on the ground. The standards

assume that casualty area of a randomly reentering space-

craft can be calculated relatively precisely. This is an

assumption that we dispute [3,4] and this paper provides

evidence to support our claim that such calculations provide

results that have significant uncertainty. Perhaps a con-

tributing factor to the notion that deterministic standards are

acceptable is that all prior calculation paradigms have been

deterministic, e.g. [5–9].

The detailed physical processes involved in spacecraft

heating, disassembly and burn-up are not understood well

enough for precise predictions to be made. Calculations,

therefore, involve uncertainties in the models as well as in

the physical properties and model parameters. These

uncertainties are reflected in a large variation over casualty

area. This paper reports on results of thousands of simulated

reentry trajectories, each with a different randomly selected

set of variables and parameters, in order to calculate the

uncertainty in casualty area and other intermediate out-

comes such as disassembly altitude.

This work is concerned with attempting to characterize

the effects of uncertainty on the calculated spacecraft
Reliability Engineering and System Safety 90 (2005) 148–161
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disassembly process. This paper also reports on sensitivity

studies completed to understand the importance of the

various uncertain parameters in the model for the purpose of

focusing future efforts on improved modeling of the most

sensitive parameters. The disassembly of a Delta II second

stage, focusing on the stainless steel propellant tank is used

as the exemplar reentering spacecraft because propellant

tanks have been recovered after reentry.
2. Motivation for the work

Reentry debris risks may be associated either with

ground impact of large surviving debris fragments or with

the release of hazardous materials. Refling [5] presented a

1992 review of orbital reentry risk predictions based on

empirical information. They show that for random reentries

the casualty expectation per unit casualty area depends only

on the orbital inclination angle. The current NASA

guidelines [1] for reentry debris, as well as those published

by the FAA [4], make reference to this review report.

Nuclear powered spacecraft represents a risk of atmos-

pheric release of a hazardous material. We formerly

completed a probabilistic nuclear safety analysis of the

Cassini Earth gravity-assist maneuver for the Interagency

Nuclear Safety Review Panel [10]. For nuclear safety, the

effects of uncertainties on the estimation of risk were

considered by defining probability density functions for

aerodynamic attitude, heat transfer rate and thermochemical

ablation properties. This allowed the development of a

probabilistic expression of nuclear fuel release in the

atmosphere [11].

Although we know of nobody who has been killed by

incoming space vehicle debris, the magnitude of the

potential problem is illustrated by Table 1 which shows

the number of random reentries during a single 14-day

period during the year 2000.
Table 1

Example of reentering space vehicles

Reentry date Description International

indentificationa

20 Oct 2000 Pegasus Debris 1994-029LY

23 Oct 2000 Pegasus Debris 1994-029EX

24 Oct 2000 Solwind Debris 1979-017CA

24 Oct 2000 Thorad Agena Debris 1970-025FW

25 Oct 2000 Ariane 4 Debris 1993-061J

26 Oct 2000 Pegasus Debris 1994-029ADK

27 Oct 2000 Long March 4 Debris 1999-057AG

28 Oct 2000 Thorad Agena Debris 1969-082DY

28 Oct 2000 Long March 4 Debris 1999-057V

31 Oct 2000 Pegasus Debris 1994-029XS

2 Nov 2000 Cosmos 1275 Debris 1981-053GR

3 Nov 2000 Ariane 1 Debris 1986-019BL

a The first four digits are the year of launch. The next three digits are the

launch number for that year. A letter designation is assigned to each orbital

object from that launch.
Previous efforts have attempted, with various degrees of

mathematical and computational complexity, to determi-

nistically predict the number of pieces (or fragments) that

survive and the total area of such pieces, e.g. [7,12–14].

Assumptions have been used to compensate for the very

large uncertainties in both the models and model par-

ameters. For example, the nature of how a reentering body

disassembles is not well known. That is, the altitude of

break-up, the size, shape and mass of fragments and their

trajectory and ablation characteristics may only be approxi-

mated using many simplifying assumptions. The use of

assumptions masks the inherent uncertainties. Table 2

provides our list of long-term research topics by showing

three categories of uncertainties: physical properties, break-

up and demise, heat transfer and trajectory.

The basis of the new paradigm is a relatively simple

physical–chemical model for the prediction of casualty area

that explicitly addresses the major state-of-knowledge

uncertainties and stochastic variability of phenomena.

Described in Sections 3 and 4, it is proposed as a

counterpoint to the highly complex and detailed determi-

nistic approach represented, for example, in [7]. A method

based on simple equations, which also accounts for

uncertainties, allows for an investigation of the effects of

such uncertainties on the quality of results, and demon-

strates the variation in results associated with the uncertain-

ties. Therefore, even relatively simple equations, when used

in a way that includes uncertainties, may provide insights

into the effect of uncertain parameters and stochastic

variables more clearly than a detailed deterministic model.

The resulting insights might then point the way toward areas

of research that will ultimately improve the accuracy of

prediction. In essence, as much as possible, we attempt to

replace assumptions with probability distributions that

represent the range of knowledge and the inherent stochastic

variability of the phenomena. In this manner, the uncer-

tainty in the range of possible casualty areas for a spacecraft

consistent with current knowledge is revealed.
3. Fundamental trajectory and thermal model

We are interested in calculating the uncertainty in the

breakup of reentering spacecraft, as measured by casualty

area. The uncertainty is caused by inexact modeling

capability, parameter variability, and parameter state-of-

knowledge uncertainties.

In essence, the approach attempts to replace assumptions

with probability distributions that represent the range of

knowledge and the inherent stochastic variability of the

relevant phenomena. In this manner, the uncertainty in the

range of possible casualty areas for a spacecraft consistent

with current knowledge is revealed.

Simplified physical models are utilized to highlight the

probabilistic aspects of the methodology. Reentry trajec-

tories are described by the equations of particle motion over



Table 2

Examples of significant uncertainties in the calculation of casualty area

Physical and thermochemical properties Break-up and demise Heat transfer and trajectory

Material properties Initial and altitude-dependent attitude of spacecraft Complex body geometry of spacecraft and its major

elements

Strength at temperature Attitude, orientation and trim or tumbling of debris

after spacecraft breakup

High altitude heat transfer and drag effects

Alloy dependent melting temperature Sparse observed data Adequacy of approximations needed to make

problem tractable

Chemical effects such as eutectic for-

mation, dissolution (e.g. melted Al/steel

interaction), surface oxide layer effects

Number of debris fragments after initial breakup Ballistic coefficients of debris after initial breakup

of spacecraft

Ablation energy Mass, shape and heating area of each fragment Effect of spacecraft motion (tumbling) on heat

transfer

Time/altitude dependent break-up of spacecraft

Break-up criteria

Shielding provided by one part of spacecraft for

another
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a spherical, non-rotating planet. A lumped-mass body

temperature model provides for reentry heating.

The calculation begins with the initial velocity, altitude

and angle of reentry of a space vehicle. Prediction of these

quantities from randomly reentering orbital space vehicles

is reasonably well understood. As with all previous reentry

breakup algorithms, the deterministic application of the

following equations assumes a spacecraft orientation (i.e.

attitude). Later in this paper, we investigate the effects of

accounting for orientation uncertainties. Given such initial

conditions, the following describes the simplified set of

heating, ablation and trajectory equations.
3.1. Heating

Temperature change for a lumped mass with convective

heating and radiative cooling (for each lump) is governed

by:

dT

dt
Z

A

mcp

½B2hðT0 KTÞK3sT4� (1)

where
T
 lump temperature
t
 time
A
 heating (wetted) area
m
 mass
cp
 specific heat
B2
 orientation factor (0!B2%1)
h
 heat transfer coefficient
T0
 air total temperature
3
 emissivity
s
 Stefan–Boltzmann constant.
The heat transfer coefficient for the convection term is

obtained from the Detra–Kemp–Riddell correlation [15]
which is valid only for hypersonic flow:

h Z
Dffiffiffi

R
p

ðT0 K300 KÞ

r

rref

� �0:5 V

Vref

� �3:15

(2)

where
D
 Detra–Kemp–Riddell coefficient
R
 heating radius
r
 free-stream mass density
rref
 reference mass density
V
 free-stream velocity
Vref
 reference velocity.
3.2. Ablation

Once the material reaches melt temperature, Tm, mass

change dM is determined by the material heat of fusion, hif,

according to:

dM ZK
dQ

hif

%0 (3)

where,

dQ

dt
Z A½B2hðT0 KTmÞK3sT4

m� (4)
3.3. Trajectory

Calculations with respect to orbital decay are able to

provide initial conditions for density, flight-path angle, and

velocity. The trajectory thereafter may be described as

follows according to [16]:

dg

dt
Z

g cos g

V

V2

gðRE CzÞ
K1

� �
(5)
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dz

dt
Z V sin g (6)

dV

dt
ZK

V2r0 eKz=a

2b
Cg sin g

� �
(7)

where
r0
 exponential atmosphere reference density
a
 exponential atmosphere scale height
z
 altitude
g
 flight-path angle, positive for ascent
g
 gravitational acceleration
RE
 earth radius
V
 free-stream velocity
b
 ballistic coefficient.
3.4. Disassociation and demise criteria

We use the term ‘demise’ to denote when a reentering

body or a fragment thereof has completely melted. This is of

practical interest because a body that has melted away

cannot strike the ground and contribute to a casualty area.

We use a strictly thermal criterion for demise. The heating

of a body must cause all of its mass to reach its melting point

and acquire its latent heat of fusion before reaching the

ground.

Disassociation is the term we use when a piece or

fragment of a reentering body, which we call an element,

breaks away from the rest. We use the term disassembly to

denote the overall process of break-up of a reentering body.

We investigated two disassociation criteria: a thermal

criterion and a stress/strength interference criterion. Using

the thermal criterion, an element disassociates when its

average temperature reaches the material’s melting point.

Using the stress/strength interference criterion, an

element disassociates when the calculated aerodynamic

stress exceeds the material strength. When disassociation is

calculated by either criterion, the fragment continues on an

independent ballistic trajectory using its initial conditions at

the time of disassociation. To do this, the trajectory and

heating of both the original spacecraft and the indepen-

dently falling elements are calculated.

From the material properties in Mil-Hdbk-5H, it was

concluded that two epistemic uncertainties are relevant.

First, room temperature strength is uncertain owing to our

lack of knowledge about grain direction, detailed specifica-

tion, form, hardness, and measurement uncertainty. Second,

the strength variation with temperature is uncertain as

material characteristics are modified with temperature. We

used very simplified stress calculations, which we called

pseudo-stress, based on aerodynamic drag. The uncertainty

in stress is assumed to vary with time because of the

proportionality with velocity-squared and air density.
We wish to know the altitude at which an element (e.g.

the propellant tank) disassociates from the spacecraft (e.g.

the Delta II second stage). As the quasi-static numerical

solution marches forward in time, altitude, stress, strength,

and element temperature are calculated at each time step.

Use of an approximate stress calculation is acceptable for

this work because we are interested only in the sensitivity

associated with changes of its values. The disassociation

altitude is taken in our calculations to be the higher of that

altitude at which stress exceeds strength or the element melt

temperature is reached. This altitude is recorded as the

disassociation altitude, along with trajectory angle, element

temperature and velocity. These become the initial con-

ditions for the element to continue on its independent

ballistic trajectory.

These calculations are done within a Latin Hypercube

simulation environment. Each trajectory from reentry to

ground is considered one Latin Hypercube trial. Most

uncertain parameters are sampled at the beginning of a

trial/trajectory and kept constant. However, some intrinsi-

cally vary during the trajectory. For example, we have

included strength and heat transfer parameters whose

median values and uncertainties are functions of tempera-

ture that change during the trajectory.
4. Probabilistic paradigm

We are interested in the projected range of areas that the

surviving fragments from randomly reentering spacecraft

might have as they hit the ground. In such a predictive

approach, we want to include not only the natural variability

of the processes involved in breakup and demise but also

uncertainty in the current level of knowledge about the

processes (see, for example, Table 2). Observations of

reentering spacecraft indicate that breakup of the spacecraft

and its elements is far from instantaneous and the details are

far from easily predictable. Indeed, the guiding principle

behind this paradigm is that very little is precisely

predictable with respect to spacecraft breakup. Elements

break-off (i.e. become separated from the spacecraft) and

trail behind the remaining main body of the spacecraft over

an extended range of altitudes perhaps as large as 40 km

during reentry. The elements that break-off from the

spacecraft, themselves, often fragment. Elements or their

fragments may ablate completely before reaching the

ground. The method is described below.

4.1. Simulate to obtain probability of element separation

Starting with incoming spacecraft initial conditions (e.g.

velocity, angle of reentry, and attitude), uncertainty in the

above parameters within Eqs. (1)–(4) produces a range of

possible break-up altitudes of a spacecraft. Solving

Eqs. (1)–(4) under a Latin Hypercube simulation shell

probabilistically develops this range. In fact, a probability



Fig. 1. Variation in disassociation altitude owing to parameter uncertainty.

2 There would also be a single piece that would be too small to survive.

Note that this argument is not mechanistic in that one could argue that
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distribution over break-up altitudes for each element of a

spacecraft is calculated. An example result is shown in

Fig. 1 for the stainless steel propellant tank of the second

stage of the Boeing Delta II launch vehicle.

Each trial selects a set of values from the uncertain

parameters and solves Eqs. (1)–(7) as a function of time

(and altitude). In effect, we simulate thousands of reentry

trajectories each with different parameter values in order to

understand the range of altitudes of element separation that

might occur owing to aleatory and epistemic uncertainty of

the parameters (e.g. h, 3, and B2). Thus, each element, e, of a

spacecraft is associated with a probability of separation at

each altitude, j, that is denoted by p
sep
e;j . A zero altitude in

Fig. 1 means that for the combination of parameters selected

the element did not reach the melt temperature and would be

expected to impact earth.

4.2. Element demise or survival

After element separation is established, the trajectory

calculation is reinitialized because the separated element

has a different ballistic coefficient, heat transfer coefficient,

and orientation factor than when attached to the spacecraft.

The initial conditions at separation are the velocity, altitude,

temperature and angle at separation with the new orientation

factor, heat transfer coefficient, and ballistic coefficient. The

simulation allows the analysis of heating, cooling and

melting for each element resulting from each postulated

altitude of separation from the reentry body. The fraction

ablated of each element is stored. Element–altitude pairs1

that exhibit demise do not contribute to the cumulative area

of surviving fragments and need not be carried further in the

calculation.

4.3. Element fragmentation

Elements may also fragment into smaller pieces. The

number of fragments and the area of each may be treated as
1 We denote an element–altitude pair by the combination of subscripts

e, j.
a random variable in that different reentries would be

expected to produce different fragments of the same

element. The problem of estimating this uncertainty can

be stated as follows: we are interested in the range of the

potential number of fragments and their sizes that might

survive to hit the ground, given the knowledge of calculated

element ablation from the step above. We estimate a lower

bound and upper bound. Clearly, the lower bound number of

fragments an element can break into and still survive to hit

the ground is one. The upper bound number may be

estimated as a function of the calculated amount of ablation

from the previous step (i.e. Eqs. (3) and (4)) for each

element–altitude pair. Suppose that calculation found that

X% of an element had ablated. This indicates that it would

be possible for fragments of (XC3)% of the total mass of the

original element to have survived.

There could have been as many as (100%/X%K1) of

these.2 There are practical limits that come into play as well.

For example, if X is small (i.e. much less than 10%), then for

all practical purposes the upper bound number of fragments

is unity. We calculate a fragment size/area for each possible

number of fragments of an element–altitude pair. We then

assign a probability of existence of each possible number of

fragments of each element–altitude pair (pe,j,k) using an

assumed hypergeometric distribution. We intend to treat

orientation and area per fragment probabilistically in the

future. This will allow us to treat the possibility that some

elements such as tanks might break open exposing a larger

projected area than the original element.
4.4. Fragment demise or survival

Having determined the widest range of fragments from

each element–altitude pair that might survive to hit the

ground, we determine if each fragment size within the

range indeed does survive. Eqs. (1)–(7) are again applied

using initial conditions that correspond to the element

conditions at the time and altitude of separation from the

reentering spacecraft. That is, fragmentation of an element

is assumed to occur at the element separation altitude. The

surviving size and projected area onto the ground of each

potential fragment of each altitude–element pair is

recorded. Because each fragment size/area ðA
frag
e;j;kÞ was

associated with a probability of existence ðp
frag
e;j;kÞ, we have

a probability distribution over surviving fragment sizes for

each element–altitude pair.
(100KX)% of the object survived so that the number of surviving objects is

1. In this step, however, we simply want to establish for now an upper

bound on a probability distribution over number of possible fragments. In

general, unity is not the upper bound.
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4.5. Fragment casualty area

Each surviving fragment area is augmented to become

casualty area by a standard formulation1,2 that adds

a diameter of a person to the diameter of an incoming

fragment. There obtains

Ac
e;j;k Z ðpÞ½D0 C ðA

frag
e;j;k=pÞ1=2�2 (8)

where
Ac
e;j;k
 casualty area of kth fragment of eth element and

separation altitude j as the fragment hits the ground

(after ablation, if any),
D 0
 augmentation diameter associated with the union of

areas of a person and a fragment,
A
frag
e;j;k
 area of kth fragment of eth element and separation

altitude j as the fragment hits the ground.
4.6. Probability aggregation

In order to derive the desired result, a probability

distribution over casualty area associated with spacecraft

reentry, we combine the above derived probability

distributions. To do this, we define area bins, denoted by

Ac
l . The first bin (lZ1) corresponds to zero area for all

fragments that completely ablate. The next bins are

incremented in 0.5–1 m2 increments. The probabilities of

fragments, p
frag
e;j;k, which have areas within the bin, are

added. This is sometimes called ‘aggregation’. For each

element, this is done at each altitude. However, for each

element we previously calculated the probability that the

element will separate from the spacecraft ðp
sep
e;j Þ. Thus, for

each element the probability of each area bin is given

below

pe;jðA
c
l Þ Z

Xnfrag

kZ1

pe;j;kðA
c
l !Ac

e;j;k %Ac
lZ1Þ (9)

peðA
c
l Þ Z

Xnalt

jZ1

pe;jðA
c
l Þp

sep
e;j (10)

where
nfrag
 maximum number of possible frag-

ments for element, e, at separation

altitude j,
nalt
 number of discrete altitudes for

which separation was calculated,
Ac
l
 representative bin l casualty area,
Ac
e;j;k
 final ground casualty area of frag-

ment k of element e starting at

separation altitude j,
pe;jðA
c
l Þ
 sum probability of fragments of the

element e at separation altitude j

that are of final casualty area Ac
l .
pe;j;kðA
c
l !Ac

e;j;k %Ac
lZ1Þ
 probability of fragment e, j, k

subject to the restriction that its

area is within bin l,
p
sep
e;j
 probability that element e separates

from the spacecraft at altitude j,
peðA
c
l Þ
 probability of occurrence of

casualty area Ac
l owing to

element e.
4.7. Element and total casualty areas

As a matter of notation, we define the probability

distribution over area for each element, {pe(A
c)}, as the set

of probability–area pairs for each bin lZ1 to nbins. There

obtains

fpeðA
cÞg Z ½Ac

1; peðA
c
1Þ;.;Ac

nbins; peðA
c
nbinsÞ� (11)

Then, by adding such probability distributions over all Ne

elements, the total probability distribution of casualty area is

obtained as follows

fpðAcÞg Z
XNe

eZ1

fpeðA
cÞg (12)

At this point in the work, we believe that the

individual element distributions, {pe(A
c)}, may be treated

as independent to a good approximation. However, there

is a strong correlation among the separation altitudes of

each element. If one element separates at a high altitude,

for a particular set of parameter values, then other

elements will tend to do the same. Therefore, the

probability distributions over separation altitude, p
sep
e;j ,

are correlated. This is included in the Latin Hypercube

simulation by using the same conditions that prompt one

element to separate at a particular altitude for all

elements.
5. Uncertain parameters

The purpose of the sensitivity studies described in this

section of the paper is to assess the relative significance of

the models and parameters of Eqs. (1)–(7) as applied to both

the reentering spacecraft and its disassociating fragments.

The usefulness of this exercise is twofold: (1) to focus future

research efforts on those uncertainties that most affect

reentry risk estimates, and (2) to demonstrate that because of

the large uncertainties and the sensitivity of casualty area to

these uncertainties, use of deterministic methods provides

limited insight and regulations based on the deterministic

methods may not be providing the safety assurance

previously thought. Table 3 lists the uncertainties that we



Table 3

Uncertain parameters for disassembly calculations

Parameter Distri-

bution

Median basis Standard deviation or uncertainty

basis

Specific heat, cp in (1) Normal 410 Stainless steel (460 J/kg/K) 10% of median

Melt temperature, Tm in (4) Normal 410 Stainless steel (1810 K) 10% of median

Heat of fusion, hif in (3) Normal 410 Stainless steel (2.75!105 J/kg) 10% of median

Emissivity, 3 in (1) and (4) Normal Neither polished nor rough surfaced 410

stainless steel. 0.38 as interpreted from the

data of [29]

Variations owing to rough or polished

surfaces. 10% of median as

interpreted from the data of [29]

Heat transfer coefficient, h in (1) and (4) Normal Velocity dependent correlation from [30] 18.5% of median from [30]

Second stage ballistic coefficient, b in (7) Triangular Calculated for assumed spacecraft orientation Variations owing to alternative

orientations

Propellant tank ballistic coefficient, b in (7) Triangular Calculated for assumed tank orientation Variations owing to alternative

orientations

Heat transfer orientation factor of element

within spacecraft, B2 in (1) and (4)

Triangular Spacecraft acts as a spinning

hemisphere, based on [31]

Variations owing to possible

alternative spacecraft orientations

Heat transfer orientation factor of indepen-

dent element (cylindrical propellant tank), B2

in (1) and (4)

Triangular Tank spinning on long axis (broadside) based

on [31]

Lower bound is for random tumbling

and spinning tank; upper bound is for

broadside non-spinning stable tank.

Based on [31]

Room temperature material strength Normal Based on 301 stainless steel in Mil-Hdbk-5H Variations in Mil-Hdbk-5H

Temperature factor on material strength Normal Based on 301 stainless steel in Mil-Hdbk-5H

up to 1100 K then extrapolation

15% of median up to 1100 K, then

based on variation due to alternative

extrapolation models

Pseudo-stress Normal Simple dynamic pressure model which varies

over the trajectory

Three times median value
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investigated and relates them to the above equations.

Table 3 shows the set of uncertain parameters used in this

study along with the basis for estimating median values and

uncertainties.

Some of the most significant unknowns are the trim

orientations of the spacecraft and the independently falling

elements. When we speak of orientation of a ballistic body,

we mean the way it is moving on its axes and the way it is

moving relative to the free stream velocity vector. For

example, a cylinder-shaped tank may be spinning on its long

axis with its velocity vector normal to this axis (called

broadside spinning), tumbling end over end on its short axis,

spinning and tumbling and/or precessing, not spinning such

that it presents a single face of the cylinder to the air-stream

(either broadside stable or end-on stable), or angled end-on

such that the stable trim orientation yields an acute angle

between the plane perpendicular to the cylinder axis and the

air stream. Deterministic methods cannot account for the

uncertainty in orientation and typically assume one, e.g. [17].

Sophisticated six degree of freedom calculations have

been attempted but the results are highly sensitive to

assumed initial conditions [18]. We believe, therefore, that

this uncertainty must always be a part of reentry

disassembly calculations. We have tried to capture this

uncertainty using the parameters for ballistic coefficient and

heat transfer orientation shown in Table 3. The sampling

procedure selects an orientation at the beginning of a

trajectory/trial and then we simulate the trajectory heating

and disassembly associated with this orientation. Because

we use thousands of trials, we in effect simulate thousands

of trajectories. This method provides a good estimate of
the calculated effects of uncertain trim orientation and

properly correlates ballistic coefficient with orientation

factor.
6. Sensitivity studies

The purpose of these studies is to assess the relative

significance of the uncertain parameters of Table 3 so that

future efforts can be pointed toward reducing the epistemic

uncertainties or improving the modeling in the most

significant areas. We used two model results as the metrics

of comparison. The first is the probability distribution of

casualty area. This was an obvious choice because space-

craft must now meet deterministic casualty area standards.

We found from our previous work that trends in casualty

area are easier to explain if the altitude at which an element

disassociates from the original spacecraft is known. There-

fore, we also used as a metric the probability distribution of

element disassembly altitude.

6.1. Effect of stress–strength interference

disassembly criterion

Typically, a material under stress will fail owing to its

reduced strength as temperature increases before it reaches

its melting temperature. Therefore, we expected that

including the stress–strength interference model described

in Section 3.4 would have a significant effect. Fig. 2 shows

two cumulative distribution functions of the altitudes at

which the propellant tank disassociated from the Delta II



Fig. 2. Effect of disassociation criteria on disassociation altitude.

Fig. 3. Correlation of element ablation to input parameters.
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second stage, one resulting from using a melt temperature

criterion and one resulting from the stress–strength inter-

ference criterion.

Each curve in Fig. 2 is an ordered set of points. Each

point on a curve is a result of a single simulated trajectory.

Each trajectory is a result of a single Latin Hypercube trial.

We see in the Thermal Criterion curve that approximately

60% of the simulated trajectories resulted in no disassocia-

tion of the element from the spacecraft. A zero altitude

indicates that the element did not reach its melting point

during the trajectory.

However, application of the stress–strength interference

criterion indicates that 60% of the simulated trajectories

resulted in disassociation of the propellant tank element at

w83 km or less. Indeed, in all trials the stress–strength

criterion predicted disassociation of the propellant tank. We

believe this to be, in some cases, a more realistic result than

provided by the thermal criterion.
6.2. Correlation of uncertain parameters

Our base case represents use of all Table 1 probability

distributions. We developed Spearman rank correlations

[19] to determine those parameters that are most closely

correlated with casualty area and disassociation altitude.

Each trial served as a sample for the correlation calculation.

Although correlation coefficients merely show whether or

not there is a statistically significant correlation of surviving

projected element area and disassociation altitude with the

parameters, in this case we argue there is also a physical

cause and effect relationship.

The surviving projected element area (which we use in

these sensitivity studies instead of casualty are) area is

inversely proportional to the ablation of a spacecraft

element. We found it convenient to show the correlation

coefficients in terms of ablation of an element. Fig. 3 shows

that the four parameters that most influence amount of an
element that ablates are: element melt temperature, heat

transfer coefficient, orientation factor, and radiative

emissivity.

A falling element is exposed to aero-thermal heating and

its temperature rises until it decelerates enough to allow

radiative cooling to overcome aero-thermal convective

heating. During simulation trials in which a materials melt

temperature is less than nominal, the melt temperature is

reached when the element has more of the heating portion of

the trajectory to transit, giving more opportunity for

ablation. Therefore, ablation increases with reduced melt

temperature and a negative correlation coefficient is

reasonable. The heat transfer coefficient and the heat

transfer orientation factor appear as multipliers in the

heating equations. Simulated trajectories in which these

have larger values increase the amount of heat that reaches

an element and ablation would, therefore, tend to increase as

indicated by positive correlation coefficients. Conversely,

increased emissivity increases radiative cooling of the

element and we would expect ablation to decrease. This

trend is indicated as a negative correlation.

Fig. 4 shows the input parameters that most influence the

altitude at which the propellant tank element disassociates

from the Delta II second stage. An element disassociates

from the spacecraft when the aero-thermal stresses exceed

the temperature dependent strength of the material. Because

they are multipliers that influence calculated spacecraft and

element heating, higher values of heat transfer coefficient

and heat transfer orientation factor increase element

heating, reduce element strength and induce disassociation



Fig. 4. Correlation of element disassociation altitude to input parameters.

Fig. 5. Sensitivity of element area to variations in the distribution of melt

temperature.
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at a higher altitude, hence, a positive correlation in Fig. 4.

Similarly, reductions in material strength would induce

disassociation at higher altitudes.

Parameters that induce cooling, such as emissivity,

would have an opposite effect. That is increases in cooling

would retard element disassociation and reduce the altitude

at which it might occur. Simulated trajectories in which

material specific heat is increased would have the effect of

retarding the materials strength reduction because material

temperature would rise more slowly. Therefore, increases in

specific heat would cause disassociation to occur at lower

altitudes.

Figs. 3 and 4 show only the parameters to which casualty

area and disassociation altitude are most sensitive. Vari-

ations in the parameters in Table 1 not shown in these

figures are less important to the results. These figures do not

show the magnitude of the sensitivities. This is the subject

of the next sections.
6.3. Magnitude of sensitivities

Our paradigm explicitly recognizes that important

parameters are uncertain. The intention of this work is to

determine how sensitive the results are to changes in the

uncertainties. This is somewhat of a departure from

traditional sensitivity studies which investigate the effect

of single value changes on point estimate results. Our results

are already uncertain and expressed as probability distri-

butions. We are investigating the effect of probability

distribution changes on the results.

We performed a sensitivity investigation for each of the

parameters in Figs. 3 and 4. The first result was that any

parameter with a correlation coefficient less than an absolute

value of 0.3 had a much smaller effect on results relative to
the others. Thus, we show the sensitivity of results for melt

temperature and heat transfer orientation factor relative to

casualty area (i.e. amount of ablation); and the results for

heat transfer coefficient and heat transfer orientation factor

relative to disassociation altitude.

In Fig. 5, the value of 7.8 m2 corresponds to the casualty

area of the Delta II second stage propellant tank element

when there has been no ablation. An area of zero

corresponds to complete ablation. This figure shows the

probability on the x-axis that the area will have the

corresponding y-axis area or greater. That is, the x-axis

shows the probability of exceedance of a casualty area. For

example, the base case shows that approximately 60% of the

simulated trajectories caused a casualty area corresponding

to no ablation, approximately 80% of the simulated

trajectories caused a casualty area w5 m2 or more, and

less than 10% of the trajectories caused the entire propellant

tank to ablate.

The base case corresponds to the use of all Table 1

probability distributions which describe one set of beliefs

about the uncertainties. The other two curves in Fig. 5 show

the effect of increasing and decreasing the uncertainty of

melt temperature. The curve labeled ‘Twice standard

deviation’ uses 20% of the median value of melt

temperature (362 K) as the standard deviation instead of

the base case 10% (181 K) of the median value. The curve

labeled ‘One-half standard deviation’ uses 5% of the median

value of melt temperature as the standard deviation. Notice

that higher standard deviations produce lower casualty

areas. If a trajectory occurs with a value of melt temperature

near the central tendency (w1810 K) or higher, then

ablation does not occur. As the uncertainty increases,

more trajectories will occur with lower melt temperatures,

which allow more ablation and lower casualty areas.



Fig. 6. Sensitivity of casualty area to variations in the element heat transfer

orientation factor distribution.

Fig. 7. Sensitivity of disassociation altitude to variations in heat transfer

orientation factor of spacecraft.

Fig. 8. Sensitivity of disassociation altitude to variations in heat transfer

coefficient.
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Fig. 6 shows a more interesting variation. As noted in

Section 2, the orientation of a spacecraft, as well as an

element, when it is an independent ballistic body is poorly

predicted. The base case assumed that the highest

probability orientation of the propellant tank was broadside

spinning corresponding to a heat transfer orientation factor

of w0.3 with an upper bound corresponding to a broadside

stagnation orientation (w0.7) and a lower bound corre-

sponding to random spinning and tumbling (w0.2). We

performed two sensitivity cases, one in which the central

tendency corresponds to broadside stable with a standard

deviation of 20% around that value; and one in which the

central tendency corresponds to random spinning and

tumbling with a standard deviation of 20% around that

value. It is interesting to note that one of the recovered

propellant tanks exhibited characteristics that indicate that it

fell in near end-on stable orientation for at least part of its

trajectory and may have changed orientation when a hole in

the tank occurred [13].

A stable orientation allows aero-thermal heating to

concentrate on a single side of the element. This is in

contrast to either a tumbling or spinning element which

distributes the heat and allows for more cooling. We expect,

therefore, that the broadside stable configuration would

exhibit more ablation and lower casualty areas than the

other two. Similarly, an orientation of random tumbling and

spinning provides more even distributed heating and

cooling than the others. Note the dramatic effect of

orientation. At exceedance probabilities of 50% and higher,

the results span no ablation to complete ablation. This result

is strong evidence that a deterministic approach in

predicting casualty area may be grossly incorrect if it
ignores uncertainties in orientation and the potential to

change orientation during the trajectory.

Figs. 7 and 8 illustrate the effect of changes on element

disassociation altitude of the distributions for the heat

transfer orientation factor while within the spacecraft and

element heat transfer coefficient, respectively. The propel-

lant tank element is attached to the Delta II second stage

until the altitude at which disassociation occurs.

In Fig. 7, the base case assumed that the highest

probability orientation of the spacecraft was a randomly

tumbling hemisphere corresponding to a heat transfer

orientation factor of w0.3 with an upper bound corre-

sponding to a combination of a stable broadside and

spinning sphere (w0.4) and a lower bound corresponding



Fig. 9. Exemplar sum of casualty area distributions of four Delta II

elements.
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to a random spinning and tumbling cylinder (w0.2). We

performed two sensitivity cases, one (called upper

estimate) in which the central tendency corresponds to

stable broadside (w0.7) with a standard deviation of 20%

around that value; and one (called lower estimate) in which

the central tendency corresponds to random spinning and

tumbling (w0.2) with a standard deviation of 20% around

that value. We see the importance of the spacecraft

orientation on the disassociation altitude. Orientations such

as stable broadside that enhance heating over an area

would tend to cause disassociation of an element from the

spacecraft at significantly higher altitudes. At the median

altitudes the difference between the upper and lower

estimate is w20 km.

In Fig. 8, the uncertainty is symmetric and increasing the

uncertainty has the effect of increasing the variation of

disassociation altitudes about the median.
7. Exemplar simulation results

We have developed example calculations to investigate

this new paradigm using four elements of the Delta II

second stage: stainless steel propellant tank, aluminum alloy

top skirt, titanium alloy small pressure sphere and titanium

alloy large pressure sphere. Observations of recovered

elements as well as predictions from previous work indicate

that aluminum elements typically exhibit demise, stainless

steel parts may partially ablate before hitting earth, and

titanium parts have a low probability of demise and are

expected to impact earth. The results treat uncertainty in

heat transfer coefficient, shielding factor, and radiation

emissivity. Uncertainty in ballistic coefficient and other

parameters are left for future work.

7.1. Element demise or survival

Consistent with expectation and observation, we calcu-

lated that the aluminum top skirt would ablate away during

all 2000 Latin Hypercube trajectory simulations for all

fragment sizes and parameter variations. This element

contributed nothing to the calculated casualty area on earth.

The small titanium pressure sphere is well shielded in the

trimmed orientation of a reentering Delta II second stage.

This coupled with its high melting temperature (1940 K)

gave the result that it would survive to earth impact with

little or no melting. Less than 1% of the 2000 simulated

trajectories exhibited melting and none of the trials

predicted complete ablation.

The large pressure sphere and stainless steel propellant

tank were more interesting. The large pressure sphere

location on the reentering vehicle afforded it somewhat less

shielding. Again consistent with expectation and obser-

vations, about 10% of the simulated trajectories exhibited

some melting with a wide variation in the amount of

ablation. The stainless steel propellant tank was located at
the nose end of the incoming vehicle and was essentially not

shielded from the aerodynamic heating. About 35% of the

simulated trajectories exhibited melting with approximately

5% of the selected parameter sets exhibiting more than 50%

ablation.
7.2. Total casualty area distribution

The total casualty area of an incoming vehicle is the sum

of the areas of all of its fragments. As a simple example, we

used the four elements mentioned above to produce Fig. 9.

The mean area is approximately 17.5 m2. The spike in the

distribution at approximately 17 m2 represents trajectories

over which element ablation is only a small fraction of the

total mass. Those simulated trajectories characterized by

areas in this range have elements that survived reentry

largely intact. The portion of the curve to the left of the peak

represents those simulated trajectories during which one or

more elements ablated. The portion of the curve to the right

of the mean represents those simulated trajectories during

which one or more elements fragmented. These represent

trajectories in which the elements fragmented into smaller

pieces and these pieces survived the remaining trajectory.

The total casualty area may be larger when an element

fragments for two reasons. First, fragmentation may expose

more area projected to the ground. Second, a casualty area is

a combination of actual fragment projected area and the

target area which is taken to be 0.3 m2. We see, therefore,

that element fragmentation may significantly increase

calculated casualty area.
8. Reality check: Columbia

On 1 February 2003, the Space Shuttle Orbiter Columbia

broke up during reentry. Although this was an unspeakable

tragedy, the debris collected will be a valuable contribution

to the advancement of the study of risk from reentering

debris. Prior to the Columbia tragedy, only some 250 objects



Fig. 11. Larger perspective of Columbia debris arranged according to

original location on the Orbiter (photo credit: NASA).

M.V. Frank et al. / Reliability Engineering and System Safety 90 (2005) 148–161 159
had been recovered from uncontrolled reentries since the

beginning of spaceflight [20]. Of these, about half were from

reentry of the Cosmos 954 satellite in 1978. With the

exception of the Cosmos 954 event [21,22], few were

thoroughly cataloged or studied in any detail (exceptions

include: [23,26]), and even fewer have been studied from

the perspective of reentry risk [5]. In contrast, search and

recovery operations following the Columbia accident

collected over 84,000 objects. This amounts to 84,900 lbs

of debris, accounting for 38% of the dry weight of

Columbia. The debris have been carefully cataloged, some

items were minutely analyzed for the accident investigation,

and all are now stored at Kennedy Space Center for future

study. A few observations on the Columbia debris are

relevant to the theme of this paper that the disassociation of

reentering vehicles is essentially probabilistic.

Information is drawn from the Columbia Accident

Investigation Board (CAIB) findings [27], and from first-

hand examination by the second author.

Even superficial examination of the recovered debris

illustrates variability in size. Maximum cross-sectional

areas range from less than 0.5 in2 to well in excess of

20 ft2. Similar variability holds for mass of recovered

debris, ranging from less than an ounce to 800 lbs. Of

course, such variability should be expected from objects of

disparate materials and construction. However the trends

also hold for debris of identical composition adjacently

situated on the intact Orbiter. Fig. 10 illustrates this point.

Shown are recovered fragments from the outer aluminum

skin of Columbia. The fragments are arranged in accordance

with their original configuration. The yellow grid is

arranged in 71-in. squares. Compare the large background

fragments with the relatively smaller foreground fragments.

White remnants of thermal tile are also visible attached to

the background fragments. The larger perspective on debris

in Fig. 11 confirms that such variability is not specific to
Fig. 10. Detail of Columbia debris arranged according to original location

on the Orbiter (photo credit: NASA).
Fig. 10. The area shown in Fig. 11 corresponds to the bottom

fuselage surface of Columbia (left third of the photo), the

right fuselage side-wall (moving to the right), and the right

payload bay doors (moving right up to the blue line). Within

each of these three regions, construction and materials are

essentially identical, with differences holding between the

regions. Also each region would experience similar

environments according to the differing positions on the

Orbiter. Yet, despite similarity in structure and environment

within each region, the variation within each region is

obvious, including large areas for which apparently no

debris has survived.

Comparison of the left and right wings of Columbia

during reentry offers a contrast between thermal failure and

structural failure. The accident investigation concluded that

breakup of the vehicle began with a breech in the left-wing

leading edge. This permitted severe internal heating of the

all-aluminum wing structure, and most likely caused

external insulation to debond and detach from the wing

surfaces. External left-wing surfaces were then additionally

exposed to severe external heating. The left wing eventually

lost structural integrity from thermal failure, leading

directly to loss of Orbiter control. Up to loss of control,

the right wing was performing essentially as designed, since

it still maintained full thermal insulation and structural

integrity. Commencing with loss of control, the right wing

most likely encountered aerodynamic loads beyond its

design capability. This would lead directly to structural

failure and breakup of the right wing, only then exposing

fragments to severe heating, and potential secondary

fragmentation.

First-hand examination reveals more details. Almost no

left-wing upper skin has been recovered, contrasting with

relatively large amounts of right-wing upper skin. This is

consistent with early loss of thermal insulation from the

left wing, leaving the aluminum substrate fully exposed to

severe heating. This would allow widespread melting of

the outer wing structure even before failure of the internal

structure. Fig. 12 compares fragments from the upper

surfaces of both wings. Recovered skin fragments tend to



Fig. 12. Comparison between upper surfaces of left wing and right wing of

Columbia (photo credit: CAIB).
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be at least partially covered by thermal insulation.

Recovered right-wing skin fragments seem to have

survived due to insulation remaining attached during the

most severe heating, with possible later detachment before

ground impact. Supporting the late-detachment scenario,

right-wing fragments tend to show more heat damage to

the internal side (unprotected after breakup) than to the

external side, even where insulation has detached.

Furthermore, little internal aluminum wing structure has

been recovered for either the left or right wing. This

internal, low-melting-temperature structure would comple-

tely lack any protection from heating due to wing breech or

once breakup occurs.

The Columbia debris suggests avenues for research to

improve reentry risk modeling. Of particular interest are

aluminum sheets and panels that once formed the substrate

to which external insulation was attached. The fragmenta-

tion mechanism of the substrate appears to be primarily

driven by structural rather than thermal loading, though

thermal loading may have contributed to secondary

fragmentation. In reentry risk assessments, as would be

required for future reusable launch vehicle (RLV) operation,

such fragmentation can significantly increase the predicted

casualty expectation compared to that resulting from either

an intact body. Also, some analysis tools currently in use for

satellite and expendable launch vehicle (ELV) reentry risk

assessment tend to account only for fragmentation from

thermal loading. This is because satellites and ELVs

typically lack reentry thermal protection, and aeroheating

loads reach a maximum prior to aerodynamic loads during

reentry. Understanding the fragmentation processes dis-

played in the Columbia debris would support accurate

modeling for future RLV reentry risk assessments, and

improve current modeling for ELV risk assessments.

Toward this end, a characterization of fragmentation

mechanisms should be compiled for relevant debris items,

namely fragments of aluminum substrate sheets and panels.

Such characterization will most likely require laboratory

analysis of fragment edge properties. This information,
accompanied by other compiled physical and configuration

data for the fragments, would form the basis for formulation

and validation of candidate fragmentation models.

Recovered composite components offer another unique

opportunity to study the response of materials to the reentry

environment. Composite materials are increasingly being

used for structures on new spacecraft. Since these materials

are not designed for reentry, little useful information is

available for modeling their response to severe heating.

Relevant composite use on Shuttle Orbiters includes the

graphite/epoxy payload bay doors, graphite/epoxy skin on

the Orbital Maneuvering System, and various composite

overwrapped pressure vessels (COPV). Several graphite/e-

poxy fragments and a 3!5-ft section of the payload bay

door were recovered from Columbia, as well as many intact

COPVs. Analyses should be performed to estimate

maximum temperatures during reentry based upon the

geometry and mass of the recovered composites, the

recovery location, and the projected altitude at which they

separated from the Orbiter. Physical evaluation might

include [28] detailed visual inspection, mapping of thermal

and structural damage, and destructive tests such as

sectioning for microscopic evaluation, differential scanning

calorimetry (DSC), dynamic mechanical analyses (DMA),

and thermal gravimetric analyses (TGA). DSC, DMA, and

TGA would reveal changes in physical properties of the

composite matrix, which may give indications of the

maximum temperatures that the composites experienced

during reentry. The TGA analyses would also contribute to a

model for the ablation of these materials. Concurrent testing

of virgin materials, as well as detailed numerical modeling

of ablation, would lead to simplified models for ablation of

specific materials. Such practical, yet accurate, ablation

models are currently needed for reentry risk assessment of

composite structures.
9. Recapitulation

Before we introduced our probabilistic paradigm for

randomly reentering spacecraft disassembly, all other such

predictive calculation techniques were deterministic. The

recently recovered Columbia fragments supports the notion

that stochastic variability is to be expected.

The approach expounded herein is admittedly simplified.

We simulate thousands of trajectories, each of which uses

samples from uncertain parameters in order to obtain the

uncertainty in key results such as casualty area. Using

relatively simple trajectory and heating models, this work

(1) investigated the variability of results owing to

consideration of the epistemic uncertainties and (2)

performed sensitivity studies on the probability distributions

to estimate which most influence the casualty area (or

element ablation) and disassociation altitude.

By use of the Spearman rank correlation process and

actual sensitivity calculations, we found that (1) orientation
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of the element after disassociation and the melt temperature

of the element most influence casualty area, and (2)

orientation of the spacecraft before disassociation most

influences the altitude at which elements disassociate or

break-off from the spacecraft. Indeed, the sensitivity to free-

flying element orientation of element casualty area is

extreme, with median results varying between no ablation

and complete ablation.

Based on these results we submit that any deterministic

approach that does not account for uncertainties in our

knowledge of spacecraft orientation, free-flying element

orientation, and melt temperature may be grossly in error.

Furthermore, because standards are based on such determi-

nistic predictions, they might not yield the assurance for

reducing casualty area that they are currently believed to

have.
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Abstract

In this paper we employ a Monte Carlo method to compute the first-order, differential sensitivity indexes of the basic events characterizing

the reliability behavior of the containment spray injection system of a nuclear power plant. An exemplification is provided as to how the

obtained sensitivity indexes can be used to drive improvements in the system design and operation.
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1. Introduction

In the nuclear field one of the principal activities for

applications of risk-informed regulatory processes is the

ranking of structures, systems and components with respect

to their safety-significance [1,2]. With reference to safety

systems in particular, this requires an analysis of how the

safety performance is affected by the stochastic behavior of

the components constituting the system: importance

measures [1–3] and sensitivity indexes [4] are often used

for this scope [3]. When realistic issues of system operation

are included, such as components’ ageing and maintenance,

load-sharing, etc. and when uncertainty in the components

parameters’ values exist, the computation of these measures

and indexes is not straightforward [5].

In this paper we illustrate a Monte Carlo simulation

method which allows to compute first-order, differential

sensitivity indexes [6–8]. The details of the method are

illustrated and a realistic case of a nuclear safety system, the

Containment Spray Injection System (CSIS) [7] is pre-

sented. The sensitivity indexes obtained are used to suggest

changes in the system design and operation.

In the application presented, the Monte Carlo

calculations are standard analog ones (no biasing).
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The introduction of biasing techniques can be easily

accommodated in the method to reduce the variance of

the Monte Carlo estimates. The calculations have been

performed by means of the MARA (Monte Carlo Avail-

ability Reliability Analysis) code, developed by the authors

at the Department of Nuclear Engineering of the Poly-

technic of Milan.

In Section 2, we present the Monte Carlo method for the

computation of first-order, differential sensitivity indexes.

Section 3 contains the results of the application of the

method to the Containment Spray Injection System. In

Section 4, the findings are summarized and some remarks

are given with respect to the method proposed.
2. Monte Carlo simulation of system transport

The stochastic transport of the states of an engineered

system, within a reliability and availability analysis is best

described by a non-linear integral transport equation in the

dependent variable j(t,k) defined below, which can take

into account the various phenomena (single and dependent

failures, repair, ageing, maintenance, etc.) which affect the

system life analysis [6,10]. In practice, since the transport

equation for j(t,k) still lacks of an explicit general analytic

solution, the Monte Carlo simulation method seems to be

the only viable approach suitable for assessing the

functionals of interest under practical, realistic conditions.

At a given time t, the system state, i.e. the configuration

of its NC components, is represented by a point (k,t) in
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Nomenclature

CLCS consequence limiting control system

CSIS containment spray injection system

LOCA loss of coolant accident

LWR light water reactor

RWST refuelling water storage tank
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the system phase space, where k2Z is an integer index

which codes all the possible system configurations

(j1; j2;.; jNC
), with ji being an integer which codes the

state of the ith component. The functionals to be estimated

are of the kind:

GðtÞ Z
X
k2G

ðt

0
jðt; kÞRkðt; tÞdt t 2½0;TM� (1)

where j(t,k) is the ingoing collision density, i.e. the

probability density of entering state k at time t, G is the set

of possible system states which contribute to the function of

interest Rk(t,t) and TM is the mission time. For a fixed time

t2[0,TM], the quantity defined by Eq. (1) has the general

form of an expected value of the kind

GðtÞ Z
Ð

f ðxÞgðx; tÞdx t 2½0;TM� (2)

where g(x,t)ZRk(t,t) is a function of the vector of stochastic

variables xhðt; kÞ distributed according to f(x)Zj(t,k)

which is a probability density function with respect to the

continuous variable t and a probability mass function with

respect to the discrete variable k.

The functionals we are interested in are the system

unreliability UR(t) and unavailability UA(t) at time t, so that

G is the subset of all the system failed states and Rk(t,t) is

unity, in the former case of unreliability, or the probability

of the system not exiting before t from the failed state k

entered at t!t, in the latter case of unavailability [6]. Note

that the above expression (1) is quite general, independent

of any particular system model which generates the j(t,k)s.

For the generic time t2[0,TM], the quantity G(t) in Eqs.

(1) and (2) depends on a vector of parameters p (e.g. in our

case of interest the components failure and repair rates, the

maintenance intervals, etc.) which appear in the function

g(x,t,p)ZRk(t,t,p) and in f(x,p)Zj(t,k,p). For simplicity of

notation we re-write (2) by expliciting the dependence

on the parameters p and neglecting the dependence on the

time t

GðpÞ Z
Ð

gðx; pÞf ðx; pÞdx (3)

We now refer to the case of G depending on only a single

parameter p and describe a procedure for the estimate of the

first-order sensitivity of G with respect to a variation of p,

namely dG/dp [6].

Let us set, for brevity

ghgðx; pÞ; g� hgðx; p CDpÞ

f hf ðx; pÞ; f � hf ðx; p CDpÞ (4)
Further, let us indicate with E[$] and E*[$] the expected

values of the argument calculated with the pdfs f and f*,

respectively.

Corresponding to the value pCDp of the parameter, the

definite integral (3) becomes

G� hGðp CDpÞ Z
Ð

gðx; p CDpÞ$f ðx; p CDpÞdx Z E�½g��

(5)

But we also have

G� hGðp CDpÞ Z

ð
gðx; p CDpÞ

f ðx; p CDpÞ

f ðx; pÞ
f ðx; pÞdx

Z E g� f �

f

� �
hE½h� ð6Þ

where we have set

hðx; p;DpÞ Z gðx; p CDpÞ
f ðx; p CDpÞ

f ðx; pÞ
hg� f �

f
(7)

Corresponding to a given Dp (in general such that

Dp/p/1), the Monte Carlo estimate of G* can be done

simultaneously to that of G: for each of N values xi sampled

from the pdf f(x,p), we accumulate the realization g(xi,p),

with the aim of calculating the sample mean GN Z �g as an

estimate of G, and we also accumulate the realization

h(xi,p,Dp) with the aim of calculating the sample mean

G�
N Z �h as an estimate of G*. By so doing, the sample means

GN and G�
N , calculated by using the same sample {xi} are

obviously correlated.

To compute the sensitivity of G with respect to the

variation of the parameter from p to pCDp, let us define

DGN Z G�
N KGN Z

1

N

XN

iZ1

ðhi KgiÞ Z �h K �g (8)

where for brevity, we set

hi hhðxi; p;DpÞ; gi hgðxi; pÞ (9)

The sensitivity vG=vp is estimated as:

E
DGN

Dp

� �
Z

1

Dp
E½hi Kgi� Z

1

Dp
ðG� KGÞz

1

Dp
ð �h K �gÞ

(10)
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and its variance is estimated as

Var
DGN

Dp

� �
Z

1

N

Var½h�CVar½g�K2E½hg�C2$G�$G

ðDpÞ2

� �

z
1

N

ðh2 K �h2
ÞC ðg2 K �g2ÞK2½h$g K �h$ �g�

ðDpÞ2

( )

ð11Þ

The value of G, with its variance, and the sensitivity
vG
vp

, with its variance, can be estimated by calculating,

for each value xi of the sample {xi} the four values gi h
gðxi; pÞ; g�

i hgðxi; pCDpÞ; fi hf ðxi; pÞ; f �i hf ðxi; pC
DpÞ and by accumulating the five quantities gi; g2

i ; hi h
g*

i ðf
*
i =fiÞ; h2

i hðg*
i ðf

*
i =fiÞÞ

2; higi hg*
i ðf

*
i =fiÞgi.

Note that biasing techniques can be easily accommo-

dated in the approach, which is actually intrinsically derived

from a biasing framework. Indeed, the integral in Eq. (6) can

be further manipulated by introducing a biasing function in

addition to f(x, p) and modifying accordingly the definition

of the function h(x, p, Dp).
3. Application to the containment spray injection system

3.1. Description of the system

We consider the Containment Spray Injection System

(CSIS) of a Light Water Reactor (LWR), whose function is
Fig. 1. CSIC simplified flow diagram [11]. Valves coloured in white are normally

normally closed (NC).
to deliver cold water containing boron through spray heads

from the Refueling Water Storage Tank (RWST) to the

containment volume during the first half hour after a large

Loss Of Coolant Accident (LOCA). The principal objective

of the CSIS is to reduce the pressure in the containment. The

CSIS also provides the preferred way for delivery of sodium

hydroxide to the containment for initial fission product

removal. Fig. 1 shows a simplified flow diagram of the

system. The CSIS consists of two redundant spray

subsystems from the RWST to the containment (paths A

and B). The valves colored in black in Fig. 1 are normally

closed during plant operation. In order to operate both

subsystems of the CSIS, valves V5 or V6 and V7 or V8 must

be opened and pumps P1 and P2 must be started. In the event

of a large LOCA this would normally be done by a signal

from the consequence limiting control system (CLCS). It

should be noted that valves V1 and V3 also receive a CLCS

signal to prevent those valves from being closed during the

CSIS operation or to open them should they have been

inadvertently closed. Refer to [11] for a comprehensive

description of the system.

The CSIS is designed on the following basis:
a.
ope
Either spray subsystem S1 or S2 will provide sufficient

spray to the containment atmosphere.
b.
 The CSIS is required to function only until the water

supply in the RWST is exhausted.
ned (NO) during normal operation whereas those coloured in black are



Fig. 2. Fault tree for the CSIS, adapted from [11].
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The CSIS is considered to fail its function when it is

incapable of delivering spray fluid from the RWST to the

containment atmosphere at a rate at least equivalent to the

full delivery from one of the two containment spray

pumps.

The fault tree corresponding to the CSIS failure event is

reported in Fig. 2. With reference to a mission time of 1

year and maintaining the original reference coding, in

Table 1 we report the probabilities of the basic events qj,

taken from [11], and the corresponding values of the failure

rates lj, jZ1, 2,.,33, assumed constant. The system

minimal cut-sets can be readily found by inspection of the

fault tree. There are three first-order cut-sets, one

consisting of a failure related to the RWST (event 1 in

Table 1), which is the only water supply for the CSIS,

whereas the others are common mode failures (Events 32

and 33 in Table 1). The first common mode failure refers to

the CLCS and accounts for the miscalibration of several

sensors that prevent the proper CLCS signal from reaching

the CSIS in the event of a LOCA. The second common

mode failure refers to the possibility that both CSIS flow

recirculation valves V2A and V2B were left open after the

monthly pump test due to an operator error. Several

second-order cut-sets also contribute to the CSIS unavail-

ability, arising from the combinations of all the failure

events related to one of the two injection paths with all

those of the other.
3.2. Results

The Monte Carlo sensitivity analysis procedure

illustrated in the paper in Section 2 has been applied to

the CSIS. The system unavailability at the mission time

of 1 year computed by MC simulation (107 trials) is

2.35G0.01!10K3, which compares well with the

approximate reference value of 2.4!10K3 from [11], as

expected.

In Fig. 3 we report the time-dependent behavior of the

first-order sensitivities indices of the system unavailability

vUA/vlj, jZ1,2,.,33. Fig. 4 zooms on the values at 1 year.

The CPU time required for the simulation was of about

2 min on an ATHLON 1400 MHz processor. The additional

burden in the simulation due to the computation of the 33

(number of parameters)!36 (time points) first-order

sensitivities was only a factor of 1.5.

According to the ranking produced by the sensitivities

indices in Fig. 4, the most important events are the three

first-order cut-sets: the RWST vent plugged and the two

common mode failures of operator errors on CLCS

calibration and after test of valves V2A and V2B. The other

events contributing to the second-order cut-sets have

sensitivities, which are lower of orders of magnitude. The

reason for this ranking stands in that, when no repair actions

are considered, the sensitivity with respect to the ljs gives



Table 1

Unavailability data of the failure events of the CSIS [11]

Event/component Code [11] Unavailability, qj Occurrence rate, lj (dK1)

1 RWST Vent Plugged CVT0001P 4.40!10K7 1.21!10K9

Failures on path A

2 V4A left closed CXVA004X 1.00!10K3 2.74!10K6

3 Motor operated valve V3 closed CMV100AC 1.00!10K4 2.74!10K7

4 V2A left opened CXVA002X 1.00!10K2 2.75!10K5

5 Filter F1 plugged CFLA01AP 1.10!10K4 3.01!10K7

6 Motor drive clutch disengaged (pump P1) CCL1A01G 3.00!10K4 8.22!10K7

7 Control circuit failure causes P1 not to start CST1A01F 1.00!10K3 2.74!10K6

8 P1 fails to start CPMA01AA 1.00!10K3 2.74!10K6

9 P1 discontinuous running CPMA01AF 1.50!10K5 4.11!10K8

10 Check valve V10 failed closed CCVA001C 1.00!10K4 2.74!10K7

11 Spray system A nozzles plugged CNZA001P 1.30!10K4 3.56!10K7

12 CLCS train A fails to command pumps and valves GCL01 4.60!10K3 1.26!10K5

13 Insufficient power (electric power system failure) JD00 4.10!10K5 1.12!10K7

14 Insufficient power (electric power system failure) JK00 1.10!10K6 3.01!10K9

15 Unavailability due to test No code 1.94!10K3 5.32!10K6

16 Unavailability due to maintenance No code 2.20!10K3 6.06!10K6

Failures on path B

17 V4B left closed CXVB004X 1.00!10K3 2.74!10K6

18 Motor operated Valve V1 closed CMV100BC 1.00!10K4 2.74!10K7

19 V2B left opened CXVB002X 1.00!10K2 2.75!10K5

20 Filter F2 plugged CFLB01AP 1.10!10K4 3.01!10K7

21 Motor drive clutch disengaged (pump P2) CCL1B01G 3.00!10K4 8.22!10K7

22 Control circuit failure causes P2 not to start CST1B01F 1.00!10K3 2.74!10K6

23 P2 fails to start CPMB01BA 1.00!10K3 2.74!10K6

24 P2 discontinuous running CPMB01BF 1.50!10K5 4.11!10K8

25 Check valve V9 failed closed CCVB001C 1.00!10K4 2.74!10K7

26 Spray system B nozzles plugged CNZb001P 1.30!10K4 3.56!10K7

27 CLCS train B fails to command pumps and valves GCL02 4.60!10K3 1.26!10K5

28 Insufficient power (electric power system failure) JC00 4.10!10K5 1.12!10K7

29 Insufficient power (electric power system failure) JJ00 1.10!10K6 3.01!10K9

30 Unavailability due to test No code 1.94!10K3 5.32!10K6

31 Unavailability due to maintenance No code 2.20!10K3 6.06!10K6

Common mode failures

32 CLCS signal fail to reach CSIS No code 1.00!10K3 2.74!10K6

33 Both V2A and V2B left open after test No code 9.00!10K4 2.47!10K6
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Fig. 3. Time-dependent first-order sensitivity indices vUA/vlj of the failure

events of the CSIS, jZ1, 2,.,33. ((- - -) event 1; ( ) event 32; (B)

event 33; (—) other events).
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indications on the relevance of an event with respect to its

logical role in the system, regardless of the probability that

the event actually occurs. This viewpoint is similar to that of

the Birnbaum importance measure [3]. As a consequence,

event 1 in Table 1 is ranked as the other two common mode

failures even though its occurrence rate is four orders of

magnitude lower. The very low likelihood of such event is

also the reason for the great uncertainty in the estimate of its

sensitivity.

Using the sensitivity ranking obtained within a risk-

informed framework, one can suggest corrective actions to

limit the criticality of the most significant events. In this

respect, we analyze the effects on the system of two

concurrent actions, both addressing the common mode

failure events (events 32 and 33 circled in Fig. 4), given that

the occurrence of the other first-order cut-set, the RWST

vent plugging, is rather unlikely.

The first action refers to the case that the CLSC

miscalibration can be detected immediately upon
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occurrence and a mitigating repair action is undertaken.

We take, for simplicity, a constant repair rate of arbitrary

value mZ0.5 dK1. The second action considers the

possibility of resorting to two independent testing teams

for valves V2A and V2B so that the contribution to the

failure of V2A and V2B due to a common mode event

vanishes and only the two independent failure events 4

and 19 remain. Fig. 5 shows the values of the sensitivities

in the overall modified situation: as expected, the

importance of the event of CLSC miscalibration is

significantly reduced (event 32 circled in Fig. 5). The

modification also results in a decrease of a factor of 5 in

the system unavailability, which becomes 4.75G0.07!
10K4. Note that if improvement actions were devoted to
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Fig. 5. First-order sensitivity indices vUA/vlj after the mitigating actions

evaluated at 1 year, jZ1, 2, ., 32.
mitigate the impact of RWST, i.e. the other first-order cut-

set, one would reasonably expect a much reduced

beneficial effect on the system unavailability, due to the

low probability of the cut-set. This information would

become evident with the use of probabilistic, rather than

structural information.

Obviously, the improvements obtained are dependent on

the assumptions made. Furthermore, for completeness of the

risk-informed evaluation, the economical impact of the

proposed corrective actions is to be evaluated to judge its

actual effectiveness. This aspect has not been considered

here.

Note that the variance of the derivatives estimates can

be reduced by adopting biasing techniques to force the

system evolution towards failure configurations [6]. A

priori information on the system cut-sets, if available,

can be useful in this case. As discussed previously,

biasing techniques can be easily accommodated in the

method.

Note finally that the estimation of the first-order

sensitivity index can be the basis for computing importance

measures that provide also probabilistic, along with

structural, importance information. For instance the com-

putation of different kinds of differential importance

measures is addressed in [9].
4. Conclusions

Recently, importance measures and sensitivity

indexes are being extensively used in risk-informed

applications to characterize the importance of basic

events at the level of their parameters, i.e. component

failure rates, human error rates, common cause failure

probabilities, etc. with respect to the risk associated to

the system.

In this paper we have illustrated a Monte Carlo

simulation method for automatically performing a first

order sensitivity analysis of the unavailability of a system

with respect to its parameters. The method, appropriately

adapted from the neutron transport field, is founded on an

integral formulation of the transport of the system states.

This represents the best model for assessing quantities of

interest in system engineering, such as reliability and

availability. Its implementation is such that the collection of

the necessary additional estimators and their manipulation

bear a limited additional burden to the cost of the

simulation.

An application to the containment spray injection safety

system of a nuclear power plant has been illustrated. An

exemplification has been provided as to how the importance

ranking that follows from the sensitivity indexes can be used

to efficiently drive corrective actions towards the relevant

weaknesses of the system.
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A. Barros*, C. Bérenguer, A. Grall

Institut des Sciences et Techonologies de l’Information de Troyes (ISTIT-CNRS), Equipe de Modélisation et Sûreté des Systémes,
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Abstract

The aim of this paper is to present a stochastic model to characterize the failure distribution of multi-unit systems when the current units

state is imperfectly monitored. The definition of the hazard rate process existing with perfect monitoring is extended to the realistic case

where the units failure time are not always detected (non-detection events). The so defined observed hazard rate process gives a better

representation of the system behavior than the classical failure rate calculated without any information on the units state and than the hazard

rate process based on perfect monitoring information. The quality of this representation is, however, conditioned by the monotony property

of the process. This problem is mainly discussed and illustrated on a practical example (two parallel units). The results obtained motivate the

use of the observed hazard rate process to characterize the stochastic behavior of the multi-unit systems and to optimize for example

preventive maintenance policies.

q 2004 Elsevier Ltd. All rights reserved.

Keywords: Failure rate; Hazard rate process; Non-detection; Monitoring; Multi-units system
1. Introduction

The classical failure rate (or hazard rate) is often used in

maintenance and reliability studies to characterize the

failure distribution of a single-unit system. It corresponds

to the probability per unit of time that a system fails at a time

t knowing that it has not failed until t. Many reliability

measures and maintenance optimization schemes are based

on the evolution of this probability [4]. For multi-unit

systems, the classical failure rate is also often used to

calculate reliability quantities but its connection with the

current stochastic behavior of the system can be discussed:

the current state of each unit is not considered and the

classical failure rate is an approximation of the actual

system failure probability per unit of time. This problem has

been first described in [12] by Proschan and then specifically

studied by Barlow and Proschan in [3] and by Arjas in [1,2].

Arjas gives in [1], the definition of a hazard rate process as
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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a stochastic extension of the failure rate notion in order to

take into account the current units states. For each

combination of the units states (which are supposed to be

perfectly known) the hazard rate process gives the actual

system failure probability per unit of time without any

expectations. Contrary to the classical failure rate which is a

deterministic function of the time, the hazard process is a

stochastic process whose paths depend on the units states. It

is closely linked to the stochastic behavior of the multi-unit

system and as a result it can be shown that maintenance

optimization schemes based on this hazard process allow

important savings in comparison with the ones based on the

classical system failure rate [10].

In this paper we propose first to extend the hazard rate

process notion for multi-unit systems to the case where only

imperfect information about the units state is available.

From a practical point of view the assumption of perfect

units information used in [1] to define the hazard process is

unrealistic. In many situations, some units are often

impossible or too expensive to monitor continuously and

perfectly. Here, the usual case of non-detection events is

considered [15]: the units are not directly observable and

their state must be inferred from a monitoring system which
Reliability Engineering and System Safety 90 (2005) 169–176
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Notation list

IEv indicator function of the event Ev

li failure rate of unit i in normal conditions
�li failure rate of unit i under stress conditions

l(t) classical failure rate of the system considering

system information level

Lt hazard rate process of the system considering

perfect monitoring information

Lo
t observed hazard rate process of the system

considering imperfect monitoring information

Lo
i ðiÞ partial observed hazard rate

pi non-detection probability of the unit i failure

T system lifetime

Ti natural lifetime of unit i (i.e. without shock)

To
i observed occurrence time of a unit i failure

Z occurrence time of a shock
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can fail. A failure of the unit i monitoring system

(probability pi) implies a non-detection of the unit i failure.

An observed hazard rate process is defined taking into

account these non-detection events.

The second part of this paper is devoted to the definitions

of classical failure rate, hazard rate process and observed

hazard rate process with relations between themselves. The

perfect and imperfect monitoring cases are also defined in

this part. In the third part, these definitions are illustrated on

a particular system S (two dependent parallel units). In the

last part, the evolution of the observed hazard rate process is

studied as a function of the monitoring quality (i.e. the non-

detection probabilities pi). Conditions on the non-detection

probabilities are identified in case of system S to specify

when the monotony property of the hazard rate process

calculated with perfect information still holds as the

monitoring deteriorates.
Table 1

Cases corresponding to the event TOt

Case 1 No failure before time t: ðT1 O t;T2 O t;ZO tÞ

Case 2 Failure of unit 1 before time t: ðT1 % t; T2 O t;ZO tÞ

Case 3 Failure of unit 2 before time t: ðT1 O t; T2 % t;ZO tÞ
2. Observed hazard rate process

2.1. Modelling assumptions

2.1.1. System

In the following, we consider a multi-unit system with

any structure, except when system S is specifically studied.

The number of units is noted n and their failure times are

modeled by random variables: Ti;1%i%n. Some common

cause failure (external traumatic events) can also make the

whole system fail at random occurrence time Z. The whole

system lifetime is noted T.

2.1.2. Perfect and imperfect monitoring

When the monitoring is perfect, the units failure times

Ti;1%i%n, the common cause failure times Z and the whole

system failure times T are exactly detected, without any

delay or any measurement error. Hence no degradation level

is measured, and the state of each unit is reduced to failed or

running. A failure of the whole system is also detected

perfectly at its occurrence time.

The imperfect monitoring studied here corresponds to

non-detection events on the units failure: a unit i failure is

detected with a probability 1Kpi and never detected with
a probability pi. The actual units failure times Ti;1%i%n are not

available and must be inferred from the observed ones

To
i;1%i%n with the following equations:

PðTo
i Z TiÞ Z 1 Kpi and PðTo

i ZNÞ Z pi: (1)

The failure times of the whole system T and of the common

cause failure Z are always perfectly detected. This case of

imperfect monitoring corresponds to many realistic situ-

ations: as soon as a unit i (a rectifier for system S) is not

directly observable, a monitoring device must be used

(detectors i) and the possible failures of this device must

also be taken into account (failure probability pi). In the

same time, the failure of the whole system can remain

obviously detectable (for example power shortage).
2.2. From the classical failure rate to the hazard

rate process

The classical failure rate (or classical hazard rate) [9] is

defined as follows

lðtÞ Z lim
h/0

1

h
PðT 2½t; t Ch�jT O tÞ (2)

where T is the lifetime of the whole system. The function

l(t) is deterministic. This quantity is relevant to study

single-unit systems: the current information on the system

lifetime T, which is taken into account in the conditional

part, corresponds to the current state of the single unit.

Hence the function l(t) is closely linked to the stochastic

behavior of the system and is exactly equal to the system

failure probability per unit of time. On the other hand,

when considering multi-unit systems, the relevance of

such a hazard rate is less obvious: current information on

the whole system lifetime T does not reveal the current

state of each unit. Taking for example system S, the

information TOt can correspond to the different cases

described in Table 1.
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Consequently, the classical failure rate is calculated by

expectations on all the unknown states, and l(t) is an

approximation of the actual system failure probability per

unit of time.

The hazard rate process Lt is defined by Arjas in [1] to

give a mathematical framework for the actual failure rate in

case of multi-unit systems. The monitoring is considered to

be perfect, so all the units failure times are always perfectly

known until the current time t. For a n-unit system, this

perfect monitoring information is modelled by the filtration

Ft [6] generated by the stochastic processes I(T%t), I(Z%t),

IðTi%t;1%i%nÞ. It corresponds to the exact history of the system

until time t, i.e. it indicates at each time which units have

failed beforehand (with the exact failure dates) and if the

whole system is running. Ft is added in the conditional part

of the hazard rate given by Eq. (2). Hence a new function Lt

is defined which is no longer a deterministic function but a

stochastic process and which is called here hazard rate

process:

Lt Z lim
h/0

1

h
PðT 2½t; t Ch�jT O thFtÞ: (3)
2.3. The observed hazard rate process

The assumption of perfect monitoring can be unrealistic

from a practical point of view: some units are often

impossible or too expensive to monitor perfectly. In this

work, we want to take into account imperfect monitoring in

the hazard rate process calculations. The aim is to define, in

case of imperfect monitoring, an “observed hazard rate

process” Lo
t which is obviously different from Lt, but which

is more connected to the stochastic behavior of the system

than the classical failure rate.

The definition of the hazard rate process given by Eq. (3)

is extended to the imperfect monitoring case by replacing

the perfect information on all the units Ft by the imperfect

information Fo
t . For any n-unit system, Fo

t is a filtration

generated by the stochastic processes I(T%t), I(Z%t),

IðTo
i
%t;1%i%nÞ. The variables T ; Z;To

i;1%i%n are the observed

system lifetime, the observed common cause failure time,

the observed units lifetime, given by the monitoring device.

Fo
t corresponds to the observed history of the system until

time t and indicates on [0,t] if a unit i failure has been

observed ðIðTo
i
%t;1%i%nÞZ1Þ or if a system failure has been

observed ðIðZ%tÞZ1; or IðT%tÞZ1Þ Hence an “observed

hazard rate” can be defined as follows:

Lo
t Z lim

h/0

1

h
PðT 2½t; t Ch�jT O thFo

t Þ: (4)
Fig. 1. System S model: CC, common cause failure; S, system output.
2.4. Relation between the three rates

The classical hazard rate and the observed hazard rate

process at time t can be seen as a projection of the hazard

rate process on the observed state space Fo
t which models

the available information on the units state until time t.
Actually, we have shown in [5] that the following relation

exists between Lt and Lo
t :

Lo
t Z EðLtjF

o
t Þ (5)

In the particular case piZ1 for iZ1;.; n; there is no

information on the units state and the filtration Fo
t is

generated by I(T%t), I(Z%t). Since the information on Z

is included in the information on T, the filtration Fo
t ; is

actually generated by I(T%t). If we note �F
o
t this particular

filtration, we have the following relation between the

classical failure rate and the hazard rate process:

lðtÞ Z EðLtj
�F

o
t Þ (6)

Hence, the observed hazard rate process (and in the extreme

case, the classical failure rate), is a representation of the

actual behavior of the system obtained by a projection on

the observed state space. One of the main problem with this

projection is that the monotony property of Lt cannot be

preserved: if the observed state space is closed to the actual

state space (modeled by the filtration Ft), the projection has

not a great impact on the shape of Lo
t . But the more this

space is reduced by the lack of information on the units, the

more the projection can change the paths of Lo
t . Discussion

and illustrations on this monotony problem are given in

Section 4.
3. Application to system S

Results presented beforehand are applied on a particular

system (called hereafter system S) to give relevant

illustrations of the so called classical failure rate, hazard

rate process, and observed hazard rate process
3.1. System S

System S is a two-units parallel system (Fig. 1) with

random lifetimes T1 for unit 1 and T2 for unit 2. When both

units are running, their respective failure rate are supposed

to be constant and are noted l1 and l2 (exponential lifetime

laws). When unit i fails, the extra stress is placed on the

surviving one whose failure rate is switched to a superior

one �lj ðlj! �ljÞ. This type of dependence can be seen as a
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continuous version of the one studied in [13,14] where

the failure of one unit can trigger immediately the failure of

the other unit (with a given probability). To model common

cause failure (external traumatic events), external

s-independent shocks are added which occur at rate l12

(random occurrence time Z) and make the whole system fail.

Consequently, if the natural lifetimes of units 1 and 2 are,

respectively, T1 and T2, their respective real lifetimes

are min{T1,Z} and min{T2,Z}. The total system lifetime

is noted T.

System S can correspond to many realistic cases.

Consider for example the high voltage system presented

in [11] consisting of a power supply and two pieces of

rectifier equipment for converting AC power to DC power.

The power plant should provide constant DC current

throughout the mission. When both rectifiers are operating

each of them provides one part of the desired current. If one

rectifiers fails, the other can tune the entire range with a

resultant change in the expected time to failure. We can also

consider a double-shell confining structure (tank, pressure

vessel,.) or a system consisting of an engine driven

generator/charger and backup batteries [7]. For confining

structure, the safety of the structure relies on both shells, and

if one fails, the other one is able to prevent a leakage, with a

resulting higher stress (higher corrosive actions or higher

mechanical constraints. For generator and backup batteries,

the safe device is able to provide sufficient power, but with a

risk of overload deterioration.
Fig. 2. Classical hazard rate and hazard rate process: l12Z0.5, l1Z1,

l2Z3, �l1 Z1:5, �l2 Z3:5.
3.2. The hazard rate process

In the case of system S, Ft is a filtration generated by

IðT1%tÞ; IðT2%tÞ; IðZ%tÞ and I(T%t). It indicates on [0,t] if one of

the unit has failed ðIðT1%tÞZ1; or IðT2%tÞZ1Þ or if the

whole system has failed ðIðZ%tÞZ1; or IðT%tÞZ1Þ. Hence

the hazard rate process can be rewritten as follows:

Lt Z L1ðtÞIðT1Ot;T2Ot;ZOt;TOtÞ CL2ðtÞIðT1!t;T2Ot;ZOt;TOtÞ

CL3ðtÞIðT1Ot;T2!t;ZOt;TOtÞ (7)

with

L1ðtÞ ¼ lim
h/0

PfT 2½t; t þ h�jT O t; T1O t;T2O t;ZO tg

h
;

L2ðtÞ ¼ lim
h/0

PfT 2½t; t þ h�jT O t; T1! t;T2O t;ZO tg

h
;

L3ðtÞ ¼ lim
h/0

PfT 2½t; t þ h�jT O t; T1O t;T2! t;ZO tg

h
:

The cases IðT1%t;T2%t;ZOtÞZ1 and I(Z%t)Z1 are not

considered because there are mutually exclusive with T>t.

Calculating the limits, we obtain for Lt:
Lt Z l12IðT1Ot;T2Ot;ZOt;TOtÞ C ð �l2 Cl12ÞIðT1!t;T2Ot;ZOt;TOtÞ

C ð �l1 Cl12ÞIðT1Ot;T2!t;ZOt;TOtÞ: ð8Þ

We can easily understand these results:
†
 when T1>t, T2>t, Z>t, the system can only fail because of

shocks and the actual system failure rate corresponds to

the occurrence rate of shocks. Hence LtZl12
†
 when T1!t, T2>t, Z>t, the system fails when unit 2 fails

or when a shock occurs. Since these events are

independent, the hazard rate process is equal to �l2Cl12.
†
 when T1>t, T2!t, Z>t, the system fails when unit 1 fails

or when a shock occurs. Since these events are

independent Lt Z �l1Cl12.
†
 in other cases the system has failed before t.

By comparison, we get for the classical failure rate l(t)

calculated with information on min(T,Z) only, the following

deterministic function

lðtÞ Z
N

D
(9)

with

N Z l2L2ð �l1 Cl12ÞCl1L1ð �l2 Cl12Þe
Kð �l2K�l1Þt

Klðl1
�l2 Cl2

�l1 K �l1
�l2Þe

KL1t;

D Z l2L2 Cl1L1 eKð �l2K�l1Þt K ðl1
�l2 Cl2

�l1 K �l1
�l2Þe

KL1t;

Li Z l1 Cl2 K �li; i Z 1; 2 and l Z l1 Cl2 Cl12:

Fig. 2 sketches an example of Lt and lt for system S.

Contrary to the classical failure rate, Lt is a stochastic

process whose paths depend on the realizations of the units

lifetime. For each of these paths we obtain the actual failure

rate. Hence the hazard rate process is exactly connected to
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the stochastic behavior of the system and can be very

efficient in the framework of maintenance optimization [8].
Fig. 3. Lt compared to Lo
t with l12Z0.5, l1Z1, l2Z3, �l1 Z1:5, �l2 Z3:5,

p1Z0.3, p2Z0.01.
3.3. The observed hazard rate process

With imperfect monitoring described in Section 2.1.2,

we have observed unit lifetimes To
1 and To

2 with PðTo
1 Z

T1ÞZ1Kp1 and PðTo
2 ZT2ÞZ1Kp2. The variable T and Z

are perfectly known. The observed hazard rate process

is calculated with this imperfect information, i.e.

the filtration added in its conditional part is generated by

IðTo
1
%tÞ; IðTo

2
%tÞ; IðZ%tÞ and IðT%tÞ. Hence Lo

t can be rewritten as

follows:

Lo
t ZLo

1ðtÞIðTOt;To
1
Ot;To

2
Ot;ZOtÞ

CLo
2ðtÞIðTOt;To

1
!t;To

2
Ot;ZOtÞ

CLo
3ðtÞIðTOt;To

1
Ot;To

2
!t;ZOtÞ (10)

with

Lo
1ðtÞZ lim

h/0

PðT 2½t;tCh�jTo
1 Ot;To

2 Ot;ZOt;TOtÞ

h
;

Lo
2ðtÞZ lim

h/0

PðT 2½t;tCh�jTo
1 !t;To

2 Ot;ZOt;TOtÞ

h
;

Lo
3ðtÞZ lim

h/0

PðT 2½t;tCh�jTo
1 Ot;To

2 !t;ZOt;TOtÞ

h
:

The Lo
i ðtÞ are the observed hazard rates corresponding to the

three possible running states of the system at t (not mutually

exclusive with T>t). They are calculated as follows:
†
 When the monitoring indicates ðTo
1 Ot;To

2 Ot;ZOt;

TOtÞ, because of non-detection events, the actual

system state can be either ðT1Ot;T2Ot;ZOtÞ, ðT1%t;

T2Ot;ZOtÞ or ðT1Ot;T2%t;ZOtÞ. All the possible

paths leading to a system failure on [t, tCh] must be

considered by expectation. The result is presented here

for L1s0 and L2s0 where LiZl1Cl2K �li for iZ1,2.

Similar calculations can be led for the complementary

cases. We get:

Lo
1ðtÞZ

N1

D1

; (11)

with

N1 ZeKðl1Cl2Þt l12 Kp2l2

l12 C �l1

L1

Kp1l1

l12 C �l2

L2

� �
;

C
p2l2

L1

eK�l1tðl12C�l1ÞC
p1l1

L2

eK�l2tðl12C�l2Þ;

D1 ZeKðl1Cl2Þt 1K
p1l1

L2

K
p2l2

L1

� �
C

X
isj2ð1;2Þ

pili

Lj

eK�lj t:
†
 When the monitoring indicates ðTo
1 Ot;To

2 %t;ZOt;TO
tÞ; the failure of unit 2 has been detected ðTo

2 %tÞ and the

system is still running since T>t. The “true” information

on both units can then be obviously inferred to be T1>t,

T2%t and we get:

Lo
2ðtÞZl12 C �l1: (12)
†
 When the monitoring indicates ðTo
1 %t;To

2 Ot;ZOt;

TOtÞ, Lo
3ðtÞ can be calculated like Lo

2ðtÞ and we get:

Lo
3ðtÞZl12 C �l2: (13)

Let us note that the classical failure rate l(t) defined in

Section 2.2 with only information on Z and T is a particular

case of Lo
t when p1Zp2Z1, and the hazard rate process Lt

is a particular case of Lo
t when p1Zp2Z0.

Fig. 3 sketches an example of the functions Lo
1ðtÞ, Lo

2ðtÞ,

Lo
3ðtÞ for system S. At the beginning of a cycle, the system is

new and the on-line information indicates:

To
1 Ot;To

2 Ot;ZOt;TOt. Hence Lo
t is equal to Lo

1ðtÞ. Then

if unit 1 (resp. unit 2) failure is detected, Lo
t “jumps” from

Lo
1ðtÞ to Lo

3ðtÞ (resp. Lo
2ðtÞ). If no unit failure is detected Lo

t is

equal to Lo
1ðtÞ until a shock or the system failure occurs.

Hence, as soon as one unit failure is detected, the paths of Lo
t

and Lt merge together. If it is not, Lo
t is an approximation of

the actual failure rate.
4. Monotony of Lo
t

4.1. Problem statement

In this section, we further investigate the impact of the

monitoring quality on the observed hazard rate process



Table 2

Conditions for Lo
1ðtÞ monotone increasing

Lo
1ðtÞ p1Z0 P1s0

p2Z0 No condition No condition

p2s0 No condition If ðl1 Cl2 ! �l1 and l1 Cl2 ! �l2Þ or if ð �li !l1 Cl2 ! �lj and pi%Ci)
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We look particularly at the monotony property of Lo
t : This

property is actually of great interest to characterize the

failure distribution of the system. An important result

should be to know for any system structure, if the

monotony of the hazard rate process with perfect

monitoring still holds with imperfect monitoring. Hence,

even if Lo
t does not correspond at any time with Lt, it can

be a correct representation of the system failure

distribution. The study of the monotony problem in the

general case has been led in detail in [5]. There is no

general result which allows to identify classes of multi-

unit systems such that their observed hazard rate process

is always monotone for different monitoring quality

levels. We show in [5], that the impact of the projection

described in Section 2.4 on the paths of Lo
t is different for

each case and that we can not identify clearly a “general

rule”: this impact depends jointly on the system structure,

on the system parameters (the units failure rates for

example) and on the non-detection probabilities. We

identify only in [5] classes of multi-unit systems (“MIFR”

and “IFR”) such that, for a fixed monitoring quality level,

we are sure that Lo
t is monotone increasing. These results

can be in theory interesting but, from a practical point of

view, the identification of such classes is as difficult as the

identification of monotone cases by studying directly the

observed hazard rate paths.

Hence, there is no general result which allows to

avoid or to simplify the calculations and the monotony

property must be studied specifically for each system and

for each monitoring level. The study presented here

concerns only system S, but it gives a good illustration

of the monotony problems and of the type of

calculations, which are required.
4.2. Study of system S

The paths of Lt can be described as random jumps from

L1ðtÞZl12 to L2ðtÞZl12C �l1 or to L3ðtÞZl12C �l2. Hence

Lt for system S has only monotone increasing paths. So we

look for the same property of the observed hazard rate

process paths.
Table 3

Conditions for Lo
1ðtÞ!Lo

k;kZ2;3ðtÞ

Lo
1ðtÞ p1Z0

p2Z0 No condition

p2s0 If ð �l1 ! �l2Þ or if ð �l1 O �l2 and p2%C2)
4.2.1. Increasing paths of Lo
t

The identification of monotone increasing paths is led

through the study of Lo
t paths. From Eq. (10) these paths

depend on Lo
1ðtÞ, Lo

2ðtÞ, Lo
3ðtÞ. The paths of Lo

t have been

described in Section 3.3 as random jumps from Lo
1ðtÞ to

Lo
2ðtÞ or Lo

3ðtÞ. Examples of such paths for Lo
t are sketched

on Fig. 5. As a consequence the observed hazard rate

process has always monotone increasing paths if the

functions Lo
1ðtÞ; Lo

2ðtÞ and Lo
3ðtÞ are non-decreasing in t

and if the values Lo
2ðtÞ and Lo

3ðtÞ are greater than Lo
1ðtÞ at any

possible jump time i.e. at any t>0. Hereafter conditions are

first identified for which Lo
1ðtÞ, Lo

2ðtÞ and Lo
3ðtÞ are non-

decreasing. Only the monotony of Lo
1ðtÞ is studied since the

other functions are constant. Then the value of Lo
1ðtÞ is

compared to Lo
2ðtÞ and Lo

3ðtÞ for t>0.

4.2.1.1. Variations of the function Lo
1ðtÞ. Table 2 sketches

the conditions for the deterministic function Lo
1ðtÞ to be

increasing in time. When one of the pi is zero, Lo
1ðtÞ is

increasing for any value (i.e. unconditionally) of the

parameters pi;li; �li and l12. When none of the pi is zero,

the monotony of Lo
1ðtÞ can be conditioned by the units

failure rate only or by the units failure rate and the

monitoring quality (pi%Ci). In this last case, when the

monitoring quality of one unit i deteriorates (i.e. pi

overpasses CiZ
ðl1Cl2K�ljÞ�li

liðliKljÞ
; isjZ1;2Þ, the function Lo

1ðtÞ

is no more increasing in time, if unit i is the unit with the

lower failure rate under stress condition ð�li! �ljÞ.

4.2.1.2. Comparison of Lo
1ðtÞ with Lo

2ðtÞ and Lo
3ðtÞ. Table 3

sketches the conditions for the deterministic function Lo
1ðtÞ

to remain below Lo
2ðtÞ and Lo

3ðtÞ. When both pi are zero,

Lo
1ðtÞ!Lo

k;kZ2;3ðtÞ for any value (i.e. unconditionally) of the

parameters. When one of the pi is zero, conditions on the

units failure rates �l2 and �l1 are identified. The probability pj

which is non-zero has an impact only if �l1O �lj. When none

of the pi is zero, we have Lo
1ðtÞ!Lo

k;kZ2;3ðtÞ and Lo
1ðtÞ

increasing under the same conditions.

4.2.1.3. Increasing paths of Lo
t . Table 4 sketches the

conditions for the stochastic process Lo
t to always have
P1s0

If ð �l2 ! �l1Þ or if ð �l2 O �l1 and p1%C1)

Same conditions as for Lo
1ðtÞ monotone increasing



Table 4

Conditions for Lo
t increasing paths

Lo
1 p1Z0 p1s0

p2Z0 No condition Lo
1ðtÞ!Lo

2ðtÞ and Lo
1ðtÞ!Lo

3ðtÞ

p2s0 Lo
1ðtÞ!Lo

2ðtÞ and Lo
1ðtÞ!Lo

3ðtÞ Lo
1ðtÞ monotone increasing
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increasing paths. It is obtained by taking the intersection of

Tables 2 and 3. Fig. 5 sketches an example of a monotone

increasing path and a non-monotone path for Lo
t when one

of the pi is zero. In this case p2Z0, p1>C1 and �l2O �l1.

Hence the condition Lo
1ðtÞ!Lo

2ðtÞ is not verified and non-

monotone increasing paths can be observed when To
2 Od

and To
2 ZminfTo

1 ;T
o
2 ;Z;Tg.

Fig. 4 sketches examples of non-monotone paths when

none of the pi are zero. It corresponds to the case �l2!l1C
l2! �l1 and p2>C2. Hence non-monotone paths occur for
Fig. 4. Lo
t paths with l12Z0.5, l1Z2, l2Z3, �l1 Z4:5, �l2 Z3:5, p1Z0.01,

p2Z0.6.

Fig. 5. Lo
t paths with l12Z0.5, l1Z1, l2Z3, �l1 Z1:5, �l2 Z4:5, p1Z0.5,

p2Z0.
example when To
1 Od and To

1 ZminfTo
1 ;T

o
2 ;Z;Tg (downward

jump) or when To
2 Om and To

2 ZminfTo
1 ;T

o
2 ;Z;Tg (non-

monotone path of Lo
1ðtÞ).
4.3. Frequency of non-monotone paths

The study of system S shows that the observed hazard

rate process Lo
t can have non-monotone paths whereas the

hazard process rate Lt is monotone increasing. Hence with

imperfect monitoring, the monotony property of Lt does not

always hold. It depends on the system parameters (failure

rates) and the monitoring quality (non-detection probabil-

ities). When such non-monotone paths are possible it can be

interesting to evaluate their frequency: for example on

Fig. 5, we want to know if the non-monotone paths obtained

when To
2 Od and To

2 ZminfTo
1 ;T

o
2 ;Z;Tg are frequent. Such

evaluations are obtained by simulations (Monte Carlo

simulation) on 105 histories. Fig. 6 sketches the probability

P of non-monotone paths for any non-detection probabil-

ities p1 and p2 in the following case: �l1!l1Cl2! �l2. When

p1%C1, the paths of Lo
t are always monotone increasing

(see Table 4) and PZ0. When p1%C1, Lo
t can have non-

monotone paths. In this case P increases with p1 and p2 from

0 to 0.14. This estimation of P must be combined with the

conditions given in Table 4 to evaluate the real impact of

monitoring quality on the observed hazard rate process.

Hence, even if the conditions are verified to have non-

monotone paths, the probability P that such paths occur can

be very low. In this case, Lo
t can still be a good

approximation of Lt in reliability studies or maintenance

optimization.
Fig. 6. Probability of non-monotone paths of Lo
t with l12Z0.5, l1Z1,

l2Z3, �l1 Z1:5, �l2 Z3:5.
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5. Conclusions

A new observed hazard rate process Lo
t has been defined

to approximate the actual failure rate of an imperfectly

monitored (non-detection events) multi-unit systems. The

application on a practical industrial example allows to

illustrate this definition and shows that there exists some

configurations (depending on the system parameters and the

monitoring quality) for which the monotony property of the

actual failure rate is not always kept by Lo
t . The frequency

of non-monotone paths of Lo
t (whereas Lt is monotone

increasing) has been evaluated by simulations and the

results show that the observed hazard rate process, even if

non-monotone, can still be a good representation of the

system failure distribution. In this case, the use of Lo
t to

make decision on the system, and for example to optimize a

maintenance policy, can still be of great interest [5,7].

Moreover, the study of the monotony problems led in [5]

and illustrated here, show that the monotony property must

be studied specifically for each case and there is no general

result which allows to avoid or simplify the calculations.

Our further work on this subject is consequently devoted to

algorithm developments to calculate Lo
t for complex system

structures and to study directly the different types of paths as

well as their frequency.
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Abstract

The process industry is increasingly making use of Risk Based Inspection (RBI) techniques to develop cost and/or safety optimal

inspection plans. This paper proposes an adaptive Bayesian decision model to determine these optimal inspection plans under uncertain

deterioration. It uses the gamma stochastic process to model the corrosion damage mechanism and Bayes’ theorem to update prior knowledge

over the corrosion rate with imperfect wall thickness measurements. This is very important in the process industry as current non-destructive

inspection techniques are not capable of measuring the exact material thickness, nor can these inspections cover the total surface area of the

component. The decision model finds a periodic inspection and replacement policy, which minimizes the expected average costs per year.

The failure condition is assumed to be random and depends on uncertain operation conditions and material properties. The combined

deterioration and decision model is illustrated by an example using actual plant data of a pressurized steel vessel.

q 2004 Elsevier Ltd. All rights reserved.

Keywords: Maintenance; Risk based inspection; Gamma process; Adaptive bayesian updating; Measurement error; Renewal model
1. Introduction

In order to illustrate the requirements, which are

necessary for the development of a suitable model, we

start with a general introduction on current practices in the

process industry concerning the use of decision models for

inspection planning.

1.1. Risk based inspection

Since the late 1980s, numerous companies and organiz-

ations have developed several qualitative and quantitative

models to aid plant engineers with the prioritization of

component inspections. The average chemical process plant

or refining installation will have thousands of components

like pipelines, columns, heat exchangers, steam vessels, etc.,

which operate under significant pressure. This pressure,

combined with the corrosive nature of the chemicals inside

the systems and the exposure to the weather on the outside,
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.

doi:10.1016/j.ress.2004.10.004
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will degrade the quality of the construction material of the

components. Among the most common degradation mech-

anisms are internal and external thinning (e.g. due to

corrosion), stress corrosion cracking, brittle fracture and

fatigue.

The highest uncertainties in the decision model are

associated with the rate at which these mechanisms reduce

the resistance of the construction material. Inspections are

used to reduce this uncertainty, but since current wall

thickness or crack length measurement techniques are not

perfect, the measurements contain (small) errors. Some

inspection techniques, e.g. ultrasonic wall thickness measure-

ments, are highly accurate, but there is always the spatial

variability in the measurements. This means that the quality of

the material is not uniform for the whole component.

Inspections have to be carried out such that the most critical

spots are covered and such that the average measurement is

representative for the complete item. Decision models should

take these measurement errors into account.

1.2. Current methodologies

A common approach in tackling the inspection problem,

is to start with a prioritization. This means that usually a
Reliability Engineering and System Safety 90 (2005) 177–185
www.elsevier.com/locate/ress
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more qualitative model is used to determine the components

which constitute the highest risk. The assumption is that

80% of the risk is generated by only 20% of the components.

This prioritization is then followed by a detailed quantitat-

ive analysis of these high-risk items, in which the remaining

lifetimes are estimated and the consequences of failures are

modelled. The American Petroleum Institute (API) has

published a large document [1], which describes the

methodology developed in cooperation with an industry

sponsor group. This document has become a methodology

in itself and is used by many companies as a basis for further

development.

Typically, structural reliability methods are used to

estimate the failure probabilities of the components. The

condition of the construction material is described by a state

function g, which is represented by a resistance (R) minus

stress or load (L) model:

g Z R KL: (1)

The uncertain variables in this model usually have normal

probability densities with suitable parameters assigned to

them. The failure probability is then approximated at the

limit state gZ0 or RZL by using a reliability index method

(e.g. FORM: First Order Reliability Method). Many of the

methods currently applied in the process industry, also make

use of a simple discrete version of Bayes’ theorem to update

prior knowledge on the rate of degradation with inspection

results. The likelihood in Bayes’ formula represents the

likelihood of an inspection result correctly identifying the

state of the component.

In the following sections a different approach to this

problem is taken. The gamma stochastic process is used to

model the degradation and the parameters of this process are

updated using inspection data. This is inspired by the

successful application of this stochastic process to the

problem of optimally inspecting large civil structures like

storm–surge barriers [2] and dikes [3]. The purpose of this

paper is to illustrate the versatility of the gamma process and

to show that there is great potential for its use in the process

industry. Characteristically, in the development of most

current models, many assumptions and simplifications are

applied in order to keep the models easy to use. We will use

the same assumptions in order to avoid large amounts of

input and to keep the necessary input as simple as possible.
2. Modelling the deterioration

In this paper we will only consider degradation due to

corrosion, but the application of this model is not restricted

to this damage mechanism. For this purpose we will first

define the corrosion state function, after which the gamma

process with suitable parameters is introduced.
2.1. Corrosion state function

The state function for thinning due to (internal) corrosion

is taken from [1] and is defined as:

gðtÞ Z S 1 K
Ct

r0

� �
|fflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflffl}

Resistance

K
Pd

2r0|{z}
Load

; (2)

where S (MPaZ10 bar), C (mm/yr) and P (bar) are random

variables representing the material strength, corrosion rate

and operating pressure, respectively. This model assumes

that thinning will cause a failure due to ductile overload, i.e.

the material becomes distorted and is no longer able to carry

the stresses and loads which are present. The component

diameter d (mm) and the initial material thickness r0 (mm)

are assumed to be known. The amount of wall loss at time t

is given by C!t (mm). Eq. (2) is a stress–strength model

where the strength is reduced as the steel wall becomes

thinner. The equivalent state function in terms of wall loss is

given by

gðtÞ Z r0 K
Pd

2S

� �
KCt: (3)

The component is assumed to fail when the limit state is

reached, i.e. when g(t)Z0. From Eq. (3) we can deduce the

critical safety margin m:

m Z r0 K
Pd

2S
: (4)

This margin represents a random failure condition due to the

random variables P and S.

Each component will usually have a corrosion allowance

assigned to it. This is a value given by the manufacturer of

the component and represents the amount of wall loss up to

which the component is supposed to function safely under

normal operating conditions. In general, this corrosion

allowance is fairly conservative, therefore it should be less

than the failure condition m. This means that we can write

the corrosion allowance as a percentage of the critical safety

margin: rm with 0%r%1. We will use this value as the

replacement level, i.e. we will preventively replace the

component if the wall loss is more than the corrosion

allowance.

2.2. Gamma deterioration process

Instead of using a reliability index method, we will

model the cumulative wall loss with a gamma process. We

will use the following definition for the gamma density with

shape parameter aO0 and scale parameter bO0

Gaðxja;bÞ Z
ba

GðaÞ
xaK1expfKbxgIð0;NÞðxÞ; (5)

where GðaÞZ
ÐN

tZ0 taK1eKtdt is the gamma function and the

indicator function is defined as: I(0,N) (x)Z1 for x2(0,N)
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and zero otherwise. The stationary gamma process with

shape function at O0 and scale parameter bO0 is a

continuous-time process {X(t): tR0} with the following

properties:
(1)
 X(0)Z0 with probability one,
(2)
 XðtÞKXðtÞwGaðaðtK tÞ; bÞ for tO tR0,
(3)
 X(t) has independent increments.
As first proposed by Abdel-Hameed [4], let the amount of

deterioration at time t be denoted by X(t) and the probability

density function of X(t) be given by

fXðtÞðxÞ Z Gaðxjat; bÞ: (6)

The amount of wall loss Ct in the state function given by Eq.

(3) is therefore represented by the process X(t). There are a

number of advantages to using the gamma process. Most

interestingly, the increments are always positive, therefore

increases in wall thickness are not allowed for. The fact that

increments are independent and therefore exchangeable fits

well with the physics of corrosion and deterioration in

general. As opposed to the reliability-index method, the

gamma process properly models the temporal variability of

the deterioration.

Using moment generating functions, it can be proven that

the expectation and the variance of the process X(t) are

given by:

EðXðtÞÞ Z
a

b
t and VarðXðtÞÞ Z

a

b2
t: (7)

Assuming that the expectation and variance are linear in

time, i.e.

EðXðtÞÞ Z mt and VarðXðtÞÞ Z s2t;

we find that the parameters of the process X(t) are defined

as:

a Z m2=s2 and b Z m=s2; (8)

where m is the average deterioration rate and s2 is the

variance of the process. These two parameters are uncertain

and assessing both variables for each individual component

is very cumbersome. In order to keep the method practical

and easy to use for the plant engineer, we will fix the

standard deviation s relative to the mean m through the use

of a coefficient of variation y (this coefficient is often

referred to as the COV):

s Z nm0n Z s=m: (9)

This approach is used in many of today’s RBI models for the

process industry: the coefficients of variation for the

uncertain variables are predetermined by expert judgment

and subsequently fixed in the model. Using (9), the

probability density function for X(t) in (6) reduces to

fXðtÞðxÞ Z Ga x
t

n2
;

1

mn2

				
�
:

�
(10)
Now only the uncertain variable m for the average corrosion

rate is left to be assessed. In Section 4, a suitable prior

density for this variable is defined and the consequence of

fixing s relative to m is discussed.
3. Review of inspection models based on

the gamma process

Inspection models based on the gamma process for

deterioration are not new. Here we provide a short overview

of the application of the models in the past. None of the

following references deal with imperfect inspections, which

is the topic of this paper.

Abdel-Hameed [5,6] studied an optimal periodic inspec-

tion policy model based on the class of increasing pure jump

Markov processes. He provides a hypothetical example using

the gamma process, which is a member of this class. In his

model, failure can only be detected by inspection. Other

characteristics of the model are the use of a random failure

level and wear-dependent costs. Park [7] considered the same

model as Abdel-Hameed, but failure is assumed to be

discovered immediately without the need for an inspection.

Also, Park considered a fixed failure level and the model was

later generalized by Kong and Park [8] by including a random

failure level. An adaptive Bayesian version of Park’s model

is presented by van Noortwijk et al. [9,10] in which the

average rate of deterioration is uncertain. This model also

includes the first application of discounted costs. Jia and

Christer [11] provide essentially the same model as Park [7],

but they include one more decision variable: the optimal time

of the first inspection. The optimal time interval for periodic

inspections then starts from the time of the first inspection.

More recently, Dieulle et al. [12] and Grall et al. [13,14]

treated a more extensive inspection model based on that of

Park [7]. It includes an optimization for aperiodic inspections

which are scheduled by means of a function of the

deterioration state. Failure is detected only by inspection

and a cost of unavailability of the system per unit time is

included to account for repair times.
4. Inspection updating

Due to the fact that most components are usually at most

inspected every 2 years, with the average inspection interval

being about 6–8 years, there is not enough data available for

a statistical analysis. Using Bayesian updating, we can

efficiently incorporate the inspection measurements and the

engineer’s prior knowledge or estimate of the average

deterioration rate m.

4.1. Choosing the prior

Due to the large number of components and the usually

limited experience of the plant engineer with probability



Fig. 1. The API discrete prior and the related (continuous) inverted gamma

density.
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theory, it is not feasible to ask this engineer to assess a

suitable density for m. In line with current practices in the

process industry, we will only ask for an average corrosion

rate over which a default density will be placed. The API [1]

suggests the use of a simple discrete prior density, which is

shown in Fig. 1. The idea behind this density is that the

model has 50% confidence in a corrosion rate which is less

than or equal to the rate assessed by the plant engineer. The

other 50% is divided into 30% between 1 and 2 times the

assessed rate and 20% between 2 and 4 times the engineer’s

estimate. These probabilities are suggested when the

confidence in the data or estimate is low. They are generally

obtained from published data, corrosion rate tables or

predefined default values [1]. The expert judgment or the

generic deterioration data is not explicitly assumed to be an

underestimation. We believe that engineers do not by

default underestimate the corrosion rate, but prefer to be

conservative and use a higher expected corrosion rate in

case of uncertainty. Our experience with practices in the

process industry has shown that plant engineers prefer to be

‘on the safe side’. For medium and high confidence

estimates, the distribution of densities for the three state

categories is {70%, 20%, 10%} and {80%, 15%, 5%},

respectively.

For our gamma process model we will not use this

discrete prior, but a continuous inverted gamma density.

The definition of this density is given by

Igðxja;bÞ Z
ba

GðaÞ

1

x

� �aC1

exp K
b

x


 �
Ið0;NÞðxÞ: (11)

Notice that a random variable X is inverted gamma

distributed if Y ZXK1 wGaðxja;bÞ with shape parameter

aO0 and scale parameter bO0. With suitable choices for

the parameters, we can again define a default prior density

for m as is shown in Fig. 1. Most confidence is placed
between the engineer’s assessment and 2–3 times this value.

The prior density in Fig. 1 is arbitrarily chosen for the

purpose of demonstration. In practice, the parameters of this

density should be determined using expert judgment. As in

the discrete case, one could also define a number of different

default priors from which the practitioner can select the one

which best represents his own confidence/uncertainty in the

degradation rate.

In the following sections we will use Bayes’ theorem to

update the prior density with an inspection measurement to

obtain a posterior density. The continuous version of Bayes’

theorem is given by

pðmjxÞ Z
lðxjmÞpðmÞÐN

mZ0 lðxjmÞpðmÞdm
; (12)

where p(m) is the prior density, l(xjm) the likelihood of

measurement x given m and p(mjx) is the posterior density.
4.2. Case 1: perfect inspections

The choice for the inverted gamma prior becomes clear

when we only consider perfect inspections. In other words,

we first assume that we can measure the exact wall

thickness. We can then precisely determine the amount

of wall loss x at time t and it can be proven that the posterior

p(mjx) is given by

pðmjxÞ Z Ig m a C
t

n2
;b C

x

n2

			 �
;


(13)

where a and b are the parameters from the prior density. In

Bayesian statistics, the family of inverted gamma distri-

butions is said to be a conjugate family for samples from a

gamma distribution with unknown scale parameter. This

fact is also used in [9].

The equivalent of (13) for nR1 inspections is

pðmjx1;.; xnÞ

Z Ig m a C
Xn

iZ1

ti K tiK1

n2
;b C

Xn

iZ1

xi KxiK1

n2

					
!
:

 

which reduces to

pðmjxnÞ Z Ig m a C
tn

n2
;b C

xn

n2

			 �
;


(14)

if we assume that x0Z0 at t0Z0. In other words, because we

fixed the standard deviation s relative to the mean m, only

the last inspection is needed to calculate the posterior

density when using perfect measurements. This is not

surprising, as the last measurement supplies all the

necessary information on the degradation process.
4.3. Case 2: imperfect inspections

Similar to Newby and Dagg [15], we consider a new

process Y(t), which includes the original process X(t)
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together with a normally distributed measurement error e:

YðtÞ Z XðtÞCe; ewNð0;seÞ: (15)

The same approach is also used by Whitmore [16] to include

measurement error in a degradation model based on the

Wiener diffusion process. In Eq. (15), we assume the error

has a normal distribution with mean 0 and a standard

deviation se. Taking a mean different from zero would mean

that the inspection tends to over or underestimate the actual

wall loss. The likelihood of the measurement y given the

corrosion rate m is now determined by the convolution

lðyjmÞ Z fYðtÞðyÞ Z

ðN

KN
fXðtÞðy KeÞfeðeÞde; (16)

where fXðtÞðyKeÞZGaðyKejat; bÞ is the likelihood of the

gamma increment X(t) as given by (10). Similarly, the

likelihood for more than one inspection is given by

lðyjmÞ Z
Yn

kZ1

lYðtkÞKYðtkK1Þ
ðyk KykK1jmÞ; nR1; (17)

where yZ{y1,.,yn} are the wall loss measurements. In Eq.

(17), we have used the fact that the increments are

independent. Introducing some notation: the increment of

X(t) between two inspections is defined as DkZX(tk)K
X(tkK1), the difference between two measurements is dkZ
ykKykK1, where k Z1,2,.,n. Using this notation and the

integral convolution as in Eq. (16), the likelihood (17) can

be rewritten as

lðyjmÞ Z

ðN

KN
/

ðN

KN

Yn

kZ1

fDk
ðdk KdkÞf ðd1;.; dnÞdd1 /ddn;

(18)

where dk Zek KekK1. Clearly the d’s are not independent

since every dk depends on dkK1. There are two options:

calculate the covariances between the d’s and analytically

solve the likelihood using the joint distribution of the d’s or

simulate the ek’s and approximate the likelihood. Since

the first option will complicate matters considerably,

the simulation approach is used. The likelihood (18) can

be formulated as an expectation, which in turn can be

approximated by the average of the product

lðyjmÞZ E

Yn

kZ1

fDk
ðdk KdkÞ

( )
z

1

N

XN

jZ1

Yn

kZ1

fDk
ðdk Kd

ðjÞ
k Þ

( )

(19)

as N/N. Here the law of large numbers is applied to

perform a Monte Carlo integration. For each inspection k we
(1)
 sample e
ðjÞ
k for jZ1,2,.,N and
(2)
 calculate d
ðjÞ
k Ze

ðjÞ
k Ke

ðjÞ
kK1, then finally
(3)
 calculate (19).
Note that fDk
dk Kd

ðjÞ
k

 �
Z0 when d

ðjÞ
k Rdk due to the

definition of the gamma density in (5). Eq. (19) can now be
substituted in Bayes’ formula (12), which can then be solved

by numerical integration to obtain the posterior

pðmjy1;.; ynÞ.

Using simulation to determine the likelihood (19) greatly

reduces the efficiency of the model, but the choice for the

prior distribution is then no longer restricted to the inverted

gamma density. Other types of distributions can be used.

This feature, together with the simplified implementation,

makes simulation more attractive compared to the analytical

approach. Also, to assess the effect of inspection depen-

dence, it is easy to introduce correlated measurement errors

(ek) by sampling from a multivariate normal distribution.

Due to the absence of the required data, this is not included

here.
5. Decision criterion

The posterior probability density function for the average

corrosion rate incorporates the plant engineer’s prior

knowledge and all the available inspection data. Using

this density and the probability densities for the uncertain

variables S (material strength) and P (operating pressure),

the probability of failure or a preventive replacement of the

component can be calculated as a function of time.

Inspections in a process plant are very expensive due to

the fact that the process often has to be stopped during the

inspection. Also, because many components contain highly

corrosive and/or toxic chemicals, they have to be flushed

and cleaned before an internal inspection can be done. The

waste resulting from this rinsing needs to be recycled or

treated before release, which brings added costs to the whole

procedure. Therefore, the plant engineer would like to make

a cost optimal decision on when to inspect the components.

This means that he wants to maximize the time interval

between two subsequent inspections. On the other hand, he

has to ensure that the component operates safely and

therefore inspections should not be executed at too large

time intervals. For this purpose a cost based criterion is

used, called the expected average cost per time unit; see e.g.

Ross [17]. This cost criterion is derived using renewal

theory and uses the concept of the component life cycle. The

length of this cycle is the time from the service start until a

renewal, which is either a preventive replacement or a

corrective replacement due to failure.

The expected average costs per time unit are given by the

ratio of the expected costs per cycle over the expected cycle

length: Cðr;m;DkÞZEðCIÞ=EðIÞ, where Dk is the periodic

inspection interval (i.e. the time between successive in-

service inspections). The expected costs per cycle are

determined by the expected number of inspections during

the cycle and the expected costs due to either a preventive or

a corrective replacement



Table 1

Operational, material and inspection data for a hydrogen dryer

Component and operational data

Component type Vertical drum

Material type Carbon steel

Service start 1977

Tensile strength (sT): 413.69 MPa

Yield strength (sY) 206.84 MPa

Mean operating pressure (P) 32 bar (g)

Drum diameter (d) 1180 mm

Initial material thickness (r0): 16.8 mm

Estimated corrosion rate (m) 0.1 mm/yr

Corrosion allowance (rm) 4.5 mm

Ultrasonic wall thickness measurements

1986 15.6 mm

1990 14.6 mm

1994 14.2 mm

1998 13.8 mm

Costs for different actions

Inspection (cI) 10,000$

Preventive replacement (cP) 50,000$

FailureCreplacement (cF) 1,000,000$
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EðCIÞ Z
XN
jZ1

ðjcI CcPÞPrfXððj K1ÞDkÞ%rm;

rm!XðjDkÞ%mgC ½ðj K1ÞcI CcF�

!PrfXððj K1ÞDkÞ%rm;XðjDkÞOmg; ð20Þ

where cI, cP and cF are resp. the costs for an inspection, a

preventive replacement and a corrective replacement due to

failure. The expected cycle length is given by the expected

time of either a preventive replacement or failure:

EðIÞ Z
XN
jZ1

jDk PrfXððj K1ÞDkÞ%rm; rm!XðjDkÞ%mgC

XjDk

nZðjK1ÞDkC1

n PrfXððj K1ÞDkÞ%rm;

Xðn K1Þ%m;XðnÞOmg: ð21Þ

Eqs. (20) and (21) have also been used by Park [7], van

Noortwijk et al. [10] and Jia and Christer [11]. An

application to the inspection and maintenance of the rock

dumping of a storm–surge barrier is given by [10].

The expected average cost per time unit is a function of

the replacement percentage r, the failure level m and the

periodic inspection interval Dk. The failure level is

determined by Eq. (4) and is assumed to be random due to

the random variables for the operating pressure P and the

material strength S. In order to include these uncertainties

and the uncertainty in the deterioration rate m for the process

X(t), the same technique is applied as in Eq. (19). We

sample a large number N of sets for the three uncertain

variables: {s(j), p(j), m(j)}, for jZ1,2,.,N and a Monte Carlo

integration is performed to calculate C(r,m,Dk) given the

values of these variables. The corrosion rate can be sampled

from the posterior p(mjy1,.,yn), which has been determined

in Section 4.
6. Case study: inspecting a pressure vessel

The gamma process decision model is illustrated with a

case study on a hydrogen dryer, which is a cylindrical

pressure vessel constructed from carbon steel. Table 1

summarizes the operational and measurement data, which is

taken from an undisclosed plant in the Netherlands. The cost

numbers are fictive. The mean material strength is

determined using the tensile (sT) and yield (sY) strengths

with the equation:

S Z minf1:1ðsT CsYÞ=2; sTg: (22)

The values for these strengths can be looked up in [18] or

[19]. The uncertainty in S comes from the fact that these

values represent the minimum requirements for this

particular material type and therefore the material could

be stronger. On the other hand, the material loses strength
when it is processed by the manufacturer of the component,

therefore it could be weaker than indicated.

In the Netherlands, the inspection of pressurized vessels

is regulated by the Dutch rules for pressure vessels [20]. All

types of components are categorized and, until recently,

there existed a fixed mandatory inspection interval for each

category. The fixed interval for the hydrogen dryer in this

example is 4 years, which can be clearly observed in the

measurement dates. Nowadays, a plant engineer can extend

the fixed interval based on the results of a RBI analysis. This

is done by submitting an application to the proper

authorities for acceptance. The rules require all components

to have had at least one regular inspection, according to the

fixed intervals, before this application can be made. For

items with a fixed interval of 2 years, this minimum is two

inspections. There will thus always be at least one set of

measurement data available for the model to be applied.

Using the Bayesian updating model, which is discussed

in Section 4, the posterior density can be calculated for the

corrosion rate given the measurement data in Table 1. In this

example seZ0.304 is used for all four measurements, which

corresponds to a 90% probability of the error being no more

than G0.5 mm. This is a relatively large error to account for

the inaccuracy of older measurements and the fact that

inspections are performed in-service and not under

controlled laboratory conditions. The results are shown in

Fig. 2. The posterior density, which would be obtained if it

were assumed that the measurements were exact, is also

included for comparison purposes. In this case only the last

measurement is of importance, as is determined by Eq. (14).

The difference between the perfect and imperfect inspec-

tions is significant. The assumption of perfect inspections

increases the confidence in the estimated corrosion rate

considerably compared to the assumption of imperfect

inspections. Also, the expectation for the perfect inspection



Fig. 2. Posterior densities for 1 perfect and 4 imperfect inspections

compared to the prior density.

Fig. 3. Expected average costs per year for the hydrogen dryer.

Fig. 4. Expectation and 90% confidence bounds for the gamma process

using the posterior expectation of the average corrosion rate m.
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posterior density is higher compared to that of the imperfect

inspection posterior. This is due to the fact that the last

measurement does not include the information of previous

inspection measurements, which indicate a slightly slower

rate of deterioration.

The coefficient of variation n for the deterioration process

is set to 1 in this example. The relationship between this

coefficient of variation and the one for the random

deterioration rate in classical time-dependent reliability

models, e.g. the random deterioration coefficient C in

Eq. (3), is given by [21].

Next, the expected average costs per year are calculated

using Eqs. (20) and (21). The corrosion rate is sampled from

the posterior density based on the four imperfect inspection

measurements. The operating pressure P and the material

strength S are sampled from normal distributions. The mean

operating pressure is given in Table 1 and the standard

deviation is determined by a coefficient of variation of 0.05.

For the material strength, the mean is determined by Eq.

(22) and the coefficient of variation is 0.20.

Fig. 3 shows that the expected average costs per year will

be high when inspections are performed too often. The

expected annual costs also rise when the time between

inspections becomes too large. The result based on the

posterior density for the optimal inspection interval length is

DkZ30 years. Since the vessel was taken into service in

1977, the component’s age of 27 years has to be deducted

from this result. Therefore, the next inspection should be

performed in 3 years from the time of evaluation, i.e. in

2007. If this inspection does not alter our assessment of the

deterioration, then the following inspection should be

performed 30 years later in 2037. Using the mean corrosion

rate EðmÞZ0:1212 from the imperfect inspection posterior

shown in Fig. 2, the expectation of the gamma process is

plotted together with the 90% confidence bounds in Fig. 4.
The expected time for the corrosion to reach the corrosion

allowance is about 37 years. The vessel will therefore be

replaced at the inspection in 2037, when it has reached an

age of 60 years. This replacement will be done well before

the expected time of critical failure at 93 years. A risk-

averse decision maker can decide to adopt a shorter

inspection interval based on the result in Fig. 3. The

expected annual costs for inspection interval lengths

ranging from 16 to 44 years do not exceed $2000. Choosing

to perform a periodic inspection every DkZ16 years will

represent a more conservative policy without a significant

increase in the expected costs per year. This policy would

result in a preventive replacement of the hydrogen dryer

after 48 years of service.

Finally, the result in Fig. 3 for the expected average costs

per year, obtained using the prior density for the average

corrosion rate m, shows that the decision model is also useful
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when little or no data is available. If no inspection

measurements are available to the decision maker, the

prior density is used to calculate the expected average costs

per year. This results in a much more conservative optimal

periodic inspection interval of 10 years for the example of

the hydrogen dryer. Due to the higher uncertainty, the

expected costs for this policy are about $3380 per year,

which is more than the expected $1760 per year for the 30

year policy based on the posterior density. The plant

manager can therefore update his information after

each inspection. This approach is referred to as an

adaptive Bayesian updating model; see e.g. Mazzuchi and

Soyer [22,23].

Future development of this model will include the

calculation of the standard deviation of the expected costs

per year. Interested readers are referred to van Noortwijk

[24], who presents the required equations for this purpose

when costs are discounted in order to account for the time

value of money.
7. Conclusions

There are a number of conclusions to be drawn from this

research. First, we have observed that the gamma process is

a suitable stochastic process to model the uncertain

reduction of wall thickness due to corrosion. In line with

what is currently done in the process industry, we have

simplified the parameters of this process by fixing the ratio

of the standard deviation and the mean of the deterioration

rate. Together with the assumption of a fixed prior density

for the average corrosion rate, this results in a model with

minimum input requirements. This is a very desirable

feature, as we are typically dealing with hundreds, maybe

even thousands, of components in the average plant.

Next, we have created a simple extension to the Bayesian

updating model, such that the model can incorporate the

results from inaccurate measurements. In this step we have

lost some efficiency, as we have taken the path of simulation

to solve the resulting equations. However, the simulation

approach allows greater flexibility in the choice of

probability distributions for the variables which determine

the uncertain failure level. Although the calculations for the

example in this paper can be performed in a matter of

minutes an a personal computer, more efforts could be made

in order to effect a decrease in computation time such that

multiple items can be assessed at once. These improvements

can mostly be attained in the area of dedicated computer

code and improved numerical integration procedures.

In order to make both cost optimal and safe inspection

decisions, the cost criterion of the expected average costs

per year has been used. Not only does this criterion fit well

with the requirements, it also results in a graph which is easy

to interpret by the plant engineers. This will ensure that the

model will have some transparency and it will be less of a

black box to the practitioners. Experience shows that
the presentation of a single optimal value often leaves

practitioners and regulators with more questions than they

started out with.

The case study on a hydrogen dryer showed encouraging

results of the whole model. We conclude that the use of the

gamma stochastic process with an adaptive Bayesian

approach to incorporating the uncertain degradation, is a

viable alternative to the structural reliability methods which

are commonly used in the process industry. Currently,

research is being done to compare the gamma process

deterioration model with the classical structural analysis

models based on random variables describing the uncertain

growth in deterioration [21]. The example application has

also shown that the effect of imperfect inspection measure-

ments on the outcome is considerable. The presented model

takes these measurement errors into account and only

requires the decision maker to supply the standard deviation

of the measurement.
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Abstract

Simultaneous failures of multiple components due to common causes at random times are modelled by constant multiple-failure rates. A

procedure is described for quantification of common cause failure (CCF) basic event probabilities for system models using plant-specific and

multiple-plant failure-event data. Methodology is presented for estimating CCF-rates from event data contaminated with assessment

uncertainties. Generalised impact vectors determine the moments for the rates of individual systems or plants. These moments determine the

effective numbers of events and observation times to be input to a Bayesian formalism to obtain plant-specific posterior CCF-rates. The rates

are used to determine plant-specific common cause event probabilities for the basic events of explicit fault tree models depending on test

intervals, test schedules and repair policies. Three methods are presented to determine these probabilities such that the correct time-average

system unavailability can be obtained with single fault tree quantification. Recommended numerical values are given and examples illustrate

different aspects of the methodology.
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1. Introduction

Common cause events are defined as events that cause

simultaneous failed states of multiple components due to a

common cause. Such failures often dominate the unavail-

ability of a standby safety system designed to react to a

threatening incident. Failures occur at random times.

General multiple-failure rates li, lij, lijk., etc. are defined

so that lij. dt is the probability of an event failing specific

components i,j,. in a small time interval dt. Such shocks

have been used in early models with various assumptions

[1–5]. In standby safety systems these failures remain latent

until discovered by a scheduled test and then repaired.

Safety components are usually tested periodically. Because

single failures as well as CCF can occur at any time, the

system unavailability can be a complicated function of time,

depending on the event rates, test intervals, test scheduling
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.

doi:10.1016/j.ress.2004.10.014
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and repair policies. When a system fault tree is made and the

system unavailability is computed step by step as a time-

dependent function, typical time-dependent probabilities of

CCF-events Zij. are
P½Zij.ðtÞ�Zuij.ðtÞZlij.ðtKTtÞZprobability of failed

states of components i,j,. at time t due to a common

cause failing exactly these components simultaneously

with rate lij., when the last possible discovery and repair

of such failure occurred at Tt.

The time factors are assumed such that these probabil-

ities are clearly smaller than unity.

In fault tree models such basic events are input through

OR-gates to components i,j,k,., as illustrated in Figs. 1

and 2. Fig. 3 illustrates the time-dependent unavailabilities

of a simple standby system with two trains and staggered

(alternating) testing. In this example every test reveals and

repairs also double failures, not only the single unit

scheduled for testing. This is why u12(t) starts from zero

after every test. An alternative is that a double failure would

reduce to a single failure at the first test after a CCF occurs.
Reliability Engineering and System Safety 90 (2005) 186–195
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Fig. 1. Component-level fault tree (example, nZ3).

Fig. 3. Staggered testing scheme for nZ2 trains. Single failure

unavailabilities u1(t) and u2(t), CCF unavailability u12(t).
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Modern computer codes for fault tree quantification should

allow such models and input data for realistic calculation or

monitoring the system unavailability or plant risk.

The first topic of this paper deals with estimation of the

rates lijk. under uncertainties associated with incomplete

records or ambiguities of event observations and interpret-

ations. Moments of the rates are obtained with a method that

extends earlier results [6–9] to more complex observations

[14]. A special impact vector weighting procedure is

suggested to account for multiple events in a single

observation.

The second task is to point out how the moments of CCF-

rates so obtained for many individual plants can be

combined in the empirical Bayesian estimation (EBE)

framework to obtain improved posterior estimates for a

target plant or for all plants. This methodology is based on

equivalent observations, first introduced in 2001 [10] and

later to a wider audience with additional applications [11].

Several variants of one-stage or two-stage EBE could be

used in this context.

The third problem to be addressed here is: How to define

the input probabilities for a fault tree model so that correct

time-average risk (or system unavailability) can be obtained

with a single fault tree computation, avoiding time-

dependent step-by-step calculations? This topic has been

addressed in three different ways for standby systems with n

redundant trains, nZ1, 2, 3 and 4, considering (1) analytical
Fig. 2. Component event X2 modelled by cause events Zij.
expressions of the system unavailabilities [12], (2) expected

residence times of each CCF [13], and (3) mathematically

exact transformation equations [17]. The last two methods

have produced probabilities also for non-identical com-

ponents and non-symmetric rates (e.g. l12sl13). In the

latest method [17] the probabilities depend on the number of

redundant components n (common cause component group

size) but not on the system success criterion, and the

probabilities include both linear and nonlinear terms of the

test interval T. The alternatives are compared, advantages

and disadvantages of the results are discussed, and practical

numerical recommendations are provided. Three testing and

repair policies are considered: consecutive testing, stag-

gered testing with extra tests, and staggered testing without

extra tests.

These developments are synthesised into a procedure that

leads from raw event data collection to plant-specific input

parameters for system reliability and risk assessment.

1.1. Notation and acronyms
CCCG
 common cause component group; n components

subject to common cause events
CCF
 common cause failure(s)
ETRR
 Extra Testing and Repair Rule: whenever a

component is found failed in a test, the other

nK1 trains are also tested or inspected, and any

failed components are repaired
ITRP
 Individual Testing and Repair Policy: com-

ponents are tested and repaired individually

with regular intervals T; no other component is

tested immediately even if one is found to be

failed
lk/n
 rate of CCF events failing specific k trains or

channels (and no others) in a system with n
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lower confide

posterior distr
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redundant trains or channels; lk/n dt is the

probability of a CCF event in a small time

interval dt; kZ1,2,.,n, nZ2,3,4
lij.
 rate of CCF events failing exactly components

i,j,. (and no others)
uij.(t)
 time-dependent unavailability of exactly com-

ponents i,j,. due to a common cause
zij.
 time-average unavailability of exactly com-

ponents i,j,. due to a common cause
k/n-event
 an event able to fail exactly k trains in a system

with n trains
Lk/n
 rate of CCF events failing exactly k (any k) trains

per event in a group of n trains

Lk=n Z
n

k

 !
lk=n (1)
Nk/n
 number of k/n-events in exposure time Tn
T
 test interval; duration of each test and repair is

assumed /T , and lij.T /1 for all rates
Tn
 observation time for a group of n trains
n
 index for plants or systems included in a study,

nZ1,2,3,.,M
M
 number of plants or systems included in a study
m/n
 system success criterion m-out-of-n:G (m-out-

of-n need to work for the system to work)
E(Y)
 expected value of random variable Y
s(Y)
 standard deviation of random variable Y
symmetry
 CCF-rates of the same multiplicity are equal:

liZl1/n, lijZl2/n, lijkZl3/n for all i,j,., etc.
Ywc2(K)
 Y obeys chi-squared (c2-) distribution with K

degrees of freedom
2. Estimation and uncertainties

Consider a single system or plant with Nk/n observed k/n-

events in exposure time Tn. Since these events occur with

rate Lk/n, the distribution of Nk/n is Poisson with mean value

Lk/nTn. The rate estimate is neo-classically1

Lk=n Z
n

k

 !
lk=n wc2ð2Nk=n C1Þ=ð2TnÞ:

In the Bayesian formalism with a gamma prior density the

posterior is also a gamma distribution. The non-informative

prior density inversely proportional to the square-root of

Lk=n yields the posterior density consistent with the above

distribution. The mean value and the variance are

EðLk=nÞ Z ½Nk=n C 1

2
�=Tn; s2ðLk=nÞ Z ½Nk=n C 1

2
�=T2

n : (2)
ical is here a compromise between the classical upper and

nce limit distributions [19], consistent with the Bayesian

ibution generated with a non-informative prior density.
Thus, estimation is straightforward and similar to monitored

and tested components when downtimes are a small fraction

of the total exposure time Tn. One needs to know the time Tn

but not the number of demands for a standby system.

If such pairs (Nk/n, Tn) of data are available for many

plants (or systems) n, the data set {Nk/n(n), Tn(n)},

nZ1,2,.,M, can be used in a two-stage or empirical

Bayesian method with Poisson likelihood for each plant to

obtain posterior estimators for Lk/n, usually more accurate

than the individual estimators (2). Unfortunately, due to

uncertainties in event observations and interpretations, it is

not known with certainty which events or how many events

really are k/n-events with specified k. Thus, Nk/n are not

known but have some quantifiable uncertainties.

Consider a single plant or a standby system, and data

uncertainties when failures are discovered mainly by

periodic tests (although the same formalism applies to

monitored components). For example, when four failures

are discovered in a test cycle in a system with nR4, they

could be due to a single 4/4-event, or a coincidence of

3/4- and 1/4-events, or two 2/4-events, or more

overlapping events. Consequently, the number of events

(‘shocks’) associated with a single observation (test

cycle) is not truly known. It can make a difference to

uncertainty assessment whether there is a single k/n-event

in two observations or two k/n-events in a single

observation. There is a need to accept impacts with the

possibility 0, 1 or 2 k/n-events of the same multiplicity k

in a single observation. Since failures are rare events, the

probability of more than two k/n-events in one interval is

assumed to be negligible.

Assumptions:
(a)
 Not more than two k/n-events of the same multiplicity k

can be associated with any observation i, iZ1,2,.,N,

for a single system (or plant).
(b)
 The number of events is a random number while the

number of observations, N, is fixed or known.
(c)
 The observation time is known, TnZNT.
(d)
 Multiple events of different multiplicities k/n are

allowed in one observation.
(e)
 The rates Lk/n remain constant for a cycle, even after an

event has occurred.
Assumption (e) may not always be valid. It can be

realistic if the causes of CCFs are external, independent of

component states. It does not make a practical difference if

multiple events in a cycle are rare.

Allowing impact vector component values 0, 1, 2, the

assessor has to estimate the following weights for each

observation i and failure multiplicity k:
wi,d(k/n)Zthe probability (conditional on the symptoms

and characteristics seen by the assessor) of exactly d (dZ
0, 1, 2) k/n-events in observation i (iZ1,2,.,N).
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Actually wi,0(k/n) does not affect the rate estimation. For

given multiplicity k/n the estimated Lk/n has a gamma

distribution when Nk/n is known. But now Nk/n is a random

variable due to the assessment uncertainties. The following

mean and variance can be obtained for the k/n-event rates

[14]

EðLk=nÞ Z
EðNk=nÞC 1

2

Tn

; (3)

s
2ðLk=nÞ Z

EðNk=nÞCs2ðNk=nÞC 1

2

T2
n

; (4)

where the moments of Nk/n are

EðNk=nÞ Z
XN

iZ1

wi;1ðk=nÞC2
XN

iZ1

wi;2ðk=nÞ; (5)

s
2ðNk=nÞ Z

XN

iZ1

wi;1ðk=nÞC4
XN

iZ1

wi;2ðk=nÞ

K
XN

iZ1

½wi;1ðk=nÞC2wi;2ðk=nÞ�
2: (6)

These results give the moments of Lk/n of a single plant in

terms of the event probabilities (impact vector weights), and

combine assessment uncertainties with statistical uncertain-

ties that would exist even if Nk/n were exactly known. As a

point estimate the mean value (3) is recommended. In

uncertainty studies a gamma distribution with the moments

(3) and (4) is a reasonable assumption, even though the true

distribution is a weighted sum of gamma distributions [14].

The boundary conditions are 0%wi,d(k/n)%1,

0%wi,1(k/n)Cwi,2(k/n)%1 for any k. The variance (6)

vanishes if each weight is either 0 or 1. It should be noted

also that the sum
Pn

kZ1½wi;1ðk=nÞCwi;2ðk=nÞ� can be larger

than 1 (for any i) because multiple events are possible in a

single observation and the events are not mutually

exclusive. On the other hand, with monitored components

each event is observed separately. Then wi,2(k/n)Z0, andPn
kZ0 wi;1ðk=nÞZ1.

Moments for the CCF-rates of specific k components are,

based on (1)

Eðlk=nÞ Z EðLk=nÞ=
n

k

 !
; sðlk=nÞ=

n

k

 !
: (7)
2.1. Estimating the weight probabilities wi,d(k/n)

To determine the weight probabilities, intuition and

experience must be used with the symptoms and character-

istics observed or documented about failures and degra-

dations of n components. The main characteristics to be

assessed are (1) the failure or the degree of degradation of

each component, (2) the shared cause factor, i.e. the

probability that there was a common cause failing any
specified subset of components of CCCG, and (3) the time

factor measuring the simultaneity of the failures of subsets

of CCCG. The following procedure contains some modifi-

cations compared to the original [6].

Weighting procedure:

For each observation i of a certain CCCG of specific

system or plant n:
(a)
 Determine the degree of degradation or impairment, dj,

of each of the n components of a CCCG, jZ1,2,.,n.

Possible values recommended in ICDE [18] for dj are 0,

0.1, 0.5 and 1.0.
(b)
 As a hypothesis, select a subset Cs of k components of

CCCG considered failed due to a common cause event

with rate lk/n. Begin with kZn, or the largest k with a

potential CCF.

(b.1) Assess the shared cause factor ps, the probability

that a common cause failed exactly the subset Cs

(and no other components). Typical values are 0,

0.1, 0.5 and 1.0, but not necessarily limited to

these.

(b.2) Assess the time-factor ts, the measure of ‘simul-

taneity’ of the failures of Cs. This is based on the

estimated time between the first and the last

failure in Cs. The time is measured by the length

of a test interval for standby components, e.g. tsZ
1 if all in Cs failed during an observation (a test or

a mission) or within the preceding test interval;

tsZ0.5 if the delay is between 1 and 2 test

intervals, etc.
(c)
 With the smallest value of dj within the set Cs, calculate

the product vi,1(k)sZdjpsts.
(d)
 If Cs is a subset of a larger set already assessed for the

same common cause mechanism, subtract from vi,1(k)s

the weight probability vi,1(k 0) of the larger set (k 0Ok) to

avoid double counting.
(e)
 Usually there is no more than one realistic subset Cs for

a specific multiplicity k and then wi,1(k/n)Zvi,1(k)s. If

there is more, repeat (b), (c) and (d) with another

possible subset Cs 0 of exactly k components. Then

wi,d(k/n) is the probability of exactly d such events in

observation i,

wi;1ðk=nÞ Z vi;1ðkÞs Cvi;1ðkÞs0 K2vi;1ðkÞsvi;1ðkÞs;

wi;2ðk=nÞ Z vi;1ðkÞsvi;1ðkÞs0 ; ð8Þ

given that the two events can be considered mutually s-

independent. If they are mutually exclusive, then

wi;1ðk=nÞ Z vi;1ðkÞs Cvi;1ðkÞs0 ; wi;2ðk=nÞ Z 0: (9)
(f)
 Repeat b–e with the next lower multiplicity k

until kZ2. In case kZ1 one considers degradat-

ions for independent single failures for each

component. wi;1 1=nð Þ ¼
Pn

m¼1 dm

Qn
j¼1;jsm 1Kdj

� �
;

wi;2 1=nð Þ ¼ 1K
Qn

m¼1 1Kdm

� �
Kwi;1 1=nð Þ.
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With this procedure weight probabilities are obtained for

all observations i and multiplicities k, leading to the

moments of the rates through (3)–(6).
2.2. Combining data from many plants or systems

Because CCF are rare events, it is generally believed that

one can improve the accuracy by using data from many

plants. This is not done simply by lumping together the

numbers of events and the observation times (unless one is

convinced of complete identity of the systems). A widely

accepted method is to use data from many selected plants to

generate a prior distribution (population distribution), and

then get plant-specific posterior rates with an empirical

Bayesian formalism for the interesting plants. Currently

such methods require input data in the form of pairs ð ~Nk=n;
~TnÞ for each plant, where ~Nk=n is a Poisson distributed

number of events in observation time ~Tn. Unfortunately,

true ~Nk=n are not available due to the assessment uncertain-

ties. The idea suggested [10,11] is to determine effective

values ~Nk=n and ~Tn that yield the moments of Eq. (2) equal to

(3, 4), i.e. satisfying the conditions

~Nk=n C 1
2

~Tn

Z
EðNk=nÞC 1

2

Tn

;

~Nk=n C 1
2

~T
2
n

Z
EðNk=nÞC 1

2
Cs2ðNk=nÞ

T2
n

: ð10Þ

These yield the effective or ‘virtual’ observations

~Tn Z
EðNk=nÞC 1

2

EðNk=nÞC 1
2

Cs2ðNk=nÞ
Tn; (11)

~Nk=n Z
EðNk=nÞC 1

2

� 	2
EðNk=nÞC 1

2
Cs2ðNk=nÞ

K1=2; (12)

where the moments in terms of the weights are given by (5)

and (6). Using data ð ~Nk=n; ~TnÞ of each plant n as input to the

empirical Bayes process one can obtain a prior and plant-

specific posterior distributions for CCF-rates. Due to the

variance of Nk/n the virtual observation time is shorter than

the real time Tn.
Fig. 4. Common cause failure quantification procedure.
2.3. Alternative truncation and censoring

The formalism presented was based on the most common

case of time-truncation: the observed exposure-time Tn is

specified and the numbers of events Nk/n are observed

random numbers. Prompt repairs or replacements were also

assumed (or repair times deducted from the observation

period). This is the way common cause events are usually

observed at operating plants. Then the observed numbers

had a discrete Poisson distribution, leading to different

gamma distributions for the classical upper and lower

confidence limits. The compromise between these was
called the neo-classical version, equal to non-informative

Bayes estimator.

An alternative is failure-truncation: pre-determine the

number Nk/n and observe the random time Tn to the Nk/nth

event. As the sum of Nk/n exponential lifetimes, Tn obeys

Erlangian (gamma) distribution, and 2Lk/nTn is distributed

exactly as c2(2Nk/n) [20]. Then the mean value and the

variance of Lk/n are like (2) without the terms 1
2

in the

numerator. It can be concluded that the formalism of time-

truncation applies to failure-truncation when the terms 1
2

are

removed from Eqs. (2)–(4) and (10)–(12). Then the effective

data ð ~Nk=n; ~TnÞ can be determined for each plant or system

according to its truncation policy.

Thus, the effect of truncation is rather simple when

constant rates are estimated and all observed exposure time

is included in Tn. More elaborated methods are needed to

take into account censoring if age-dependent rates are to be

estimated.
3. Quantification procedure

A comprehensive CCF quantification procedure is

presented in Fig. 4. It starts with a collection of available

generic CCF-event data sources such as regulatory auth-

orities or EPRI [15] or a recent international OECD/NEA

data collection effort ICDE, including data for the plant or

plants of particular interest.

Then one selects a specific system and component type of

interest. The target plant of interest has a certain number of

components in that category, called a common cause

component group (CCCG) of size n. The plant could have

four centrifugal high pressure emergency cooling pumps,

for example.

The next task is to decide in which plants and systems the

components are similar enough to be included in the study

to form a prior or population distribution for the plant of

interest. This stage could eliminate plants with piston pumps

or steam driven pumps, for example. At this stage a crucial
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choice is whether to include plants with different numbers

n 0sn of similar components in the CCCG, because that

would require more subjective judgments about each CCF at

other plants, about whether or not the same event could

happen at the target plant and what multiplicity it would be.

The option recommended here is to select and include only

plants (systems) n with the same n.

For each multiplicity k/n one then determines the impact

vector weights wi,d(k/n) for all observations i over the times

Tn(n) of those M plants (systems). The main results at this

stage are the effective data f ~Nk=nðnÞ; ~TnðnÞg, nZ1,2,.,M

from Eqs. (11) and (12) to be submitted to the empirical

Bayes estimation (EBE) formalism.

One can estimate the moments of the rates also for each

plant individually using Eqs. (3)–(7). As another option one

can lump together the effective numbers and times to obtain

moments for the group rates (relevant under the assumption

of complete identity of the selected plants).

If one decides to use events observed at plants that have a

different CCCG size n 0sn, then one has to use some rules

for mapping up (when n 0!n) or mapping down (when n 0O
n) the rates or the weights to be relevant for the target plant.

Some such rules have been suggested [6], but they are not

yet strongly confirmed by empirical evidence.

Mapping down rules suggested so far have been based on

assumptions of n-independent external shocks and complete

identity of design rules (lay-out, separation of redundant

trains etc.) of systems with different n. The basic mapping

down equations have been shown to be equivalent to [12]

lk=n Z lk=nC1 ClkC1=nC1 (13)

There are other possibilities, e.g. component-caused shocks

have different mapping down equations [12]

lk=n Z lk=nC1 C
k

k C1
lkC1=nC1 (14)

These are not yet widely recognized or used.

Mapping up rules suggested so far have been based on

the binomial CCF model and a single parameter r such that

[6,21]

lnC1=nC1 Z rln=n for all n Z 1; 2; 3;. (15)

The results of such approach may not automatically satisfy

the mapping down rules.

An alternative approach fully consistent with the

mapping down rules is to substitute successively kZn,

nK1, nK2,. to (13) and use (15) to obtain all rates for the

next higher CCCG:

ln=nC1 Z ð1 KrÞln=n; n Z 1; 2;.

lnK1=nC1 Z lnK1=n K ð1 KrÞln=n; n Z 2; 3;.

lnK2=nC1 Z lnK2=n KlnK1=n C ð1 KrÞln=n; n Z 3; 4;.

These new results are not limited to the binomial or any

other parametric models. The same principle can be applied
to go further from level nC1 to level nC2, or to the

alternative rules (14).

With or without mapping, Eqs. (11) and (12) yield data

f ~Nk=nðnÞ; ~TnðnÞg, nZ1,2,.,M, for the empirical Bayes

procedure.

In the next step the EBE generates prior and posterior

distributions and moments for the CCF rates of the target

plants. The mean values of these can be used directly for the

probabilities lk/n(tKTt) in a time-dependent system

analysis.

Sometimes a user is not interested in the time-dependent

system unavailability but wants to carry out a single

stationary analysis to obtain the time-average or ‘baseline’

risk. Then one has to use certain ‘average’ values for the basic

event probabilities P[Zij.(t)], typically zij.yck/nlk/nT,

to obtain a reasonable time-average unavailability for the

system. This is described in Section 4.
4. Probabilities for system fault tree models

Several methods are pointed out in this section for using

rates lk/n (or lij.) to determine the probabilities of fault tree

models so that correct time-average risk (or system

unavailability) is obtained with a single fault tree compu-

tation, avoiding multiple step-by-step calculations as a

function of time. Three different testing and repair schemes

are considered. The test and repair durations are assumed to

be negligible compared to the test interval, and all products

lij.$T are assumed to be small compared to unity.

The first method is based on the expected residence times

of a CCF in a system. For simultaneous and consecutive

testing the average residence time of the failures is 1
2

of the

test interval, because failures can occur uniformly over a

test interval. With staggered (alternating) testing, Fig. 3

shows for nZ2 that the average unavailability of a single

failure is 1
2
l1=2T and for a double failure 1

4
l2=2T . Based on

similar considerations of failure residence times, the first

order approximate results have been derived earlier for

systems with nZ1–4 and three different testing schemes,

even for asymmetric cases (e.g. when l12sl13) [13]. With

staggered testing and ITRP the coefficients depend on the

system success criterion, e.g. whether one, two or three

pumps need to work for system success. In a 4-train system

the double-failure probabilities are not all equal (z12sz13)

even if the failure rates were symmetric (i.e. l12Zl13). This

is because the intervals between testing components 1 and 2

are successively T/4, 3T/4, T/4, 3T/4, etc. while the intervals

between tests of components 1 and 3 are always T/2. This

difference causes different time-average joint unavailabil-

ities of these component pairs, even if the rates l12 and l13

were the same. The numerical values later in Table 1

(parentheses) show that the residence-time approach is often

accurate but tends to be optimistic for simultaneous testing

and pessimistic for staggered testing.



Table 1

Recommended factors ck/n of basic event probabilities zij.Zzk/nZck/nlk/nT of failed states due to CCF of specific k components i, j,. out of n components due

to CCF

System success criterion,

m/n

Basic event probability, zk/n Factors ck/nZzk/n/(lk/nT)

Consecutive or simul-

taneous testing

Staggered testing ITRP Staggered testing ETRR

1/2 z2/2 0.500 (0.500) 0.250 (0.250) 0.250 (0.250)

z1/2 0.577 (0.500) 0.456 (0.500) 0.456 (0.500)

1/3 z3/3 0.500 (0.500) 0.167 (0.167) 0.167 (0.167)

z2/3 0.529 (0.500) 0.254 (0.278) 0.254 (0.278)

z1/3 0.630 (0.500) 0.437 (0.500) 0.437 (0.500)

2/3 z3/3 0.500 (0.500) 0.500 (0.500) 0.167 (0.167)

z2/3 0.500 (0.500) 0.278 (0.278) 0.278 (0.278)

z1/3 0.577 (0.500) 0.471 (0.500) 0.471 (0.500)

1/4 z4/4 0.500 (0.500) 0.125 (0.125) 0.125 (0.125)

z3/4 0.498 (0.500) 0.178 (0.188) 0.178 (0.188)

z2/4 0.577 (0.500) 0.250 (0.292a) 0.250 (0.292a)

z1/4 0.669 (0.500) 0.425 (0.500) 0.425 (0.500)

2/4 z4/4 0.500 (0.500) 0.375 (0.375) 0.125 (0.125)

z3/4 0.500 (0.500) 0.188 (0.188) 0.188 (0.188)

z2/4 0.529 (0.500) 0.275 (0.292a) 0.275 (0.292a)

z1/4 0.630 (0.500) 0.454(0.500) 0.454 (0.500)

3/4 z4/4 0.500 (0.500) 0.625 (0.625) 0.125 (0.125)

z3/4 0.500 (0.500) 0.500 (0.500) 0.188 (0.188)

z2/4 0.500 (0.500) 0.292 (0.292a) 0.292 (0.292a)

z1/4 0.577 (0.500) 0.479 (0.500) 0.479 (0.500)

a c2/4Z0.250 for z13 and z24, c2/4Z0.313 for z12, z23, z34 and z14.
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The second method is based on exact implicit–explicit

transformation equations. These transformations allow a

system with mutually dependent components to be mod-

elled with mutually independent CCF-events. The trans-

formations were introduced at ESREL 2000, and more

thoroughly later [13]. The probabilities have been derived

for general symmetric and asymmetric cases for n%4 and

three testing strategies [17]. The main results are presented

below for the symmetric case.
4.1. Simultaneous or consecutive testing
nR1 : zi Z
1

2
l1=nT ; i Z 1; 2;.; n

n Z 2 : z12 Z
1

2
l2=2T C

1

12
ðl1=2TÞ2

n Z 3 :
z12 Z z13 Z z23 Z

1

2
l2=3T C

1

12
ðl1=3TÞ2

z123 Z
1

2
l3=3T C

1

4
ðl2=3TÞ2 C

1

4
ðl1=3TÞðl2=3TÞ

n Z 4 :

zij Z
1

2
l2=4T C

1

12
ðl1=4TÞ2; 1% i! j%4

zijk Z
1

2
l3=4T C

1

4
ðl2=4TÞ2 C

1

4
ðl1=4TÞðl2=4TÞ; 1% i! j!k%4

z1234 Z
1

2
l4=4T C

1

3
ðl3=4TÞðl1=4TÞC ðl3=4TÞðl2=4TÞC

1

2
ðl3=4TÞ2 C

1

4
ðl2=4TÞ2 K

1

120
ðl1=4TÞ4

(16)
These values depend on system size n but not on system

success criterion. The nonlinear terms are essential and
improve the accuracy compared to the residence-time

approach. If one uses only linear terms the system

unavailability could be underestimated by a factor of 3.
4.2. Staggered testing with extra tests and repairs (ETRR)

Uniformly staggered testing of n components means that

there is a time delay T/n between successive tests of

components 1,2,.,n in this order, and each component is

tested at intervals T. Fig. 3 illustrates the time-dependent

unavailabilities in case nZ2. Exact joint unavailabilities of

components are not available under ETRR but have been

solved analytically under the following slightly different
assumption: CCF is fully repaired whenever one of the

member failures is revealed by a test. Transforming the joint
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unavailabilities to the probabilities of explicit events Zij.

yields the following results, slightly conservative for ETRR:
nR1 : zi Z
1

2
l1=nT ; i Z 1; 2;.; n

n Z 2 : z12 Z
1

4
l2=2T K

1

24
ðl1=2TÞ2

n Z 3 :
z12 Z z13 Z z23 Z

5

18
l2=3T K

1

36
ðl1=3TÞ2

z123 Z
1

6
l3=3T K

1

12
l2=3l1=3T2 K

1

108
ðl2=3TÞ2

n Z 4 :

z12 Z z14 Z z23 Z z34 Z
5

16
l2=4T K

1

96
ðl1=4TÞ2;

z13 Z z24 Z
1

4
l2=4T K

1

24
ðl1=4TÞ2;

zijk Z
3

16
l3=4T C

5

256
ðl2=4TÞ2 K

1

16
ðl2=4TÞðl1=4TÞ; 1% i! j!k%4;

z1234 Z
1

8
l4=4T C

1

128
ðl3=4TÞ2 K

1

16
l3=4l2=4T2 K

7

96
l3=4l1=4T2 K

9

128
ðl2=4TÞ2 K

1

1920
ðl1=4TÞ4:

(17)
4.3. Staggered testing without extra tests (ITRP)

With Individual Testing and Repair Policy (ITRP) the

exact analysis is rather complicated because a triple failure

turns into a double failure in one test/repair, and a double

failure to a single failure. For this reason higher order rates

appear in lower order joint probabilities, unlike with ETRR.

Transforming the time-average joint probabilities to explicit

event probabilities yields

nZ2 :
zi Z

1

2
l1=2T C

1

4
l2=2T ; iZ1;2

z12 Z
1

4
l2=2T K

1

24
ðl1=2TÞ2

nZ3 :

zi Z
1

2
l1=3T C

1

9
ð4l2=3Cl3=3ÞT ; iZ1;2;3

zij Zz12 Zz13 Zz23 Z
1

9
l3=3T C

5

18
l2=3T K

1

36
ðl1=3TÞ2

z123 Z
1

6
l3=3T K

17

108
ðl2=3TÞ2K

1

12
ðl1=3l2=3TÞ2

nZ4 :

zi Z
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z1234 Z
1
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(18)

Only the linear terms have been solved for nZ4 in this case.

Note that some probabilities for nZ4 are asymmetric

(z12sz13) in both cases ETRR and ITRP even when the

rates are symmetric (l12Zl13Zl2/4). The reason was

explained earlier for the residence-time approach.
4.4. CCF in systems with monitored components

The effects of common cause failures on the

reliability, availability and failure intensity of operating

m-out-of-n:G systems (in which failures are discovered

immediately rather than by periodic testing) with

1%m%n%4 have been solved analytically in terms of

the multiple-failure rates lk/n [16]. The CCF quantifi-

cation procedure described in Sections 2 and 3 can be

used to estimate the rates also for operating systems. The

difference is that wi,2(k/n)Z0 for any kO0 and any

iZ1,2,. because each k/n-event is observed separately.

The rules for assessing the weight probabilities wi,1(k/n)

are also somewhat different because the simultaneity (and

the cause) of failures is often easier to recognise with

monitoring than with periodic testing.
4.5. Summary

The advantage of the results obtained in Section 4.3 with

the transformations for standby systems is that they are

independent of the system success criteria in all cases for all

n. The disadvantage is that they are not simply proportional

to the test interval but contain nonlinear, sometimes even

negative terms.

One problem with nonlinear terms arises when import-

ance measures are studied for components and CCF events.

When products of CCF-rates of different multiplicities

appear in a probability, the importance of a CCF does not

directly show which rate lij. or failure combination

contributes most to that importance.

Another problem arises when a system train consists of

several components in series configuration. Then events of a

CCCG appear in system minimal cut sets also with other

components not belonging to the same CCCG. If the

probabilities of those events are nonlinear or independent of

the test interval, the probabilities of minimal cut sets are not



Table 2

Loviisa 1 posterior mean values of CCF-rates with two prior data sources (hK1)

System and com-

ponent

L2/4 L3/4 L4/4

EPRI ICDE EPRI ICDE EPRI ICDE

HP safety injection

pumps

5.48!10K7 4.62!10K7 3.04!10K7 2.73!10K7 0.91!10K7 0.56!10K7

LP safety system

pumps

2.96!10K7 0.33!10K7 0.91!10K7 0.42!10K7 0.91!10K7 0.56!10K7

Service water

pumps

2.28!10K7 1.35!10K7 0.91!10K7 0.76!10K7 0.91!10K7 0.63!10K7

Component cool-

ing pumps

0.77!10K7 0.40!10K7 0.91!10K7 0.44!10K7 0.91!10K7 0.44!10K7

Diesel generators 8.92!10K7 10.8!10K7 0.95!10K7 4.21!10K7 29.10!10K7 35.00!10K7
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exactly correct with the current (or any other known)

formalism.

These inconveniences can be avoided partially by using

the linear terms obtained with the residence-time concept

[13]. The loss of relative accuracy can be assessed by

Table 1. It may be acceptable sometimes because the

accuracy of failure rates is often rather limited anyway.

The third method for solving the probabilities is to solve

first analytically the system unavailability functions as

polynomials of the test interval [12], and then determine

coefficients for linear probabilities to obtain exact or the

most accurate system unavailability functions. As a result,

the best recommended numerical values are summarised in

Table 1 for systems with nZ2, 3, 4 components and

alternative success criteria m/n. Table 1 includes few minor

adjustments compared to Table 5 of Ref. [12]. The accuracy

of the time-average system unavailabilities obtained with

the factors of Table 1 is generally well within 10%. The

numbers in parentheses obtained by the residence-time

approach are presented here for comparison.

The following conclusions can be drawn:
-
 If single failures rather than CCF dominate the system

unavailability, the residence-time approach (numbers in

parentheses) can be optimistic for simultaneous/conse-

cutive testing, and pessimistic for staggered testing.
-
 ETRR is better than ITRP for staggered testing when

high multiplicity CCF dominate the system unavail-

ability. Exception: for 1/n-systems ETRR does not make

any difference over ITRP.
Fig. 5. Posterior CCF rates for service water pumps of Loviisa 1 power

plant.
5. Examples and conclusions

This methodology and procedure is summarized in

Fig. 4. It has been demonstrated using international common

cause failure data. Examples of posterior CCF-rates for

groups of nZ4 pumps and diesel generators at Loviisa 1

power plant are given in Table 2 using two data sources,

EPRI and ICDE. In this case only plants with nZ4 parallel

trains were used as the population to determine the prior

distributions [11]. The differences caused by different data
sources are mainly due to less operation years and many

zero-failure cases in EPRI data.

Results for the service water pumps are illustrated with a

bar-diagram in Fig. 5.

It is also possible to use data collected from plants(sys-

tems) that have different numbers of components in CCCG

than the target plant. But then one has to assume some

transformation rules for mapping up and down the impact

vector weights (or the rates) to be applicable to the plant

under study. This was done in [11] using ICDE data. The

results are in Table 3.

In these cases expanding the population seems to ‘dilute’

the sample so that CCF rates tend to be smaller, with some

exceptions. From a limited sample it may be too early to

conclude any general tendency.

The parametric robust empirical Bayes (PREB, [19])

method used here has been computerised and generates

similar tables for the posterior standard deviations and 5th

and 95th percentiles, population (prior) mean values and

standard deviations, and the same moments under the

identity assumption (lumped data). Posterior moments are

generated for all plants included in the population, not just

for one target plant.

In summary, improvements have been made to the

procedure for estimating CCF-rates from single-plant and

multiple-plant events with assessment uncertainties. The

formalism accounts for multiple events in a single

observation, and yields ‘virtual’ numbers and observation

times to properly combine epistemic assessment uncertain-

ties with aleatory statistical uncertainties. It yields data in



Table 3

Loviisa 1 posterior mean values of CCF-rates with ICDE data including all plants and only plants with the same degree of redundancy, same n (hK1)

System and com-

ponent

L2/4 L3/4 L4/4

Same n All Same n All Same n All

HP safety injection

pumps

8.03!10K7 4.62!10K7 5.28!10K7 2.73!10K7 4.77!10K7 0.56!10K7

LP safety system

pumps

2.32!10K7 0.33!10K7 2.32!10K7 0.42!10K7 2.32!10K7 0.56!10K7

Service water

pumps

1.87!10K7 1.35!10K7 1.76!10K7 0.76!10K7 1.72!10K7 0.63!10K7

Component cool-

ing pumps

2.96!10K7 0.40!10K7 3.94!10K7 0.44!10K7 3.94!10K7 44!10K7

Diesel generators 9.98!10K7 10.80!10K7 1.63!10K7 4.21!10K7 38.00!10K7 35.0!10K7
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the form that is useable for current computer codes designed

to carry out Bayesian estimation. The CCF-rates can be used

as such in time-dependent systems analyses.

The formalism applies also to new plants that have no

operating experience yet. One can use the prior (population)

mean values as point estimates, and prior distributions in

uncertainty studies.

Basic common cause event probabilities have been

developed for explicit fault tree models in terms of the

rates and test intervals, for three testing schemes and repair

policies. These probabilities are such that the correct time-

average system unavailability can be obtained with a single

fault tree quantification. Three methods have been presented

to determine such probabilities, and best numerical values

have been recommended for linear models.

The exact nonlinear probabilities were found proble-

matic when interpreting importance measures calculated for

the basic events. Also, the accuracy can suffer when partial

system failures are combined with other components in the

system minimal cut sets. When in doubt, one should use

explicit time-dependent analysis.

This paper is largely a summary of earlier work.

However, some new results were developed concerning

impact vector weights, mapping up, effects of failure-

truncation, and comparisons and numerical recommen-

dations for CCF event probabilities for fault tree models.
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Abstract

Public authorities started to be really involved in risk management of hazardous materials some 30 years ago. Recent developments have

led to fresh attention for this matter and many further developments are underway. The history of risk management and safety regulation is

one of strongly variable interest, forgotten lessons and rude awakenings. The impetus exerted by accidents is short lived. Safety cases become

documents to satisfy regulation rather than instruments to reduce risk. Deregulation, privatisation, and outsourcing pose new challenges to

safety and risk management. Some of the unfortunate side effects have already become apparent. This invariably leads to the next disaster,

which will have a striking resemblance to the previous one when abstracted from the immediate technological context. Lessons can be

learned if we really want. The question remains: ‘Do we?’.

q 2005 Elsevier Ltd. All rights reserved.
1. Introduction

In January 2003, an atmospheric tank was being filled

with ortho-cresol, when it split at the bottom seam, spilled

its contents and collapsed (Fig. 1).

The cause of the accident was strikingly familiar. The

normal vents were did not have sufficient capacity to cope

with the normal fill rate. Therefore, at each loading operation

an operator would climb to the top of the tank to open a few

covers. Apparently, he did not open enough covers. There

had been a provision to have the tank split at the top seam,

should the tank ever be over-pressurised. This would keep

the contents in the tank even in case of a failure. When

additional insulation was fitted this provision was put out of

order, which was the reason for the tank to split at the bottom.

This accident did not happen at a badly run small or

medium size enterprise. This accident happened to one of

the largest storage facilities in the Rijnmond Harbour area,

which operates large tank farms with hundreds of these

tanks. The company has a safety management system and a

quality system. Nevertheless a situation persisted, known to

many, which was a sure way to get an accident: a vent not

designed according to the loading rate and a top seam that

was made stronger than the bottom seam.
0951-8320/$ - see front matter q 2005 Elsevier Ltd. All rights reserved.
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It should be noted that a parent of the present company

had been under study in the early 1980s. It was part of the

COVO study, a study into the risks of six hazardous

installations in the Rijnmond area [1]. At the time some

serious doubts were raised about the safety culture of the

company. As a result considerable improvements were

announced.

One could draw a variety of conclusions from this

accident: the company forgot the lessons from the past; the

company’s safety management system did not function

properly; the inspections by the authorities were not

adequate; the safety culture in the company was insufficient.

In any case the system as a whole, consisting of the

company inside the regulatory framework in which it

operates, proved not to be capable of learning lessons from

past accidents sufficiently to prevent another ‘normal

accident’ happening.

This raises the question of whether the risk management

systems set up in industry and government really led to risks

being managed, or just contained.

The recent history of dealing with industrial risk in the

Netherlands is an example of how volatile public and

political interest in risk management is, and how difficult it

is to keep the message alive that risks are not just virtual

social constructs. The materialisation of a risk as an accident

leads to real loss and real human suffering.
Reliability Engineering and System Safety 90 (2005) 196–205
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Fig. 1. Collapsed tank (Rijnmond 2003).
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2. Policy development

Industrial risk is not a new phenomenon. Indeed, large

scale explosions of munitions storages have been known all

over Europe for centuries. Also, the storage and handling of

ammonium nitrate have been accompanied by series

of devastating explosions. Nevertheless there was not

much of nationwide safety policy until the mid-1970s.

A concentrated series of large scale releases of flammable

and toxic clouds and a number of large scale explosions

formed indications that the rapid development of the

chemical process industry and the associated transport

may conflict with increasing demands on space for housing

and other community building.

In the Netherlands space is extremely limited. At present

the mean density of population is 475 persons per km2.

Space limitations preclude policies based on precautionary

principles, if this means creating safety zones based on
Fig. 2. The big thunder
effect distances. It always has been necessary to take

probability into account. In the early 1980s, the foundations

were laid for a policy based on quantitative risk analysis.

On a European level the Decree on Major Hazards, which

commonly is known as the Seveso directive, was issued,

binding all members of the European Union to set up a

reporting system [2]. After the accident in Bhopal more

emphasis was put on decision-making especially with regards

to siting of and spatial planning around chemical facilities.

All these efforts did not lead to a reduction in the number

of major hazards in the European countries. However, it was

only after explosions in a fireworks warehouse in the

Netherlands and a fertiliser plant in France and the attack on

the World Trade Centre in New York that the slowly

decaying interest in safety was rekindled.

In the Netherlands, some large scale accidents with

explosives materials occurred as well. In 1654, the centre of

Delft was demolished by the explosion of a powder tower.

This explosion, which could be heard 80 km away, created

the ‘horse market’, which still exists as an open space (Fig. 2).

In 1807, a similar explosion took place. This time a barge

laden with black powder exploded in the centre of Leiden.

The van der Werf park today is still witness of this event.

Hundred and fifty people were killed among whom 50

children, whose school was demolished by the blast.

This explosion led to an imperial decree by Napoleon.

The emperor stated that from then on a permit was needed

for having an industrial facility. Three classes of industry

were designated:
†

of D
Industries that were considered too dangerous to be

inside a city. The authorities would indicate a location
†
 Industries for which location inside a city could be

considered if it could be demonstrated that there was no

danger for the community
†
 Industries that always could be located inside city limits.
elft in 1654.



Table 1

Zoning arond LPG stations

Distance to tank and/

or fillingpoint (m)

Allowed building

Houses Offices

0–25 None None

25–50 Max 2 Max 10 people

50–100 Max 8 Max 30 people

100–150 Max 15 Max 60 people

O150 No limit No limit
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In addition, Napoleon stated that objections of future

neighbours should be noted and addressed by the authority,

which made a decision.

Interestingly, the safety regulations in France can be

traced back to the same imperial decree.

The origin of modern risk management lies in the

industrial accidents after World War II. In 1966, a fire in a

storage facility for LPG in Feyzin, France killed 18 and

wounded 81. This accident led to re-emphasis on design

rules for bottom valves on pressure vessels. In the realm of

physical planning no actions from the French or the

European authorities seemed to have resulted from that

accident.

Ten years later a number of similar accidents occurred:

Flixborough (1974, 28 dead), Beek (1975, 14 dead) and Los

Alfaques (1978, 216 dead). These accidents showed that the

Feyzin accident was not a unique freak accident. Appar-

ently, LPG and other flammable substances could pose a

serious threat to the workforce and to the surroundings.
3. Government in action

In 1979, Prime-Minister van Agt [3], just as his

predecessors, wrote a letter to parliament about the

development of environmental policies as an integral part

of the nations policies. In this letter he introduced ‘External

Safety’ as separate from occupational safety. The Prime-

Minister introduced and announced three elements of a new

policy:
†
 appointment of the minister of environment as co-

ordinator for hazardous materials;
†
 founding of a new separate policy body dealing with

external safety and
†
 announcement of new legislation covering external

safety.

At the same time a major change in the energy market

appeared imminent. This among other led to a major market

push for LPG as motor fuel. In 1978, a tank car exploded in a

tank station. Although nobody was hurt in this accident, it

made the point that such accidents could happen in

the Netherlands as well and that the population around the

stations should be limited. The chief inspector for the

environment decided not to wait for legislation. He issued an

instruction that his inspectors should not approve a permit

unless the conditions for distances and population densities

as indicated in the Table 1 were satisfied [4]. This was the

first explicit zoning measure around a hazardous activity.

A further potential increase in the transport of LPG

through the Netherlands resulted from the desire to use LPG

as feedstock for the production of ethylene. A committee

was charged with developing a policy. A study was

commissioned into the safety of the whole chain from

import to final use. It became apparent that a policy aimed at
insuring that no accident ever would harm the population

would not be compatible with the limited space in the

Netherlands. The committee decided that there should be a

level of risk below which it is neither desirable nor

economical to strive for further reduction. This statement

implied that the level of risk should be established and that

acceptability limits should be set.

At the same time authorities in the Rijnmond area started

to be worried about the safety of the population around the

large petro-chemical complexes in the area. Taking the

Canvey Island study as an example [5,6], the Rijnmond

authority embarked on a study to establish whether

quantification of risk was feasible and would give results

that would be useful in decision-making. The results [7]

were promising with regards to the usefulness of the results.

The quantification of risk as a routine exercise was judged

not to be feasible unless information technology could be

used to take away the burden of the many complicated

calculations and reduce the time needed.

The Rijnmond Authority together with the ministry of

environment embarked on the venture towards an auto-

mated method for quantification of risk. Now, 20 plus years

later the process still is not fully automated. Such a level of

automation no longer is desired either. But the techniques

developed since together with the rapid development of

computational capability has led to workable systems with

reasonable return times.
4. Criteria

Having decided that risk quantification is the way to go

the inseparable counterpart had to be developed as well.

What to do with the results, and how to make sure the

analyses would actually be made and used in decision-

making.

Regional and local authorities as well as industry asked

for guidance regarding the acceptability of risk. The bases

for this guidance was found in documents and decisions

taken earlier.

An important base line was found in decisions made

regarding the sea defences of the Netherlands. In 1953, a

large part of the south west of the Netherlands was flooded

as a result of a combination of heavy storms, high tides

and insufficient strength and maintenance of the diking



Fig. 3. Risk Criteria According to the Groningen Policy Document.
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system. Almost 2000 people lost their lives and the material

damage was enormous especially because the Netherlands

was still recovering from World War II. The Netherlands

embarked on a project to strengthen the sea defences,

including a drastic shortening of the coastline by damming

off all but one of the major estuaries of the Rhine/Maas

delta. The design criteria were determined on the basis of a

proposal of the so-called ‘Delta Committee’ who proposed

that the dikes should be so high that the sea would only

reach the top once every 10,000 years. [8]. The probability

of the dike collapsing is a factor of 10 lower. The probability

of drowning is another factor of 10 lower, so that the

recommendation of the Delta Committee implies an

individual risk of drowning in the areas at risk of 1 in a

million per year. This recommendation was subsequently

converted into law.

This value of risk was reaffirmed when a decision had to

be taken about the construction of the closure of the

Oosterschelde estuary. For reasons of preserving the

ecosystems the design was changed from a closed solid

dam, to a movable barrier. This barrier should give the same

protection as the dams. In this manner Dutch parliament had

a history of debating safety in terms of probabilistic

expectations, which came in handy when industrial risk

had to be discussed.

The value of 1 in a million per year corresponds to

about 1% of the probability of being killed on the road in the

mid-1980s. This became the maximum acceptable addition

to the risk of death for any individual resulting from

industrial accidents.

For societal risk the anchor point was found in the

‘interim viewpoint’ regarding LPG points of sale mentioned

above. When combined with value already chosen for

individual risk this led to the point 10 people killed at a

frequency of 1 in 100,000 per year. As societal risk usually

is depicted as an FN curve having the frequency of

exceeding N victims as a function of N, the limit had to

be given the same form. Thus, the slope of the limit line had

to be determined.

A first attempt dates back to 1976. In a since forgotten

document about environmental standards, limits on the

acceptability were presented. In region where the con-

sequences included people being killed, the slope was K2

as a representation of the aversion of people against large-

scale accidents. It had a four orders of magnitude grey area

between the unacceptable and the negligible level (Fig. 3).

It was decided to incorporate the apparent aversion

against large disasters in the national limit by having the

slope steeper than K1 in there as well. An additional

argument for this choice is that at a slope of K1 the

expectation-value of the limit would be infinite. The only

way to have a finite expectation value at a K1 slope is to set

an absolute maximum to the scale of an accident, which is

practically not feasible, although admittedly the maximum

number of people killed in any one accident is the

population of the earth (presently some seven billion).
Several values circulated in literature at the time, ranging

from K1.2 to K2 [9–16]. In the end it was decided to adopt

a slope of K2 for the limit line.

In order to bind the decision space at the lower end of the

risk spectrum limits of negligibility were set for individual

risk and societal risk alike at 1% of value of the

acceptability limit.

The resulting complex of limit values was laid down in a

policy document called ‘premises for risk management’

[17]. It should be noted that although the document laying

out the policy has the title ‘Premises For Risk Management’

in the English version, the original title probably better

translates as ‘coping with risks’. The document sets out

acceptability criteria. The document does not say how

compliance with these criteria should be achieved. The

document describes the boundaries of the playing field and

leaves it to the players: industry, and local and provincial

authorities.

The accident in Bhopal, where some 3000 people were

killed as a result of a release of methyl isocyanate, helped to

promote the adoption of European legislation. The SEVESO

directive, named after a small village in Italy where dioxine

was released in an accident, became the vehicle to

implement these policies into law in the Netherlands just

as in many other members of the EU. The ‘Hazards of Major

Accidents Decree’ [18] demanded that top tier establish-

ments would submit a safety report, in which a quantified

risk analysis performed according to the set standards,

would be presented. This information then subsequently

could be used by local planners for zoning decision and by

the emergency services for disaster abatement planning.
5. Methodology

As stated above the ministry of environment and the

Rijnmond authority were involved in a long term effort to

make risk quantification techniques more readily available,

using ICT tools. As the national policy demanded that risk

be limited to the values given in the policy document various

stakeholders now started to demand that the government

give guidance on how to do the calculations. In response
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to this demand the methods to be used in calculating risks

were described in a series of handbooks [19–21].

The handbooks did not prevent different results being

produced for the risk analysis of the same establishment. In

a study performed in 1986 the bandwidth of risk

calculations were estimated to be two orders of magnitude

[22]. Even today the bandwidth between different computer

implementations of the methodology is an order of

magnitude [23]. International studies into the uncertainties

of quantified risk analysis lead to similar results: the

bandwidth in the estimates has decreased over the years but

is still considerable, when in decision-making on safety

distances the desired accuracy is measured in centimetres

rather than metres [24,25], let alone orders of magnitude.

Several situations arose where parties with certain interests

tried to use the uncertainty to their advantage. Especially,

local authorities in their role of issuer of licenses put

increasing pressure on the ministry to harmonise the

methodology to a further extent.

In their role as exploiter of limited space these authorities

on the other hand used conflicting results as an argument to

not having to actually implement the policy. This was in

particular the case around a number of railroad shunting

yards, where large numbers of railcars with hazardous

materials such as Chlorine, Ammonia and LPG were

processed. These shunting yards often are situated in the

inner cities, behind the central station, where land is almost

priceless.

Industries were part of this game as well. Sometimes

together with authorities risk was reduced by calculation

rather than safety measures. These practices slowly eroded

the value of the safety reports.
6. Perception

A major factor influencing the people’s reaction to

potentially hazardous activities is what generally is

described as risk perception. There are many factors shaping

the perception of risky activities [26–28]. The top 10 of the

most listed are:
†
 Extent and probability of damage
†
 Catastrophic potential
†
 Involuntariness
†
 Non-equity
†
 Uncontrollability
†
 Lack of confidence
†
 New technology
†
 Non-clarity about advantages
†
 Familiarity with the victims
†
 Harmful intent

As these factors are different for differing activities it

cannot be expected that a single set of risk criteria is
applicable to all activities. Nevertheless a policy may look

more organized as the set of applicable criteria in small.

On the other hand it is argued that these factors make it

impossible to set general standards, as every situation and

every activity is different. In a more extreme stance it is

argued that risk is a social construct rather than something

that in principle can be determined scientifically. In this

view there are so many subjective choices made in risk

analyses that they cannot be called objective science at all

[29]. Scientists are just other lay-people. Their judgement is

influenced by the same factors, but in addition they let their

science influence by their political judgements. It is no

surprise that the more objectivist risk analysts argue

that scientific judgements and political judgements are not

the same thing and that objective quantification of risk is

a scientific exercise. Indeed such objectivity is necessary to

make cost benefit based decisions. In such argumentation

the value of the risk should be as objective as the—

monetary—value of potential risk reducing measures [30].

Any policy should conform to general principles of

justice and democracy, be it setting a speed limit or a limit

on risk. The results should be predictable for the

stakeholders and for the public and execution should be

measurable against objective standards. This holds even

when arguments are formulated in more qualitative terms

such as ‘As Low As Reasonably Achievable’ or ‘gross

disproportionality’. It should always be borne in mind that

any stakeholder in any regulatory system can resort to

getting a dispute settled in court.

How valid the arguments may be, they nevertheless are

of great help to stakeholders that have no interest in having

risks limited by a government policy in the short run. And as

the last accident disappears in past history the pressure to be

firm on risk dissolves.
7. Decline

In the early 1970s, the joint cities under the leadership of

the mayor of Dordrecht/Zwijndrecht put pressure through

parliament to reduce the impact of the societal risk criteria

in particular, in favour of large scale development of offices

near railway stations, where large scale transport of

hazardous materials takes place as well. The case was

raised that central government had issued two conflicting

demands: the promotion of the development of areas close

to railway stations to reduce the use of cars by commuters

and the limitation of these developments close to marshal-

ling yards, which in a number of cases are just behind these

central stations.

The situation was worsened by the development around

Schiphol Airport. Here, it became apparent that a decision

about societal risk could not be made at all. On the one hand,

the accident in the Bijlmermeer, where a Boeing 747

crashed into an apartment building made it difficult to

defend the acceptance of a risk in excess of 10 times
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the total risk of the combined SEVESO sites. On the other

hand, the expansion of the airport which produced such a

risk was deemed essential for the Dutch economy. This lead

to a decision-making stalemate, which could be broken

only, if the binding of societal risk policy was broken.

Thus, in 1994, the lower—negligibility—limits were

abandoned and the remaining acceptability limit for societal

risk was declared advisory rather than binding.

As in many other European nations the 1990s were a

period where privatisation of services and the preference for

market driven developments dominated the socio-political

processes. Many governmental services were outsourced

and sometimes largely discontinued.

The inspection services were hit very hard by these

developments. They lost a significant part of their staff

and most of their specialised experts because the general

line of thought was that no specialist knowledge were

needed for assessing whether the correct procedures were in

place. As a result checking the paperwork against reality on

site became a rare activity.

The whole of the 1990s went by without major accident,

if one discounts the crash of the airliner in an apartment

building in Amsterdam mentioned above, an accident that

public authorities and the air traffic sector were eager to

forget.
8. Rebirth

In the beginning of the current century a series of

accidents revealed the deficiencies that had developed in the

regulatory system and in the supervision and inspection.

On 13 May 2000, an explosion occurred in a fireworks

storage and trading facility in Enschede, the Netherlands.

Twenty-two people were killed and some 900 injured. The

material damage was approximately 400 MEuro (Fig. 4).

Immediately after the accident an investigation was

started into the causes of the accident. Special attention was

given to the unexpected violence of the explosion. The

investigative committee installed by the Government used
Fig. 4. Explosion in Enschede.
results and advice of domestic and international institutes to

obtain results.

It appeared that the firm had a long history of violating

permits, that the city had legalised these violations and that

inspectorates and state institutions were not aware of the

hazards thus created. The importance of the correct

classification of the fireworks and of the storage of the

correct types and quantities in particular went unnoticed. As

a result prior to May 13, 2000 most of the fireworks stored at

the premises were more powerful than the labels indicated

and in fact a significant part of the storage was mass-

explosive contrary to the current permit.

After the disaster inspections were held in the other

storage facilities for fireworks. The results were dramatic.

In fact none of the facilities operated within the legal

boundaries and sometimes had failed to do so for many years.

This lead the inspectorate for the environment to check

on a number of other widely spread activities. Of the LPG

stations about a third had houses inside the prescribed

exclusions zone. A few hundred houses were built after the

legislation had come into effect in 1984. The maintenance of

ammonia-cooling facilities proved to be consistently below

standard to the extent that most facilities would have to be

closed should the law be upheld strictly.

On New Years Eve of 2000 a fire broke out in a bar in

Volendam. Thirteen young people were killed and more

than a 100 seriously injured. The bar had no valid license,

there were too many people in the building, contrary to

legal requirements the Christmas decorations had not been

fireproofed, firework items (so-called ‘cold fire’) were

lighted in the building and emergency escape routes were

either blocked or the stairs were removed. Again a

nationwide inspection had dramatic results. There were in

fact only a few public buildings that actually had a license

to operate, even though the legislation existed for over a

decade. This was not only true for bars, restaurants and

disco’s. Most governmental offices had no license to

operate either. In fact it looked as if the legislation was

forgotten from the day it was adopted.

Both incidents were investigated, each by its own

committee. Both committees came to similar conclusions:
†
 legislation does not implement itself after it is adopted
†
 trust is fine, direct inspection is better
†
 the existing policies are fine, but they should be

implemented.

On March 7, 2001, Prime-Minister Kok wrote a letter to

parliament about the further development of safety policies

as integral part of the nation’s policies. The Prime-Minister

introduced and announced three elements of a new policy:
†
 affirmation of the minister of environment as co-

ordinator for hazardous materials;
†
 founding of a new separate policy body dealing with

external safety and
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†

Fig. 5. Development of the ‘risk weight’ at Schiphol Airport.
announcement of new legislation covering external

safety.

This letter was issued almost 22 years after the letter of

Prime Minister Van Agt, which in essence had the same

content.

On August 20, 2002, a small leak occurred in an ACN

railroad tank car at the station in the centre of Amersfoort.

A circle with a radius of 500 m had to be evacuated. As a

result train traffic between the west and the east of

the Netherlands came to a halt, as most of this traffic

normally passes through the now closed station. Also the

command centre of the local fire-brigade was in the zone

and had to be evacuated.

After the accident the union of cities raised the question

whether it made sense to transport hazardous materials close

to large scale urban developments, thereby ignoring that the

same union pushed the relaxation of the policy in favour of

building large scale real estate close to the transport of

hazardous materials 10 years earlier.
9. Slowdown

Soon thereafter a quick scan into the consequences of a

strict implementation of existing policies was published

[31]. Several of the measures figuring in that report were

measures that should have been taken in the past had the set

policy been fully implemented, but were postponed or

discarded because of the cost.

One example is the points of sale of LPG. When the

LPG policy was set in the late 1970s, early 1980s 200 LPG

stations were closed or relocated. However, another 600

should have been relocated due to the vicinity of houses.

The cost of this operation was deemed excessive in the

mid-1980s and looks even more excessive now: 22 Billion

Euro. A more recent analysis shows that it is much cheaper

to actually stop using LPG as motor fuel [32]. Because

space becomes available for housing development which

currently is inside safety zones, to stop using LPG would

bring at least 400 million euro’s, a conclusion the LPG

industry does not like at all.

Another example regards the railroad marshalling yards

mentioned earlier. One of these is Venlo. This yard has not

had a valid license to operate since it started over 80 years

ago. However, the yard is essential for the operation of the

railways. The railways in the Netherlands and in Germany

use different voltages for their electric locomotives. It is

therefore necessary to change locomotives at the border, the

main function of the Venlo yard. A side effect of this is that

large quantities of tankcars pass through Venlo and have to

wait on the yard for further transport for considerable time.

In fact the yard can be seen as a permanent storage facility

for every conceivable hazardous substance around. It is

impossible to change operations such that Venlo may meet

safety criteria, or noise criteria for that matter. Therefore a
plan was made back in the mid-1970s to relocate the yard.

The estimated cost at the time was 73 Million guilders

(some 35 Million Euro). At the time this was considered too

expensive. The problem, however, did not disappear, so

Venlo figures again as a problem in the quick scan. Now the

cost estimate is 173 Million Euro.

These costs led to a renewed discussion about to what

extent the societal risk constraints should be made a legal

requirement, a discussion still going on. In the wake of this

discussion also the problem resurfaced of having differing

results of analyses performed on the same system or

establishment.

Finally, the question was raised in how far emergency

response and self-help of citizens were beneficial in

reducing the consequences of potential disasters. If indeed

the effect of disaster abatement and escape could be

quantified, this potentially could lead to the conclusion

that the consequences of disasters in chemical establish-

ments and especially with transport of hazardous materials

was overestimated and thus that more real estate could be

developed near transportation routes with retaining the

current limits than previously was assumed.

In the mean time the city of Dordrecht/Zwijndrecht

pushes for more city development in the railway-zone,

which incidentally is one of the most dangerous of the

country. Also, a further growth of Schiphol airport was

announced. This growth will lead to a violation of the risk

limiting criterion which now is expressed of the mean

weight of aircraft falling to the ground each year. The

development of this ‘Risk Weight’ is depicted in Fig. 5,

together with the present criterion. Again it did not take long

for accidents to lose their importance in the political debate.

The question therefore arises of whether society really

wants to reduce risks or whether public outcry is just a phase

in a mourning process that is necessary but passes (Fig. 3).
10. More research

In order to solve these questions a number of new

investigations were launched.
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The first is aimed at establishing the risks of chains of

activities related to a single hazardous material. The

materials chosen are those that potentially create the most

problems: LPG, ammonia and chlorine. To a certain extent

the study into LPG is a repeat of the study performed 20 years

ago, and thus there should not be any surprises in the answers.

The study should lead to the identification of measures

that could be taken to reduce the risk of these activities and

remove problems for the developments in city centres. A first

measure already has been taken: the transport of chlorine by

rail will be stopped by 2007. The production units will be

relocated such that chlorine is produced were it is used.

It should be expected that for ammonia and LPG this

will be a lot more difficult. The transport of chlorine

essentially occurs only along a single route between three

facilities. The transport of LPG and Ammonia occurs along

many routes and between many locations. In addition, these

materials have a wide spread and large user-base.

The second investigation is aimed at establishing

whether the unification of results of risk analysis can be

promoted beyond the present level. As mentioned before

the current handbooks in the colours series have not led to

the desired uniformity, not even after the release of the

purple book, which was meant to take away ambiguities and

freeze parameters to agreed values [33]. The obvious

problem with driving unification further is the loss of

flexibility in the analyses. In this sense authorities and

industry have conflicting demands. They want uniform

results on the one hand, but on the other hand they want to

be able to cater for local differences in the way installations

are constructed and managed. The latter factor especially

creates ample room for interpretation by the individual

analyst. There is abundant theory about the management

influence but very little data [34,35]. Also data on failure

frequencies are seldom suitable for taking account of

particular design solutions.

Finally, a series of investigations have been started into

quantification of the success of emergency response

operations. Among other, it is noteworthy how many people

survived the 9/11 attack on the Twin Towers. Most if not all

people below the points of impact survived, indicating that

when people know what to do and do it survival rate can be

high. This is in contrast with findings in experiments in

tunnels, where it was noted that most people stay and wait in

their cars until help arrives [36], ignoring the signs pointing

to emergency exits.

In any case the emphasis already is shifting again, from a

strong desire to address the problems of risk and eliminate

particularly nasty hazards to authorities trying to find ways

to cope with these risks without really reducing them.
11. International context

From the 1970s many if not all industrialised countries

have struggled with the problems of industrial risk. As can
be inferred from the above the solution found and routes

taken are in many cases determined by history and legal

context. In the EU the common denominator may be the

decree on Major Hazards [2], the directions taken in the

various countries differ widely [37]. In the UK the policy is

similar to the Netherlands based on quantified analysis

[38,39]. In Switzerland, similar criteria as in the Nether-

lands are used for siting and spatial planning [40]. In France,

the government still determines the location of hazardous

installations and the spatial planning around it, just as in

Napoleons days [41]. In Germany, one relies on determi-

nistic prescriptions rather than on probabilistic approaches.

Countries like Hong-Kong, Canada and Australia tend to

have policies similar to those in the UK even to the extent of

setting standards [42,43]. In the US, much more reliance is

put on negations with the neighbouring communities [44].

These different approaches nevertheless have a common

goal as worded by the OECD’s guiding principles for

chemical accident prevention, preparedness and response

[45]. And in all countries it remains difficult to maintain

these policies as the accident in Toulouse and others

demonstrates.

The effect of these policies in terms of restrictions to the

industry or spatial planning differ much less than one might

expect based on the different approaches. These effects are

very similar, be it that land use restrictions are the least

severe in the Netherlands, as one would expect given the

density of the population the intense use of the limited space

available [46,47].
12. Conclusion

History indicates that lessons of the past are not

remembered very long. The growth of the population

leads to ever denser use of available space. This makes it

very tempting to forget accidents. Thereby, the perception

of risks slowly but certainly changes from serious to remote

as the last major accident shifts into the past. These

developments fit well to human nature, which does not seem

to be adapted to manage risks. Certainly not when the

advantages of an activity are immediate and the chance of

negative effects are remote or the occurrence of these effects

remote. Our minds are shaped such that we accept

information that confirms our existing conceptions much

more readily than information that would let us change our

mind or opinion [48,49].

Humans are mortal, but do not like to be reminded of the

fact. Everyday that we wake up we take as a confirmation of

our immortality. As our life expectance increases, we are

less and less confronted with the reality of the opposite: that

indeed we are mortals. This way the human mind works is

the basis for progress. Only if man faces hazards and perils

can man develop. Therefore, courage is an acclaimed

human trait. To go on in the face of danger is built into

human behaviour. Columbus would not have sailed west
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and discovered America, if not for his courage nor would

anybody wantonly make a trip in a space shuttle. Religions

preach that man has to go through death to reach eternal

bliss, be it heaven, nirwana or whatever this state is called in

a particular belief system. Thus to face up to peril, and

steadfastly go on in the face of doom is considered a good

thing.

Unfortunately, the line between courage and recklessness

is difficult to draw. Often the difference is determined by the

result rather than the deed itself. Only because they

conquered Troy is the handful of Greek soldiers who hid

in the Trojan Horse remembered for their courage. Would

they have lost the deed would have been described as

foolish. Similarly, David facing up to Goliath only lives on

as a courageous act because the latter was defeated [50].

To operate a chemical plant at the boundary of its

operating envelope may be interpreted as courageous way of

increasing production to the maximum, and there still are

many companies who reward this type of behaviour (maybe

unconsciously). But a bonus based on sales or throughput

has the effect of rewarding risk-taking. After the accident

the investigation will undoubtedly interpret the same

behaviour as reckless playing with the lives of innocent

bystanders.

Risk managers and safety people have a function to point

out the evidence that conflicts with the dominating

perception. Things can go wrong and if they can, they

will. And given the overwhelming domination of the

optimistic view that ‘it cannot happen’, or at least ‘not to

us’ we should make it an obligation for every company, or

other entity on the verge of performing a ‘courageous’ act to

consult a morbid pessimist like a risk analyst.

Safety people therefore are trying to balance the drive for

courage, insisting on caution, thinking before acting, not

taking risks if it can be avoided and not taking unnecessary

risks at all.

In this role risk managers are like the court jesters of

yesteryear. They say what hardly anybody wants to know,

but the King had better listen.
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Abstract

The introduction of new technologies in traffic produces a range of unknown deviations in the desired traffic process. These developments

require additional ex-ante assessment procedures for measures which will be implemented in the traffic system. In this paper, the HAZOP

methodology is applied to road traffic measures to provide scenarios based upon predicted deviations and problems with new, mainly in-

vehicle technologies. To make HAZOP applicable for road safety purposes analysis of the expectations of road users is added to the

traditional approach. In this paper, some results are shown for speed reduction measures. The dependency of the results on the membership of

the HAZOP team and especially the question if a mixture of expertise is required are also discussed.
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1. Introduction

The HAZOP technique has long been used in the

chemical industry for assessing designs In recent years its

area of application has increasingly been extended to other

industries and technologies. In the Safety Science Group in

Delft these applications have included road maintenance

work, tunnel building and more recently driving [e.g. 1, 2].

This paper describes the approach taken in the last area and

the results which have been achieved in assessing the

potential safety effect and effectiveness of both conventional

road features, such as speed humps, and new technologies,

such as intelligent speed adaptation (ISA).

This study forms part of a larger doctoral research into

the proactive assessment of intended and unintended effects

on safety of proposed new technology (both in-car and

roadside).
2. Need for proactive safety assessment in traffic

The use of ICT (Information and Communication

Technology) based technology in vehicles has been
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increasing since the 1980s [e g., 3]. Whereas the first

applications were mainly based on providing various

sources of information to drivers (e.g. RDC-TMC for

regional traffic information and navigation systems),

nowadays systems are on the market that are able to

influence driving tasks directly. An example is adaptive

cruise control (ACC), a system designed to keep a minimum

headway to a vehicle in front. Although car manufactures

sell these systems as so-called ‘comfort extensions’

functional safety problems might occur when using these

systems. Furthermore the systems might influence one’s

driving behaviour and through this the safety of the traffic

system as a whole. Jagtman et al. [4] discussed the current

knowledge on safety effects of ACC-like systems. They

showed a gap in the types of effects that were incorporated

in safety studies of these systems. The ex-ante studies

performed covered safety problems relating to the desired

process that was defined for a system (e.g. keeping a safe

headway), but often did not deal with safety problems

resulting from deviations from the desired process, such as

malfunctioning of the system or driver adaptation.

Recently, Carsten and Nilsson [5] have argued that a

generic safety assessment for driver warning and vehicle

control systems is lacking. They concluded that a standar-

dised safety performance test will not be feasible and that a

process-oriented approach is necessary. Part of this
Reliability Engineering and System Safety 90 (2005) 206–216
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approach is the definition of possible test scenarios. In order

to assess the safety of driving support systems these

scenarios should at least contain the normal and desired

process and plausible deviations from this process. The

scope of possible deviations should be known before

defining the scenarios containing deviations. The complexity

resulting from the implementation of all kinds of new

technology increases the need for a method to identify the

test scenarios. This paper addresses that need.

Elliott and Owen [6] described similar problems during

the design of new chemical plants. They tried to provide a

systematic approach to think about not only the process and

its predictable deviations but also to try to take into account

unknown deviations [7]. The ideas of Elliot and Owen were

modified by Lawley [8] into the HAZOP method known

today. The need to adopt such methods in the field of road

traffic increases with the introduction of (complex)

technologies that may affect the possibilities of the road

users to adapt their behaviour to the situation they find

themselves in. In the next section the traditional HAZOP is

explained, and in the subsequent sections the research

questions and the way in which the HAZOP was adapted for

traffic use.
3. The traditional hazop approach

The method developed by Lawley [8] is designed to

search for every conceivable process deviation and look

backwards at possible causes and forwards at possible

consequences His reason for developing the method was the

assumption that most problems are missed because of the

system’s complexity rather than because of a lack of

knowledge on the part of the design team. The main

objective is to define safety (hazards) and operability

problems. A secondary objective is to evaluate the possible

consequences, which is done in a semi-quantitative manner.

The approach is based on stimulating creativity and

imagination through a structured brainstorm, in order to

think of all possible manners in which hazards and

operability problems can occur [9]. This is done in a

systematic way by a team of specialists with different

training and experience in order to reduce the chances of

missing any hazard and operability problems. In order to

perform the method systematically a matrix with process

parameters (e.g. temperature and flow) and guide words

(e.g. no, high and reverse) is used. A combination of a

process parameter and a guide word (e.g. no flow) forms a

potential deviation. For each deviation (cell of the matrix)

the HAZOP team discusses the following questions [7,9]:
1.
 Could the deviation occur?
2.
 If so, how could it arise?
3.
 What are the consequences of the deviation?
4.
 Are the consequences hazardous or do they prevent

efficient operation?
5.
 If so, can we prevent the deviation (or protect against the

consequences) by changing the design or method of

operation?
6.
 If so, does the size of the hazard or problem (that is,

the severity of the consequences multiplied by the

probability of occurrence) justify the extra expense?
4. Research questions

Extending the use of the HAZOP approach to the field

of road traffic requires attention to be paid to the

particular characteristics of traffic systems compared to

the process industry and the needs for which the

technique will be applied The first issue is concerned

with the adaptations that were necessary to apply the

methodology to road traffic operations. These included

decisions about the representation to be used, the experts

to be involved and the parameters and guidewords to be

chosen. The usability of the adapted procedure in

predicting the full range of deviations in a traffic system

was assessed in the research. The adaptations are

discussed in Sections 5 and 6.

Secondly, we pay special attention to the dependency of

the HAZOP results on the composition of the HAZOP team.

The question is whether a traffic HAZOP can be performed

by a team consisting only of policy makers or only of traffic

participants, as opposed to a team with a mixture of

expertise, including designers, as the traditional method

requires. If the homogenous groups of policy makers or

traffic participants are found to be able to use the method

just as successfully, it means that it can be used by policy

makers alone for ex-ante assessment. To assess this the

results of different groups are compared to analyse to what

extent the identification of problems and the interpretation

of these depend on the expertise and experience of the

HAZOP team. This second issue will be addressed by means

of both a quantitative and a qualitative analysis. The

quantitative analysis assess whether the different groups

come up with the same number of deviations and the same

distribution of the deviations across the different system

levels at which deviations can occur (see also Section 6).

For example, policy makers might be expected to have little

expert knowledge on the technology of new road safety

measures which include ICT technologies, whereas

designers of these systems will know a lot. Does the latter

group therefore identify far more deviations for these new

technologies, than the two groups without this expertise

(see Section 7.1)?

The qualitative analysis compares whether the groups

discussed the same subjects. Is a homogeneous group of

policy makers able to identify the same issues as a group

with a mixture of expertise, including designers? The

expectation is that the mixed team will come up with a

larger variety of issues (Section 7.2).
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Finally we analyse whether the composition of the

HAZOP team is of importance for estimating the frequency

and severity of the deviations. This analysis compares the

distributions of judgements in each team, based on their own

list of deviations identified during their brainstorm session

(Section 7.3).
5. Hazop for traffic purposes

The fields in which HAZOP studies have been used (e.g.,

chemical process engineering, food process engineering,

nuclear power and programmable electronic systems,

[9,10]) have in common the investigation of a process that

is delimited both in space and in the number of different

operations. The road traffic system has much in common,

but differs in some ways:
†
 It deals with a larger number of people who moreover do

not all have similar experiences or expectations in

participating in the traffic process.
†
 The number of participants and the variety in these

participants (car drivers, pedestrians, etc.) within the

traffic process is variable in time and in space/location.
†
 Within the traffic process individual participants cannot

be assumed to have the same goals as each other or as the

authorities.

As a result of these differences the tasks of different

participants are harder to describe in a generic process

description. However, as the HAZOP approach seems to

show great promise for the identification of test scenarios

for ICT-based new technologies in traffic, this research

explores the possibilities of adapting this approach to traffic

processes.

5.1. Traffic process

The desired traffic process discussed in a HAZOP is

defined as the regulators’ goals specified for the location

under study As these goals comprise both achieving a

sufficient capacity, depending on the function of the

network under study (for instance through-flow for a

motorway or access in residential areas) and minimising

the number and/or severity of traffic accidents, a HAZOP in

traffic can study both the operability of the system and the

hazards in it, as is the case with the original field of

application [10]. Environmental impacts resulting from the

traffic process could be studied in a similar way, but are not

further discussed here.

A general description of the desired traffic process is

defined as [11]: Offering a particular capacity in a defined

area under conditions of minimum loss. The process is

worked out in detail based upon formal rules set by the

regulator, which are derived from specific goals such as

priority for a specific traffic stream or for specific road users
(e.g. vulnerable road users), speed reduction during specific

time slots (e.g. day time, lunch break) and use of time

windows for good distribution (allowing no heavy traffic

outside these windows).

5.2. Representation and visualisation of the traffic process

In order to carry out a HAZOP a physical or logical

representation is needed of the traffic system and its

intended operation The traffic process under study is

characterised by means of the physical layout, including

information on the surroundings. The area information

includes possible special destinations in the neighbourhood

of the study object, such as: hospitals, schools, playing

fields, shops, housing, offices, and industries. This infor-

mation might be of importance for the events (including

incident or accident events) that could occur. The road

(safety) measures included in the HAZOP are represented

using standard descriptions from handbooks, where avail-

able [e.g. 12, 13], or using the information available from

pilot studies for the measures which use new technologies.

The description provided to the experts in the HAZOP team

should, apart from the location description, contain

characteristics of the vehicles and the road users.

A number of the traffic elements are autonomous entities

having their own goals. This is the case for all users and

their vehicles in the system. As a result these entities do not

move through the system in a predefined manner. To cope

with the dynamic and continuously changing character of

these system elements the representation of the traffic

system used during the brainstorm consisted not only of a

fixed visualisation of the network and its fixed elements

(e.g. road and traffic signs) but also of free objects that

represent the road users and if applicable their vehicles. For

this purpose the elements of the traffic system were

visualised by means of LEGOe to have a dynamic

representation of the traffic system available. The dynamic

representation was intended to allow the HAZOP team to

build all sorts of traffic situations in order to show the other

experts, by moving the element in the situation, the

deviations and possible causes of these. Fig. 1 gives an

impression of two situations that were developed during a

HAZOP brainstorm.

5.3. Basic assumption in the Traffic HAZOP

The basic assumption for the Traffic HAZOP is that a

safe traffic process (for a particular location) is established

when all traffic participants involved have both sufficiently

similar expectations about how to resolve the situations in

that traffic process, and the means to effectuate that

behaviour ‘Sufficiently similar’ means that expectations

do not have to be exactly identical but that they should at

least not conflict with each other. The complexity of

expectations has been shown for different junction settings

by Heijer and Wiersma [14]. All measures implemented in



Fig. 1. Examples of traffic situations built during a HAZOP brainstorm.
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the traffic system, either in-vehicle, in the infrastructure or

in regulation, could influence these expectations. For

instance, a driver with a detection system for other traffic

(of which ACC is a preliminary system) will possibly put

less effort into observing the other traffic and overlook a

pedestrian near a pedestrian crossing. Moreover, this

modified behaviour of the drivers or vehicles with such

ICT-based systems could also interact with the expectations

of other road users without these systems. An example could

be the pedestrian on a pedestrian crossing expecting the

driver to have an automatic system to notice him/her and

hence to give priority.

In order to cope with the differences as described above,

discussion of the traffic participants’ expectations was

added to the first three steps of the HAZOP approach as

discussed in Section 3. The discussion of expectations

involved:
1.
Tab

Tra
Discuss whether or not the road users’ expectations are

likely to be sufficiently similar. A positive conclusion

here indicates that the traffic system and the measure(s)

have the potential of realising safe traffic situations.
2.
 Conclude whether the users’ expectations fit the desired

process at the location as defined by the regulator. If the

conclusion for the second part is negative, the designers

of the traffic network should reconsider the layout of the

situation including the road safety measure(s).

Preferably, the policy makers should decide to use
le 1

ffic HAZOP matrix (a single traffic participants; b: traffic situation)
measures that will bring the expectations of the users and

the intentions of the regulator closer together.

Apart from the discussion on the expectations resulting

from the case study location, the HAZOP team were

encouraged to go into the possibilities of learning from

experiences at this location for building expectations at

other locations involving the same road safety measures.

5.4. Traffic parameters and guidewords

For the application of the HAZOP methodology

parameters and relevant guidewords have to be chosen for

the specific field under study [15] Safety problems in traffic

result from deviations caused by a single road user as well as

from deviations caused by situations in which several road

users are involved. Consequently, we included traffic

parameters both for single users (marked with ‘a’ in Table 1)

and parameters for traffic situation with multiple users

involved (marked with ‘b’). A detailed explanation of these

parameters and guide words can be found in Jagtman [11].
6. Example: speed reduction in built-up areas

The HAZOP methodology has been applied to study the

use of speed humps in a built-up area with a speed limit of

30 km/h. The 30 km-zone is located in the neighbourhood



Fig. 2. Visualisation of location and the infrastructure measure (speed

humps).
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of a school. The location under study was rebuilt in 2001 to

improve the priority given to pedestrians on the pedestrian

crossing. This priority was emphasised as part of the desired

traffic process. In general the process is defined as

‘adherence to the formal rules’ by all participants. At this

location these rules include: ‘give priority to pedestrians on

the pedestrian crossing’, ‘give priority to traffic on the main

road’ and ‘do not block the junctions’. Notice that these

rules may lead to conflicts and problems. For instance,

drivers from the ‘A’ direction in Fig. 2 first cross the

junction having priority, then have to stop for pedestrians, if

present, during which they block the junction, and finally

they have to cross the speed hump.

Besides the current layout, the use of Intelligent Speed

Adaptation (ISA) at the same location instead of the speed

hump was analysed. ISA, as it is now in development,

consists of vehicle-based technology that assists motorised

vehicles in adhering to the local speed limit. The assistance

can be provided in various manners, such as information on

a display, auditive warning signals and physical feedback.

We studied an ISA application called the ‘active gas pedal’

in which the driver experiences a counter force through the

gas pedal at the moment the vehicle exceeds the local speed

limit. GPS positioning and a digital map are used to

determine the local speed limit. The driver is able to

overrule the assistance by kicking down on the gas pedal

[see for further details on the system: 16].
6.1. Results

Three HAZOP sessions were carried out in which the two

alternatives were discussed A selection of the meaningful

cells for the HAZOP matrix was made by eliminating the

non-feasible cells (the blank cells in Table 1). Each session

resulted between about 140 and 210 useful deviations of

which a selection will be presented in this paper. An

extended review of the results of the HAZOP performed

by the traffic participants can be found in Jagtman and

Heijer [17].

We will show the results in a framework with four levels

of safety problems in traffic. The basis for this framework

was set by Carsten et al. [18] and Morello [19] to evaluate the

use of new in-vehicle technologies. They both distinguished

a functional level, a driver level and a traffic level at

which effects on safety in traffic systems might occur.
The traffic safety level is divided into the interaction between

a group of road users, who meet at the same location at the

same time and the traffic flow as a whole. The four levels are

defined as follows [3,4,18,19]:
†
 Functional Safety Level: covers safety problems that

result from the hardware and software design of the

measure, in particular the technical reliability, probability

of system failures and the potential of it getting into a

dangerous or unexpected mode.
†
 Driver Safety Level: focuses on the interaction between

the user and the measure under study. This level covers the

appropriateness of the design, possible distraction of the

user and adequate support in performing a safe trip.
†
 Safety of Interactions: focuses on the interaction of

drivers and of the measure under study with their close

environment, including other road users, vehicles and the

infrastructure.
†
 Traffic Safety Level: covers the effects of the measure

under study on safe operation of the traffic system. This

level incorporates macro safety effects on the whole

network.
6.1.1. Speed humps

A selection of deviations, problems and conflicts for the

implementation with speed humps resulting from the

HAZOP sessions is shown in Table 2.

6.1.2. Intelligent speed adaptation ISA

In Table 3 a selection of the results for the ISA system is

shown. The percentage of cars equipped with the ISA

system was not fixed for the discussion. If specific

deviations result only in mixed traffic, in which ISA and

non-ISA cars meet each other, or in a fully equipped flow,

this is made clear in the table. Note that the deviations in

Table 2 which are not directly concerned the speed humps

were identified as also applicable to ISA.

6.2. Expectations of road users

In addition to the traditional HAZOP, the expectations of

the different road users were discussed As all road users do

not act according to one pattern, the teams discussed likely

behaviours and the expectations that would lead to this

behaviour. The results are summarised in this section.

6.2.1. Speed hump

The following expectations were expressed. The

motorised traffic approaching from direction A will be

focussed on the speed hump and might not observe other

traffic, including pedestrians, as a result. They could block

the side roads while waiting for a pedestrian to cross, or

continue without giving priority to the pedestrian, in order

not to block the intersection. Pedestrians will assert their

priority less for traffic from direction A than from direction B,



Table 2

Deviations, conflicts and problems for speed hump implementation

Functional Safety

Vehicle breakdown caused by engine, lack of fuel, flat tyre;

Driving with too high speed caused by wrong estimation of speed required to smoothly pass the speed hump;

Driver Behaviour and Safety

Misjudgement of situation or road signs;

Slowing down for pedestrian, but paying no attention to other road users;

Distraction by events in the vehicle (children, mobile phones, radio);

Short cuts: crossing main road diagonally, short cut while turning left. This increases when road users are in a hurry (for instances if they are almost

late for school);

Speed up between speed humps;

Pedestrians not crossing at pedestrian crossing;

Impatient with waiting and as a result taking priority;

Driving slowly and/or carefully because the location is unknown to drivers or they are inexperienced;

Complexity of the situation leads to performance of sequential, partial solutions;

Mainly focus on the speed hump ahead instead of on possible other road users;

Safety of Interactions

Groups of pedestrians/cyclists take priority;

Blocking part of the road and/or the junction (removal lorries, delivery vans, cars who stop to pick someone up);

Speed up to get to pedestrian crossing before pedestrian does;

Rear-end shunts caused by short headways and sudden braking by vehicle in front;

Pedestrians expect to get priority when they cross at the pedestrian crossing;

Vehicles stop across junction to give pedestrians the possibility to cross the road at the pedestrian crossing;

Motor vehicles on the main road will not give priority to pedestrians in order not to block the side roads;

Traffic Safety

Speed hump increases travel time for emergency vehicles;

Change of public transport routes because of discomfort caused by the speed hump for driver and (standing) passengers;

Traffic from side road cannot cross or enter main road because of blocking of the junction in congested circumstances;

Table 3

Deviations, conflicts and problems for speed hump implementation

Functional Safety

Feedback of the ISA system;

Wrong speed limit used by the ISA system caused by a positioning error;

Wrong speed limit used by the ISA system caused by old maps, temporary limits at road construction sites;

Difference in location of speed limit boundary between the road signs and the feedback of the ISA system;

Two ISA vehicles both driving on the main road may suffer from calibration problems resulting in different boundary for the vehicles and possibly slightly

different speed limits;

Driver Behaviour and Safety

Relying on ISA for keeping to the speed limit although a lower speed might be required for the actual situation (extreme: use of ISA as cruise control);

Immediate speeding up when getting into a zone with higher speed limit/unexpected fast accelerating by ISA vehicle caused by pressing down the gas

pedal totally;

Not noticing the 30 km/h sign and suddenly experiencing the counter force by the ISA system;

Drivers experiencing ISA for the first time mainly pay attention to the new system;

ISA users forget to change gear after the speed limit is passed;

Check the ISA system by (more than normally) observing the speed on the speedometer;

Trust in the ISA system resulting in less checking of the speedometer;

Irritation at the ISA system if the speed limit is inappropriate or incomprehensible (e.g. night time);

Kick-down of the ISA system provides a way of release for the irritation at the system, without immediate speeding by the vehicle;

Non-ISA drivers will probably drive faster because there are no speed humps at this location;

Safety of Interactions

Expecting vehicles to slow down when entering the lower speed zone may lead to problems if a vehicle without ISA is approaching (high number of ISA

vehicles in the traffic flow);

Trusting the ISA system to slow the vehicle down when entering a lower speed limit zone could result in problems if a leading vehicle starts braking before

the zone boundary;

Non-ISA users, pedestrians and cyclists will anticipate on (smaller) gaps to cross or enter the main road;

Mopeds, which are not equipped with ISA, will overtake the ISA vehicles in the 30 km zone;

Irritation of non-ISA users because the ISA users drive slowly in the 30 km zone;

Traffic Safety

Too high speeds of ISA vehicles at the pedestrian crossing caused by wrong/awkward boundary set in the ISA system;

Compensate for unexpected delays by driving at or beyond the speed limit in areas where ISA is not activated/supported;

ISA may result in less acceleration and deceleration and as a result show a smoother traffic stream (perhaps even provide a greater capacity);
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because the speed hump is located wrongly for traffic in

this direction and offers them no protection from speeding

traffic.

Vehicles from the opposite direction (B) have to slow

down for the speed humps before crossing the pedestrian

crossing and the junction. Since they will already have

reduced their speed for the humps they will be more likely to

give priority to the traffic from the side road than will

vehicles from direction A, even though the traffic on the

main road has priority. This may be reinforced by the side

traffic that will be inclined to accept smaller gaps before

entering the main road. In this case the pedestrians’ resolve

to assert their priority will be strengthened by the presence

of the speed humps.

Cyclists will not change their behaviour as a result of the

speed humps. In the case of dense traffic on the main road

pedestrians will use the special crossing more intensely than

in low traffic intensity. On the other hand groups of road

users, such as a group of pupils from the school, may act as a

single powerful entity and take (and get) priority at the

crossing location or even elsewhere around the intersection.

When driving at another location with speed humps

drivers will have learned from earlier experiences to cross

the hump slowly because higher speeds might be uncom-

fortable. After experiencing the hump once, the road user

knows how to pass it the next time. Further use will hardly

affect their focus on vulnerable road users.

6.2.2. ISA (all motorised traffic equipped)

For this alternative the following expectations were

mentioned. When all vehicles are equipped with the ISA

system the behaviour of all drivers of motorised vehicles

will be more uniform and there will be no distinction

between directions A and B on the main road (speed humps

no longer required when ISA is used). The traffic on the

main road will move steadily with a speed of about the

maximum allowed speed (30 km/h). As a result of this low

speed the pedestrians and the side traffic will probably

neglect the priority set at the intersection and cross or join

the traffic stream when they think is appropriate. Moreover

the pedestrian crossing may be seen as pointless and the

pedestrians may cross anywhere.

Mopeds, depending on the feasibility to install ISA in

such motorised bicycles, may cause problems. If these are

not equipped with Intelligent Speed Adaptors they will most

likely drive faster than the motorised traffic stream that is

equipped.

6.2.3. ISA (mixed traffic allowed)

In this situation different expectations were expressed.

Depending on the traffic intensity, clusters of vehicles may

form behind one or more ISA-equipped vehicles. If the traffic

intensity is low and drivers without ISA are irritated by the

system, they may start overtaking the slower vehicles.

In the case of clusters of vehicles, the ease of crossing the

street or entering the main stream will increase. If, however,
the number of overtaking manoeuvres increases, this will

increase the risk to pedestrians, cyclists and (motorised)

traffic from the side roads. Road users may have difficulty

estimating speed outside a range of expected speeds.

Especially when the use of ISA becomes more common,

exceptional speeds (of vehicles without ISA) will become

less and less expected.

The benefits of ISA and speed limits needs to be

understood by the road users in order for them not to be

irritated by these kind of systems, for example in quiet hours

such as at night. This problem will increase in mixed traffic

situations in which not every motorised vehicle is equipped.

Finally the use of ISA requires both users and other

traffic to learn. The system will not only have an effect

locally but elsewhere in a network. Road users may

experience the assistance of the system and/or meet vehicles

that are equipped with the system at different points in the

network and will need to learn how to recognise which

regime is applicable.

6.2.4. In summary

Building expectations upon the behaviour of the other

road users in the case of speed humps is problematic,

because the options are variable. Will the vehicles on the

main road slow down or stop to give priority to pedestrians

and, for direction A, where will they stop? What is the

behaviour of the side traffic? Will they take priority where

the traffic on the main road stops? We measured the

behaviour of the main road traffic in our study by video

observation and showed that, in this last respect, it is

independent of the situation. Hence, it is hard for

pedestrians and side traffic to estimate if and where these

vehicles will slow down [20]. These findings confirm that

the current design of the intersection is badly chosen.

Estimation of the speed of ISA equipped vehicles is

easier. Where ISA is used, the possibility to estimate other

road users’ behaviour will depend on whether or not all

motorised traffic is equipped and whether or not ISA

vehicles can be distinguished from non-equipped vehicles.

The speed behaviour in general in the Swedish pilot studies

with ISA [16] showed a lower average speed and a reduction

in the spread of speeds. On 30-km roads in local networks

the Swedish study found speed reductions in mixed traffic of

0.3–0.9 km/h.
7. The effects of the composition of the hazop team

Lawley [8] stated that the team performing a HAZOP

should be carefully chosen to provide sufficient knowledge

and experience to lead to adequate results Though the team

should be small enough to be efficient, it should contain

sufficient spread of skills and disciplines to cover all aspects

of the process under study. As described in Section 4, we

wished to assess whether such a mix of HAZOP team

members was essential, or whether the HAZOP was just as
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successful with a more limited and homogeneous group.

The HAZOP methodology was therefore applied with three

teams of four up to six people with different mixes of

expertise and experience. The first team consisted of

students, who could be considered as simple traffic

participants, the second team consisted of local and regional

policy makers and the last of participants with a mixture of

expertise, drawn from institutions in the Netherlands

involved in design, development and research into new

technologies. The expertise of the latter team included

human factors, vehicle-approval, traffic, automotive and

infrastructure engineering. The similarities and differences

in the kinds of deviations that were identified in the

workshops are described in this section.

None of the participants had any knowledge of the

HAZOP methodology beforehand, except for the leader of

the workshops, but this did not present any problems.

Lawley [8] and Kletz [9] indicate that it is not necessary for

all participants to be familiar with the method.

7.1. Differences in types of deviations noted

The three HAZOP sessions generated a variety of

deviations Table 4 shows the division of the total number

of problems identified during each workshop over the safety

levels. The participants were asked in the ISA case only to

indicate problems for ISA which were additional to those

which would occur with the humps. They indicated that

87–94% of the deviations in respect of the speed humps

were also applicable to the ISA implementation.

Testing the results shows that there are quantitative

differences. Clearly designers identify more deviations than

traffic participants, with policy makers in between. How-

ever, the proportion of deviations found at each level and

between speed humps and ISA differs much less. For ISA

there are no significant differences (c2Z3.78, PZ0.71,

dfZ6). For speed humps the difference is significant (c2Z
15.15, PZ0.019, dfZ6), accounting for largely by the

difference between the traffic participants and the other two

groups. The last two groups had between 70–75% of their
Table 4

Number of deviations identified per safety level during the HAZOP

sessions

Safety level FS DS SoI TS
P

Traffic participants

Hump 14 38 24 21 97

ISA 12 18 9 9 48

Total 26 56 33 30 145

Policy makers

Hump 3 52 36 15 106

ISA 11 28 9 10 58

Total 14 80 45 25 164

Designers

Hump 14 74 40 17 145

ISA 16 27 9 19 71

Total 30 101 49 36 216
deviations covering the driver safety (DS) and safety of

interaction (SoI) levels. In all three HAZOP sessions and for

both speed reducing measures, the largest category of

deviations was that relating to the level of the individual

driver (DS). This varied from 39% of the total number of

deviations for the traffic participants up to 49% for the

policy makers.

It is interesting that the number of deviations addressing

specifically the implementation of ISA was about 1/3 of the

total number of deviations in each of the sessions (c2Z0.29,

PZ0.86, dfZ2). We had expected that the team of

designers, who consisted of researchers acquainted with

ISA, would have identified more deviations than the other

teams who hardly had any knowledge of ISA. That did not

happen. Quantitatively, the results are therefore not so

different, particularly between policy makers and designers.

All groups produced a good spread of results across the

different levels and traffic measures.

7.2. Subjects of deviations noted

More important than quantitative differences are the

qualitative ones Do policy makers identify all the subjects of

deviations which come out of the other two groups? We

hypothesised that policy makers should be able to identify

the same issues as designers at least in the areas most

connected with their own tasks, namely ‘infrastructure and

ISA’ and ‘violations’. One subject, ‘road users behaviour’ is

particularly linked to the knowledge of the designers. For

this subject it was expected that the designers, a mixed team,

would come up with a larger variety of issues. We expected

the road users to identify the least variety in issues.

Infrastructure and ISA

It is the task of the policy makers to decide about the

design and maintenance of the infrastructure and measures

used to regulate traffic using that infrastructure. The team

with policy makers came up with the following problems for

the ISA case:
†
 Changes of speed limits made by the regulator have to be

changed in the digital maps as well
†
 Awkward definition of boundaries could result in

inappropriate speeds of the ISA-vehicles especially at

the zebra location
†
 Temporary speed limits such as at road construction sites

are often not accompanied by temporary regulations; the

fixed digital maps used by ISA would not know about

those temporarily changed limits
†
 Incorrect local speed limit in ISA caused by either

incorrect data in the digital maps or a GPS positioning

failure causing the wrong limit to be selected from the

digital maps
†
 Not noticing the 30 km sign and therefore unexpectedly

experiencing the ISA counter force
†
 Suddenly accelerating when entering a zone with higher

speed limit regime.
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All of these problems were identified also by the other

two groups, except for the last problem which the designers

did not identify. However, they did go into related

deviations, such as ISA drivers driving outside the ISA

area, but think they will still get ISA support when the speed

limit changes. The group of designers did go into more

detail on the possible causes of the second and fourth issues

above, drawing on the result of past ISA pilot studies, but

both other groups did identify these deviations.

The analysis of this subject supports the hypothesis that

policy makers are able to derive the same type of issues as

designers. Moreover, in contrast to our hypothesis, the

group of traffic participants also identified the same issues.
7.2.1. Road users’ behaviour

All HAZOP participants are traffic participants in

addition to their possible professional involvement in road

traffic. Up front we expected all groups to come up with a

common core of deviations in relation to road users’

behaviour. This was indeed the case; the commonly

occurring ‘problems’ like short cuts, crossing at other

locations than the pedestrian crossing, impatience and

irritation at slow drivers were mentioned during all

workshops.

With respect to ISA, which is not yet implemented, we

expected the extra knowledge of the designers to lead to a

greater number of deviations identified. The designers

identified the following issues:
†
 ISA user does not have to check the speedometer, the

user may, however, check it in order to monitor the

correct operation
†
 Appropriate choice of borders for speed limits can

increase the awareness of ISA users that at this location

attention is required
†
 If the ISA system is not implemented in the entire traffic

system this will create uncertainties among the users

about where they supported and where not
†
 ISA does not allow the driver easily to accelerate to solve

conflicts or to quickly overtake another road user

The first and second issue were covered in all HAZOPs.

The team of policy makers also covered the last issue. When

handling the issue of not having to check the speedometer

any more, there were discussions in all groups about

whether this reduction in the driving task would add to road

safety or would perhaps decrease the attention given by the

ISA user to the driving task. The issues of ISA not being

installed in the entire traffic system was only addressed by

the designers.

However, the other two HAZOP session did result in a

number of additional possible problems covering the

behaviour of the user of a new technology which

the designers did not mention. Both groups indicated that

the user of a new technology may show off with the new

feature. This could be combined with mainly focussing on
the new system instead of the road situation. Both groups

also identified the issue of possibly driving in the wrong

gear, because the user forgets to change gear as a result of

paying less attention to the speed of the vehicle. The traffic

participants also suggested that having a safe ISA system

may encourage car usage, whilst the policy makers

identified the issue of road users who normally use an ISA

equipped vehicle and then get into a vehicle without this

speed reducing measure.

The conclusion is that all groups identify a common core

of issues under this heading, and all identified issues not

seen by one or both of the other groups. However, it is not

the designers who consistently identify more issues, as

predicted by our hypothesis.
7.2.2. Violations in traffic

Local road authorities and policy makers set up a traffic

system in which a certain behaviour or operating process is

desired. This process may, however, be consciously

violated. During all three HAZOPs the groups came up

with what could be called the ‘classic’ violations such as

speeding, not giving priority, taking short cuts and crossing

the street diagonally. Less common violations, that may

specifically happen near a school, such as the one in the

example and which were mentioned in all HAZOPs, were

cycling on the pavement or against traffic at the edge of the

road where the school is located. In addition the following

thee problems were discussed by the team of policy makers.

These can be considered as ‘violation’ of the operating

process as intended by the local road authorities:
†
 Vehicles from direction A stop at the junction to let

pedestrians cross at the zebra and block the road for

traffic approaching from the side streets
†
 Irritation with the ISA measure might lead the user to try

to tune it or turn it off when it is obligatory
†
 Mopeds without ISA may speed in a situation in which

all other vehicles have ISA

The traffic participants and the designers also covered the

first and second issue. The traffic participants discussed a

particularly extreme form of this which could fully block the

junction with traffic from all directions and lead to deadlock

situations (see the motorised traffic in the example build in

Fig. 1). The final issue of the mopeds was also addressed by

the group of designers. They were also the only group to

discuss the question of the emergency services, who should

be able to drive without ISA in all cases even if ISA were to

become obligatory. For this topic the policy makers

identified the same diversity of issues as the designers and

one more issue than the group of road users. However, this

differences is not really great.

The paragraphs above show how little the groups differ in

detail on three subjects as examples. A broader analysis

showed that over 75% of the potential problems have been

identified by all three groups. Less than 5% of the deviations
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were addressed only by one group. Most of these were

deviations referring to the ISA alternative. However, these

additional deviations were not all seen by the same group. In

other words, designers were not able to identify more

deviation types in general. They did get into more details

about the functionality of the active gas pedal. However, the

other two groups who had no or limited experience with ISA

were able to identify possible problems that the designers

did not see, such as showing off, paying less attention to

traffic situation while trying out the new feature and

forgetting to change gears. The large difference between

the absolute number of deviations identified by the

designers (216 deviations) compared to the policy makers

and the traffic participants (164 and 145 deviations) is thus

not found in a wider variety of deviations. It is just that the

designers split the issues up more and give more detail and

explanation of deviations and their causes. The group of

traffic participants were able to point out that some sort of

problem would arise, but were often not able to elaborate on

the problem. The team of policy makers could explain the

context of certain problems especially those relating to the

decision making processes.
7.3. Estimating the importance of the deviations

The final step in the Traffic HAZOP, which was only

asked of the teams of policy makers and designers, was to

ask them the frequency of occurrence of the deviations

identified during their HAZOP session, and the severity that

could reasonably result if the deviation occurs The experts

were given four categories to estimate the frequency: from a

few times per year (Y), about monthly (M), weekly (W) up
Fig. 4. Estimations of frequencies and severities
to at least daily (D) and four categories to estimate the

severity: from ‘leads only to a disturbance of the intended

process’ (1), ‘leads to an incident without damage’ (2),

‘leads to an accident’ (3), up to ‘leads to an injury accident’

(4). The distributions of these estimations per road safety

measure are compared in Figs. 3 and 4.

The frequency distributions are not significantly different

between the two groups (c2Z6.2, PZ0.10, dfZ3). All

other distributions were found to be significantly different

for the two groups. The expected frequencies of occurrence

of deviations relating to the ISA alternative shows a very

different distribution, in which the designers are far more

pessimistic than the policy makers. For the estimations of

severities the designers are also a little more pessimistic

than the policy makers in case of ISA. However, in the case

of the speed humps the designers consider that the severities

will be somewhat lower than the policy makers. Both groups

score a generally lower severity level for ISA compared to

the speed humps.
7.4. Conclusions on team composition

The general conclusion of the studies with different

teams is that the composition of the team does not seem to

be an important deciding factor for detecting deviations and

defining conflicts and problems when applying a HAZOP in

road traffic At most special knowledge may be necessary,

for the interpretation of the results or providing details about

the causes of the deviations. The composition of the team

does seem to influence the ranking of the deviations. More

studies would be needed to understand why this is so.
ISA (left: policy makers, right: designers).
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8. Conclusions

This paper describes the adaptations made to the HAZOP

methodology to apply it to traffic processes To cope with the

divergent goals of road users, that moreover may conflict

with each other and with the desired process set by the

regulator, the discussion of expectations of all road users

was added to the standard HAZOP procedure.

Application of the Traffic HAZOP was shown for two

speed-reducing measures in the neighbourhood of a

school. The HAZOP was carried out three times. This

resulted in a large number of possible deviations being

identified for this location. The discussion of the

expectations of the road users at the study location

showed that the current speed hump implementation does

not assist in building compatible expectations. A video

observation confirmed this conclusion. The effect of the

ISA new technology and the expectations of road users in

relating to it was shown to depend on whether all vehicles

are equipped with the system, whether ISA vehicles can

be distinguished from the other traffic and on the

acceptation of the system itself.

The deviations relating to the behaviour of individual

road users and to the interactions between road users were

the most frequently identified in all groups covering about

75% of the problems in the sessions with the policy makers

and the designers and over 60% in the session of the traffic

participants.

Although the three groups have differences in experi-

ence regarding the design and operation of local and

regional road networks (speed hump alternative) and ICT

based technologies in traffic (ISA alternative) they came up

with very similar deviations. Only 5% of the deviations

were identified by only one of the teams and no team was

consistently more productive. This means that the traffic

HAZOP should be able to be used by a homogeneous

group such as the group of policy makers alone at least for

identifying problems, though specific knowledge may be

required to elaborate on the safety issues and explain why

these problems may arise. Since the estimations of

frequencies and severities were found to be dependent on

the composition of the team, it requires further prospective

research to establish which of the expert opinions are

closer to reality, in terms of how often deviations actually

occur and how serious the consequences are. This is

necessary in order to have confidence in the traffic HAZOP

as approach for ranking the priority of the deviations

identified.

The cases studied show that the HAZOP methodology

can be used very effectively to study traffic processes,

especially for identification of a wide range of potential

safety issues. The participants found the structured approach

of HAZOP particularly useful when thinking of infrastruc-

ture design for safety.
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Abstract

The aim of this paper is to propose a method for the evaluation of tunnel safety using probabilistic risk assessment. The framework

includes three criteria; personal-, societal- and economic risk. The use of personal and societal risk is becoming more and more widespread.

There are however, still some difficulties in using the economic risk criterion. As a first step towards economic risk optimisation, the cost

effectiveness of addition and removal of safety measures in tunnels is investigated. Finally, the application of the three proposed criteria is

further discussed for some tunnelling projects currently underway in the Netherlands.

q 2005 Elsevier Ltd. All rights reserved.
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1. Introduction

Some large accidents in tunnels in recent years, such as

the fires in the Mont Blanc, Gotthard and Tauern tunnels,

have led to an increasing attention for the subject of tunnel

safety. Many countries have announced additional invest-

ments in existing tunnels and the initiation of extensive

studies to improve the knowledge on tunnel safety.

However, absolute safety does not exist, and the possibility

of a serious tunnel accident can never be completely

excluded. Safety criteria have been suggested for individual

tunnel projects, see for example [1–3]. And although some

general target safety levels are proposed [4], no commonly

applicable framework is available to support safety discus-

sions. This problem is reflected in the complicated decision

making processes in many large tunnelling projects. Key

points in these safety discussions are the determination of an

acceptable risk level on one hand, and the amount of

investments in and the effectiveness of the risk reduction

measures, needed to achieve this level, on the other. Safety

thereby becomes a highly political issue. Because studies in
0951-8320/$ - see front matter q 2005 Elsevier Ltd. All rights reserved.
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other fields have shown that the actual investments in safety

do not always result in a minimisation of risk [5], it is

essential that we first investigate the cost effectiveness of

safety measures in tunnels.

Aim of this paper is to set up a framework for the

evaluation of the safety level of tunnels. Three criteria are

discussed that can be used to achieve a clear definition of an

acceptable risk level. They include the personal risk,

societal risk and finally the economic risk as a result of

tunnel accidents.

There is some experience in the field of evaluating

personal- and societal risks. Although there is substantial

experience throughout Europe in the economic assessment

of prevention of accidental fatalities (see e.g. [6]), the

experience in assessing tunnel risks from an economic

point of view is limited [7]. Some issues justify a specific

analysis of investments in tunnel safety, as the considered

measures will have different characteristics than the

measures applied in road safety. The investments in tunnel

safety concern relatively higher costs (e.g. of ventilation,

sprinkler installations) and they are often related to the

prevention or mitigation of accidents with small prob-

abilities and large consequences, such as fires and

explosions.

As a first step a method to analyse the cost effectiveness

of individual safety measures for tunnels is described.

Eventually, this will clear the way for a complete economic

optimisation of risks related to tunnels.
Reliability Engineering and System Safety 90 (2005) 217–228
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Firstly, the theory of the probabilistic risk assessment of

tunnel safety is discussed in Section 2. Section 3 focuses on

the presentation of the consequences of tunnel accidents in

financial terms. The current constraints with applying the

traditional framework of economic risk optimisation to

the evaluation of tunnel safety are discussed in Section 4.

In the same section, a method is discussed to investigate the

cost effectiveness of safety measures. Some of the aspects

that are brought forward are illustrated with results from

practical case studies in Section 5. Finally, Section 6

contains the conclusions of this study.
2. Probabilistic approach of safety

There are several methods in use to evaluate the safety

level of a tunnel. The ones most commonly used are the

deterministic and the probabilistic approach. A determinis-

tic (or scenario) analysis focuses on one or a few design

scenarios and their development from the normal situation

into a large-scale accident. The effectiveness of safety

measures can then be investigated on the basis of their

influence on the development of these scenarios. Further-

more, deterministic criteria can be proposed for the

functioning of several elements, for example for the

capacity of emergency exits, or the performance of

emergency services. Although deterministic analyses

focus on the effects and consequences of an accident, the

notion of probability is often implicitly accounted for in the

selection of design scenarios.

However, to compare the safety level of various tunnels

and for the investigation of the cost effectiveness of safety

measures, the risks can be best investigated using

probabilistic risk analysis. The probabilistic analysis, or

the quantitative risk analysis (QRA), is based on an

inventory of all possible accident scenarios. A so-called

event tree is made from all events that can occur during the

use of the tunnel Fig. 1. This event tree includes, besides the

normal situation, also every disturbance in the tunnel and its
normal situation

no accident

accident

breakdown

Fire

Only Material
Mamage (UMS)

Injury accident

Fire

Fire

No fire

No fire 

No fire

Fig. 1. Simplified example of the start of an event tree used in a QRA.
possible consequences. Consequences are normally

expressed in fatalities and injuries, but can also include

economic damage (e.g. to the tunnel and vehicles, or traffic

delay). When both the probability and the consequences are

assigned to every branch of the event tree, one is able to

present the risk level of a tunnel as the sum of all

probabilities times their consequences. While risk itself is

dimensionless, the risk level is presented in the dimension of

the consequences (e.g. the number of fatalities or injuries, or

in financial terms). If the costs of measures to reduce the

probability or consequences of an accident are known, an

implicit or explicit optimisation can lead to a decision on the

level of protection and consequently to accepted level of

risk. Note that the deterministic and probabilistic

approaches are complementary as the deterministic analysis

focuses on one of the scenarios investigated in the

probabilistic analysis.

A set of rules is presented to judge the risk level in

general, using three criteria: personal-, societal-, and

economic risk. The first criterion is considered with the

personal level of risk. When the personal risks are

considered acceptable the aggregated level of risk on a

national or local scale could still be considered unaccep-

table. Therefore a societal risk criterion is needed. Finally,

(aspects of) the problem the acceptable level of risk can be

formulated as an economic decision problem. The three

criteria (further discussed below) must all be investigated

and presented during the design of a tunnel. The most

stringent of the three criteria should be used as the minimum

risk level per unit time for the tunnel. A further discussion

and justification of this set of rules is given in [8,9].
2.1. Personal acceptable risk level

The first criterion is concerned with the personal level of

risk. Although many, slightly different definitions are in use

for the personal or individual risk, they are all concerned

with the probability for the individual of losing one’s life. In

the case of a tunnel two types of parties at risk can be

distinguished. Internal parties are persons who are at risk in

the tunnel; the users for road tunnels, the passengers and

employees for railway tunnels. External parties are the

persons living in the vicinity of a tunnel. Since all these

parties will have different relations with, and various

attitudes towards the hazards resulting from the presence

of the tunnel, different risk levels can be considered

acceptable for them. A criterion for the acceptable

individual risk (IR) is proposed in [8], which takes into

account the degree to which the activity is voluntary, and the

benefit perceived.

IR!b10K4ðyrK1Þ (1)

Where: b-policy factor, varies according to the degree to

which participation in the activity is voluntary and with the

perceived benefit.



Table 1

Proposed b values for different parties involved in tunnel safety

Party b Individual risk

(yrK1)

Internal Employees (rail) 1 10K4

Internal Passenger or user 0.1 10K5

External Persons living near

the tunnel

0.01 10K6
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Table 1 gives some suggestions for b values for the

parties involved in tunnel safety. Although the b values

proposed in [8] are derived from statistics on accidents, we

note that the choice of the value of policy factor is

subjective. Therefore, agreement on the appropriate level of

b has to be achieved in the decision making process. The

risk limits in Table 1 correspond to those used for the

judgement of the risks of the transport and storage of

hazardous materials in the Netherlands.
1 Note that a different convention can be found in other published works,

in which the symbol FN(x) (or F(x)) signifies the probability of ‘x or more’

fatalities per year.
2.2. Social acceptable risk level

The second criterion is the social acceptable risk, which

takes into account the social adversity of large-scale

accidents, especially when they involve high amounts of

casualties. Societal risk is often represented graphically in

the form of a FN-curve. This curve displays the probability

of exceedance of a certain number of fatalities, on a double

logarithmic scale. An important aspect in the societal

judgment of hazardous activities are the ‘small probabilities

large consequences’ accidents (or in short: ‘splc-acci-

dents’). An FN-curve gives a clear representation of the

probability of this kind of accident.

Also, the expected value of the number of fatalities

(E(N)) is often used, which equals the surface under the FN

curve. However, the expected value is generally very low

for ‘splc-accidents’ and therefore the expected value does

not seem to be a good risk measure for this type of accidents.

Though, the standard deviation of the number of fatalities is

relatively high, for this type of accidents. Therefore, the so-

called characteristic value (CV) is proposed as a suitable

measure for societal risk [8]. This value includes not only

the Expected Value of the number of fatalities, but also its

standard deviation, which is multiplied by a risk aversion

factor k. The height of k determines the level of adversity.

For risk assessment of tunnel safety, a value of kZ3 is

proposed based on the analysis of several activities [9].

CV Z EðNÞCksðNÞ (2)

The following limit, which again takes into account the

policy factor b, is proposed to limit risk on a national level:

EðNÞCksðNÞ!b!100 (3)

It has been shown [8] that this national criterion for

acceptable risk can be translated into a standard for a single

(tunnel) location. This criterion has the typical form of a FN
limit (with a quadratic steepness):

1 KFNðxÞ!
C

x2
(4)

where:
lKFN(x)
 probability of more than x fatalities per year1
C
 constant that determines the position of the FN

limit line
Suppose that the expected value of the number of

fatalities is much smaller than its standard deviation (which

in general is true for accidents with low probabilities

and large consequences) and assume a Bernoulli distri-

bution of the number of fatalities. The factor C can now be

written as a function of the number of installations on a

national level (NA), the risk aversion factor (k), and

the policy factor (b):

C Z
b100

k
ffiffiffiffiffiffi
NA

p

� �2

(5)

When applied to tunnel safety, again the distinction

can be made between internal users (or employees) and

external parties. Considering the differences between

these parties, different standards should be applied for

these parties, and different b’s are applicable for them,

see Table 1 for suggested values. The choice of the

height of the limit will also depend on the number of

installations. In the derivation of the local limit, first the

acceptable risk should be set on the national level.

Consequently, the acceptable risk should be distributed

over the tunnel locations. The choice of the acceptable

risk level on a national scale will reflect national choices

and preferences. We note that the use of local risk

standards (only) can lead to an undesirable situation on a

national scale. An increase in the number of installations,

each of them acceptable according to the local limit, can

lead to an unacceptable high-risk level on a national

scale [8]. No risk limit for tunnels has been established

on a national level yet. Therefore, the safety used criteria

in other tunneling projects are often used as reference

values in the derivation of risk standards for new

projects.
2.3. Economic risk optimum

The third and final risk criterion is the economic

criterion, which aims at an economic optimisation of the

risk level. The investments in safety are weighed against the

remaining risk level. A well-known derivation of such an

economic acceptable level of risk was formulated by Van

Dantzig in 1956 for flood defence systems [10].
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According to Van Dan zig’s method of economic

optimisation, the total costs in a system (Ctot) are

determined by the sum of the expenditure for a safer system

(I) and the expected value of the economic damage (E(D)).

In the optimal economic situation the total costs in the

system are minimised:

minðCtotÞ Z minðI CEðDÞÞ (6)

With this criterion the optimal probability of failure of a

system can be determined, provided that the investments (I)

and the expected economic damage (E(D)) are a function of

the probability of failure. A simplified graphic represen-

tation of such a cost optimisation is given in Fig. 2. The

figure shows that the incremental costs of reducing risk

increase as the risk becomes smaller, also see [11]. The

other line shows a rough estimation of the risk costs as

function of the level of safety. It can be seen that the sum of

both risk costs and investments has a minimum, represent-

ing the optimum safety level.

This economic risk optimisation has proven to be a very

effective way for the definition of the optimal risk level of

the flood defence system in the Netherlands. Therefore, an

effort is made to apply this framework to find an economic

risk optimum for tunnels (discussed in Section 4).
3. Economic valuation of the consequences of tunnel

accidents

In an economic evaluation of risk the consequences of

tunnels accidents have to be presented in financial terms.

This is a straightforward exercise for the damage that is

directly related to the damage or loss of the tunnel and its

equipment, and the damage to the vehicles. When taking

into account other consequences of tunnel accidents, such as

injuries or the loss of life, this proofs to be a more difficult

task. An approach would then be to assign a monetary value

to the casualties that result from an accident. This may raise

ethical and moral questions, but it is necessary in an

economic evaluation and brings consistency in the decision

process [7]. Moreover, it can be easily understood that
neglecting the economic value of loss of human life in

the economic optimisation will lead to lower expected

damages and thus to a lower optimal safety level. Finally,

the economic costs of traffic delays as a result of a

temporary closure of the tunnel can be taken into

consideration to come to a full economic risk assessment.
3.1. Economic valuation of loss of life

A wide ranges of studies is available on the economic

valuation of the statistical loss of life in various contexts, for

example for road safety [6]. Here, the main approaches for

the valuation of human life are discussed.
3.1.1. Costs of saving an extra life (CSX)

One important approach relates the value of human life

to the investment made and to the number of prevented

fatalities. The cost of saving an extra life (CSX) expresses

the investment made for saving one extra (statistical) life.

The investment (I) is generally related to the reduction of

the expected number of fatalities (DE(N)):

CSX Z I=DEðNÞ (7)

It has been shown [12] how the cost of saving a human

life per year (related tot the expected value) can be

determined from the economic optimisation. The costs of

saving an extra life year (CSXY) can be calculated by

involving life expectancy in this method. An extensive

study of CSXY values in various sectors [5], showed that

CSXY values vary widely across different sectors. This

means that it not possible to determine a fixed amount that

society is willing to invest to avoid the loss of one statistical

life. Besides, for accidents with a low probability and large

consequences the expected value of the loss of life will be

small. The investments to prevent these types of accidents

are generally considerable. Moreover, this type of cost

effectiveness calculation of safety measures is risk neutral

and does not reflect the social aversion against large-scale

accidents (e.g. airplane crashes, large tunnel accidents). To

overcome these burdens, there are other ways to validate the

loss of a human life.
3.1.2. Human capital approach (HCA)

The human capital approach is based on the discounted

present value of the victim’s future output (income) that is

foregone due to his premature death [13]. In the case of

individuals whose services are not marketed, a correction

can be made. Further allowance is added for other costs

related to accidents, such as medical costs, and police.

In some countries a more or less arbitrary amount is added

for the ‘pain, grief and suffering’ of the victim’s relatives

and friends. The major objection against this approach is

that most people do not value their life for its economic

output, but rather because it has intrinsic value to them.

So this approach does not provide accurate measurement of



Table 2

Example of the time valuation of different users of a tunnel according to
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the parameter targeted. Instead it focuses on estimated

production capacity.

their motive [17,18]

Type of user Time valuation (V/h) Fraction of total traffic

Commuting traffic 6.5 0.5

Business traffic 23.0 0.25

Trucks 35.0 0.15

Other traffic 4.5 0.10
3.1.3. Willingness to pay (WTP)

This approach is based on the trade off people make

between risk and money [14,15]. How much are people

willing to pay to reduce the risk of a premature death? It

estimates the value that humans attach to life by means of

surveys. These aim at the determination of the amount of

money that individuals are prepared to pay to reduce the risk

of loss of life or injury. This method investigates the injuries

that are borne by individuals and not the losses borne more

widely by society. Therefore losses for medical care, public

costs and net productive losses are added. The added

components are only a small proportion of the total socio-

economic costs of casualties. This approach usually yields

higher values than the human capital approach.
3.1.4. Value of a statistical life (VSL)

The willingness to pay for one individual is often

transferred into the Value of a Statistical Life, which

expresses the sum of the WTP over a large group of people.

A study [16] gives an example; workers facing an annual

occupational-fatality risk of 3 in 10,000 receive about $500

more in annual wages than workers with jobs in which the

risk is only 2 in 10,000. This means that the 10,000 people

are willing to offer $500 dollar of their income each, to save

one expected statistical death among them. The Value of

this Statistical Life thereby yields $5 million. Disadvantages

of this method are that the workers in these (high risk) jobs

are generally healthy, male and young and may have a

different attitude towards safety than the average person.

Secondly, the people accepting these jobs are risk taking and

not risk averse.

Overall, there are several ways to valuate the prevention

of the loss of life. When using the CSX method, the monetary

value of a fatality has a wide range. However, the other

methods (HCA, WTP, and VSL) all show an outcome in the

same order, although their bases vary considerably. The

methods described above can also be used to assign a

monetary value to the prevention of injuries. Based on a study

of road safety in the Netherlands [16], we estimate the values

of the prevention of the loss of life and injury in this study at:

$1.5 million/fatality and $0.2 million/injury (2002 price

basis). It is noted that a recent overview of studies on the

statistical value of life in road safety [6] give higher values,

which are in the order of $4–5 million per fatality.
3.2. Including the indirect costs of tunnel accidents

(traffic delay)

In addition to the direct costs (damage to the tunnel and

its equipment, the vehicles and human suffering), there are

also macro-economic costs. These costs are the indirect

costs and comprise costs related to:
†
 delay of traffic because of traffic jams resulting from

accidents
†
 delay of traffic due to lowered speed limits
†
 delay of traffic during reconstruction of the tunnel after

the accident
†
 deviation of the traffic flow due to the collapse of a tunnel
†
 decreasing traffic volume (rerouting) caused by negative

emotions due to recent tunnel accidents
†
 environmental damage

The indirect costs of traffic delay are calculated, based

on [18]. The total associated economic losses are found by

multiplying the time valuation of the traffic flow with the

expected delays for all scenarios. It is clear that

(the economic) appreciation of time varies between

different users of a highway. Table 2 gives an example

of the valuation of time according to the motive of the

various users. It also shows the fraction of total traffic

volume in the Netherlands that is formed by a certain type

of user.
4. Towards an economic optimum for tunnel safety
4.1. Constraints with respect to the economic risk

optimisation of Van Dantzig

To derive an economic optimum level for tunnels we

need to be able to draw a figure like the one presented in

Fig. 2. Thus, two relationships need to be investigated; the

relation between investments and the achieved safety level,

and the relation between the level of safety and the

remaining economic damage. Section 3 presented a way

of expressing the risk costs in financial terms. Presenting a

clear relation between the investments and their quantified

effect on the level of safety, however, appears to be difficult

for a number of reasons.

First of all, as most studies on safety in tunnels are

carried out from a deterministic point of view, the

knowledge of the quantified effects of safety measures

needed for a probabilistic approach is currently limited.

Vrouwenvelder and Krom [6] show that economic

optimisation can be carried out for a single measure in

a tunnel. However, less is known about the cumulative

effect of various safety measures and their
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interdependence. The number of safety measures appli-

cable to tunnels is considerable, with even more possible

combinations. For a tunnel with M safety measures under

consideration, the number of combinations (N) equals:

Ncombination Z
M

M

 !
C

M

M K1

 !
C

M

M K2

 !
/

M

1

 !

Thus, a tunnel with only 10 safety measures theoreti-

cally already yields more than 1000 combinations.

In order to establish a clear relation between the

investments in safety and the achieved safety level, more

research is needed to quantify the effect of safety measures,

their interdependence, and their cumulative effects. With

this knowledge, it could be possible to make an overview of

all possible combinations of safety measures with their

(cumulative) effect on the remaining risk and their costs.

The required relation between investments in safety and

their effect can then be drawn, clearing the way for an

economic optimisation. Fig. 3 shows a simplified example

of such a figure for a tunnel where only three safety

measures are applicable. However, it should be noted that

the function will not be plotted as a continuous line, but in

practice it will have a more stepwise form. Consider for

example decisions such as the construction of second tunnel

tube (1) or the installation of a sprinkler installation (2), or

the construction of a shoulder (3).

4.2. A first step towards an economic safety optimum

for tunnels

While the full economic optimisation of Van Danzig

cannot be applied at this moment to tunnels as described

above, a first step in the economic risk evaluation is made,

by investigating the cost effectiveness of various safety

measures individually. The investment costs related to

tunnel safety are generally related to the:
†
 construction of the tunnel (e.g. uni- or bi-directional

tube; construction of a shoulder, heat resistant lining)
†

Fig. 4. Investments in tunnel safety equipment versus risk.
electrical installations (e.g. ventilation, cameras, speed

detection systems)
†
 traffic management solutions (e.g. speed reductions,

separating transport of dangerous goods)

Besides these costs, there are also maintenance costs and

renovation costs. To compare all these investment costs and

the risk cost over the economic lifespan of the tunnel, the

Present Value method is used, taking into account the

depreciation of money over time.
4.3. Graphic representation of the cost effectiveness

of safety measures

There is insufficient knowledge on the cumulative effects

of safety measures in tunnels. Thus, it is not yet possible to

investigate the cost effectiveness of safety equipment,

starting from an ‘empty tunnel’ and then adding safety

equipment to the tunnel until it reaches an economic safety

optimum. Therefore all safety measures are evaluated

individually in relation to a reference point. When more

knowledge on the quantified effect of safety measures

becomes available, this approach may be used to investigate

multiple reference points. Eventually this method can be

used to investigate the combinations of and interactions

between various safety measures and it will lead to an

economic risk optimisation.

For this first investigation of the cost effectiveness of

safety measures, one single reference point is used. As a

reference point, it is assumed that the tunnel complies with

the Personal and Societal risk criteria. Now, the cost

effectiveness of various safety measures can be investigated

by removing or adding safety measures.

The cost effectiveness relation can be represented in a

figure showing the costs of safety measures versus the risk.

Fig. 4 shows an example. The vertical axis shows the

investments in safety. Above the horizontal axis the extra

investments for additional safety measures are indicated,

below the savings on investments of removing safety

equipment. The horizontal axis shows the calculated risk for

various options of removing or adding equipment. The risk

comprises all direct costs: fatalities, injuries, and

material damage and it is expressed solely in financial



Fig. 5. Graphic representation of cost effectiveness of safety measures.
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terms. On the right hand side, the risk level 0 represents

(the unachievable situation of) absolute safety.

Fig. 5 gives an example for an imaginary tunnel. The large

dot in the middle corresponds with the reference point of

the tunnel (e.g. the tunnel as designed), with a risk amount of

V200 million over 30 years. The diagonal line through this

point shows a one-on-one relation between investment costs

and risk. All alternatives of adding or removing equipment

can then be plotted in this figure. The two horizontal striped

blocks show areas where no safety measures are to be

expected; more investments will not result in more risk and

fewer investments will not result in less risk. Safety measures

plotted in the two grey triangles are considered to be cost

effective, because their costs/savings are lower than the

reduction/increase in risk. The safety measures in the striped

triangles are not cost effective, while their costs/savings are

higher than their reduction/increase in risk.
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Fig. 6. The proposed risk evaluation method in relation to the curve of Van

Danzig.
4.3.1. Risk neutral or risk averse

The cost effectiveness relation in Fig. 5 can be used to

evaluate the cost effectiveness of safety measures in various

ways. When both axes are presented as the Expected

Values, the figure gives a risk neutral relation between the

investments in safety (vertical axis) and the present value of

risk (horizontal axis). However, it is also possible to use

other values on both axis to take into account the

uncertainties in investments, or the social aversion towards

large-scale accidents. In both cases, for instance it is

possible to use the Characteristic Value (CVZE(N)C
ks(N), see also Section 2), instead of the Expected Value,

which makes the relation risk or cost averse. The risk

aversion will mainly apply to accidents with smaller

probability and larger consequences, i.e. especially those

with multiple injuries and fatalities. Although risk aversion

is generally only applied to loss of human life, it can be
discussed whether risk aversion would be appropriate for

large economic consequences. For example, consider two

bets with equal expected losses. In the case of risk aversion,

a very large loss with a small probability (e.g. V100.000

with probability 10K5) could be valued worse than a

smaller loss with a larger probability (e.g. V100 with

probability 10K2).
4.4. Relation to the risk optimisation of Van Dantzig

The analysis presented above uses a certain tunnel

design as a reference point in order to investigate the cost

effectiveness of safety measures. This means that the

effectiveness of safety measures depends heavily on

the safety level of the reference point taken. Following

the general economic law of diminishing returns, it can be

expected that investments in safety will be more effective

in a tunnel without equipment than in a fully equipped

tunnel. However, if this calculation is made using several

different reference points, the relation needed for an

economic optimisation can be found. This is presented in

Fig. 6 below, which shows several reference points and
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the cost effectiveness of safety measures according to these

safety levels. Note that in the original application by van

Danzig for flood protection considered one measure

(dike heightening) and a linear relation between invest-

ments and safety level.

The dotted line in the figure shows a rough estimation

of the relationship between the investments in safety

and their effect. Added to this figure are three black dots

representing three different reference points, with three

different levels of safety equipment. The triangles

represent the areas where safety measures are considered

cost effective, where D(Investment)/D(Safety)%1.
5. Case studies: risk standards and evaluation of safety

measures in Dutch tunnels

This section illustrates the application of the three risk

criteria as presented in Section 2 and the analysis of cost

effectiveness as discussed in Section 4, using several cases

of safety analyses of Dutch tunnels.
5.1. Individual and group risk

The Individual- and Group Risk criteria are commonly

used to evaluate the risk of tunnelling projects in the

Netherlands. An overview of the standards applied for

the judgment of internal risks for a few tunnels in the

Netherlands is given below, in Table 3.

The personally acceptable risk can be presented as the

probability of death per kilometres travelled per year or

the probability of losing life for an average user or

employee. The actual risk of death for road users in the

Netherlands is the order of 10K8 per person kilometre per

year. For the Western Scheldt tunnel more strict standards

for individual risk are chosen as the decision makers

wanted the anticipate growth of traffic and the potential of

accidents with large consequences. In addition they

desired that the (new) tunnel should add a marginal

level of risk to its users. For the judgment of societal risks

both FN limits and limits for the characteristic value (with

kZ3) have been proposed. For the external risks near

tunnel locations an acceptable personal risk of 10K6 per

year and an acceptable societal risk of 10K2/N2 are

applicable in the Netherlands [20].
Table 3

Overview of safety standards applied to three Dutch tunnels [19,20] (for the CV,

Tunnel

High speed train

Individual risk users/pass. 1.5!10K10/km/y

Employees 5!10K5/yr

Group risk FN 4!10K2/N2/yr/k

Charac. value 2,3 fat/yr
5.2. Economic risk evaluation

The evaluation of cost effectiveness as outlined in Section

4 was used to investigate the cost effectiveness of several

safety measures in three tunnels in the Netherlands (bored,

land and immersed) [21]. The tunnels were all in the design or

construction phase at the time of investigation. The risk

reducing effects of various safety measures were analysed

with a quantitative risk analysis model for the evaluation of

the internal risk [22]. The costs of the safety measures were

provided by several departments of the Ministry of Trans-

port. The results for the land tunnel are presented below. The

tunnel has a length of approximately 2.5 km, it has two traffic

lanes (and shoulders), the expected daily traffic volume in

2020 is estimated at 48,500 vehicles, and there are no

restrictions on the carriage of hazardous cargo.
5.2.1. Risk neutral approach (using the Expected Value

of economic damage)

Fig. 7 shows the cost effectiveness of the safety measures

under consideration for this tunnel in relation to the

Expected Value of risk. It is clear from the figure that

removal of the following measures seems cost effective in

relation to the EV of risk: removing the (hard) shoulder (3)

and removing the fire extinguishing facilities (7) seems cost

effective regarding the EV of risk. Removing the ventilation

equipment is almost cost efficient, while removing half the

number of emergency exits (4), does not save a lot of money

and does not influence the level of safety considerably.

Regarding the additional safety measures, it can be seen

that separating the dangerous cargo from the rest of the

traffic (11) and installing a sprinkler installation (9) are not

feasible. Changing the distance between the escape doors

(5) does not cost much for this land tunnel, but has a limited

influence. Other additional safety measures such as

improving the use of fire extinguishing tools (13) and

escape routes (14) are cost effective. Even more cost

effective is defining a minimum distance between all

vehicles (15) and extending the SDS beyond the tunnel

exit (10). But the most cost effective safety measure is

enforcing a speed reduction in the tunnel (12).
5.2.2. Risk averse approach (using the Characteristic Value

of economic damage)

In order to take into account the social aversion towards

large-scale accidents, the evaluation of the cost
kZ3)

link Western Scheldt tunnel Betuwe tunnel

r 1!10K10/km/yr Betuwe tunnel

K 5!10K5/yr

m 10K2 N2/yr/km 10K2 N2/yr/km

– –
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Nr. Alternative: Land tunnel  

1 as built (reference point)

2 without any equipment

3 construction or removal of a shoulder

4 cross connections every 200 m

5 cross connections every 50 m

6 removing the heat resistant lining

7 removing fire equipment 

8 removing the ventilation equipment

9 sprinkler installation

10 Speed Detection System (extension)

11 separating transport of dangerous goods

12 decreasing speed limit with 20 km/h

13 improving the use of the extinguish tools

14 improving the use of the escape routes

15 minimum distance between vehicles

Fig. 7. Costs of safety measures in relation to the expected value of risk in million Euros.
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effectiveness of safety measures was also done in relation to

the Characteristic Value of risk (with kZ3). The graphic

results are presented in Fig. 8.

It is clear that the horizontal axis is stretched out

relatively. As a result some safety measures are cost

effective in a risk averse approach, while they are not cost

effective in a risk neutral approach (safety measures 3, 7, 8

and 11). The only safety measure that is still not cost

effective, even in a risk averse approach, is the installation

of a sprinkler system (nr. 9). All other safety measures that

can be added to the design are cost effective in a risk-averse

approach. Considering the removal of safety measures, it

can be seen that removing any of the safety equipment

from the design is not cost effective in a risk averse

calculation.
5.2.3. Discussion of results

The same analysis was carried out for two other tunnels

(a bored, and an immersed tunnel). All evaluations using the

expected value showed that the casualties of normal
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Fig. 8. Costs of safety measures in relation to the C
accidents account for about 90% of all casualties. In a

risk-averse approach, one could argue that tunnel specific

fatalities would deserve larger expenditures and that

the risk neutral approach is less suitable. Societal risk

aversion will mainly apply to accidents with smaller

probability and larger consequences, i.e. especially those

with multiple injuries and fatalities. Thus the weight of

these injuries and fatalities will increase relative to the risk

neutral calculation. Although more discussion on the

appropriateness of the concept risk aversion is needed, it

is noted that the current standards for tunnel safety in the

Netherlands (see Table 3) set by the decision makers clearly

reflect this risk aversion.

The safety measures that aim specifically at reducing

the risks of ‘small probability large consequences’—

accidents (e.g. a sprinkler system or doubling the distance

of the cross connections), are not cost effective even in a

risk averse evaluation. The best option is to separate

trucks carrying dangerous cargo from the rest of the

traffic. It is not cost effective in relation to the Expected
easures  versus risk (CV) in million 
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Table 4

Example of a cost effectiveness analysis of a shoulder, including costs of traffic delay. Expected values of economic damage for different damage categories

(vertical axis) and different design alternatives (horizontal axis)

Case: land tunnel 2 lanes WITH shoulder 2 lanes WITHOUT

shoulder

2 lines WITH/3 WITHOUT

shoulder

Casualties

Accidents

Injured V2.197.000 V3.042.000 V2.682.000

Fatalities V2.944.000 V4.076.000 V3.594.00

Calamities

Injured – – –

Fatalities – – –

Material damage

Accidents

Material damage to the vehicles material

damage to the tunnel

V1.429.00 V1.726.000 V1.599.000

Calamities

Material damage to the vehicles material

damage to the tunnel

V7.010 V7.650 V7.650

V115.000 V125.500 V125.500

Congestion

Breakdown accidents V0 V978.000 V23.000

Accidents V5.770.000 V9.721.000 V1.086.000

Calamities V89.500 V107.400 V99.800

Maintenance V0 V0 V0

Total without investments V12.611.000 V19.859.000 V9.285.000

Difference V0 V7.248.000 V3.326.000

Maintenance (30 years) V21.319.000 V19.187.000 V21.333.000

Investments V132.210.000 V118.989.000 V132.298.000

Net present value (30 years) V166.140.000 V158.035.000 V162.916.000

Difference V0 V8.105.000 V3.224.000

2 All these Present Values are calculated using total cost including taxes

and are expressed in Vs with the base year 2002.
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Value of risk, though it is when the Characteristic Value

is taken into account. Though, the most (cost) effective

measures are the ones that prevent the accidents from

happening, or reduce the effect in the early stages of

the development of the accidents. Examples are:

the introduction of a minimum distance between vehicles

and improving the use of fire extinguishing facilities and

escape routes, and above all enforcing speed reductions in

the tunnels.

Of the safety measures where removal was considered,

removing the fire resistant lining or the ventilation

equipment is not cost effective. Surprisingly, evaluation

of the removal of the fire extinguishing equipment

from the tunnels as built seems to be cost effective

(and the tunnel still complies with the social risk

criterion).

From the three cases studied, it can be concluded that the

safety level of a tunnel mainly depends on the length of the

tunnel, the daily traffic volume and the number of trucks

transporting dangerous goods.

Finally, the height of the monetary values assigned to

casualties was investigated. Its value has little influence on

the evaluation of cost effectiveness of the safety measures.

This is due to the fact that the cost effectiveness in this

investigation is regarded in relation to the tunnel as built.

Therefore, changing the monetary values will also change

the reference point of the investigation. A higher value for
a statistical life will therefore only stretch the horizontal axis

to a limited extent.
5.3. Including traffic delay as a result of accidents

The above analysis showed that removing the shoulders

from the tunnel is not cost effective in a risk neutral

approach. It is interesting to investigate its cost effectiveness

when the indirect costs of traffic delays as a result of tunnel

accidents are also taken into account. These calculations

were made using the BOMVIT model [17].

The reference situation with a shoulder was compared

with two alternatives: a design without a shoulder and a

tunnel with a shoulder that is turned into a traffic lane

halfway its economic lifespan. A summary of the results of

the analysis including direct and indirect risk is presented in

Table 4. It shows that two alternatives will reduce the total

Present Value of the project. It is clear from this analysis

that the risk mainly consists of costs related to congestion.

Turning the shoulder into a traffic lane after 15 years

(third column) will result in less congestion due to accidents

and therefore reduces the present value of the project

(with V3.2 million2) when it is compared with the reference

situation. Even more profitable is removing the shoulder in
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the Land tunnel. It will reduce the total investment with

V15.4 million (PV), but the risk will increase with V7.2

million (PV). This means that still the total Present Value of

a tunnel without a shoulder is about V8.1 million lower than

the one with a shoulder. Thus it can be concluded that a

shoulder is not a cost effective safety measure, even if

the indirect risk resulting from traffic delay are taken

into account.
6. Conclusions

It is the aim of this paper to propose a framework for the

evaluation of tunnel safety. A probabilistic framework has

been proposed for the judgment of personal, societal and

economic risks of tunnels. The most stringent of the three

should be adopted as basis for the ‘technical’ advice to the

political decision makers.

Because the knowledge on the quantified (cumulative)

effects of safety measures applicable to tunnels needed for

an economic risk optimisation is limited at the moment, it is

not (yet) possible to adapt the economic risk optimisation

method of Van Dantzig to determine an economic safety

optimum for tunnels. However, a first step towards an

economic risk evaluation is presented, that includes both

material and immaterial costs resulting from accidents.

Moreover, a way to include the costs of traffic delay in the

evaluation is suggested.

An analysis of the application of elements of the

proposed framework in practical situations has shown

that standards for limitation of personally and social

acceptable risk are commonly applied in tunnelling

projects in the Netherlands. However, there is less

experience with the economic assessment of safety

measures. Application of the economic evaluation

method proposed in this paper gives promising results.

Surprisingly, it shows that some of the safety measures

(e.g. fire extinguishers), commonly applied in tunnels at

the moment, are not cost effective from a probabilistic

point of view. But it also underlines the relevance of

some of the safety measures generally applied on tunnels

(ventilation and fire resistant lining). The cost effective-

ness analysis showed that preventive measures are most

cost effective. These results can be used during the

design of other tunnels.

The current risk standards applied in the Netherlands

and the investments in tunnels clearly reflect risk averse

preferences of decision makers. Further discussion is

encouraged on appropriateness of risk aversion with

regard to ‘small probability—large consequence’

accidents.

Although this paper does not provide full solutions for

the complicated safety discussions in tunnelling projects,

it is the hope of the authors that these ideas might

contribute to rational and effective decision making with

regard to the investments in tunnel safety.
7. Disclaimer

Any opinions expressed in this paper are those of the

authors and do not necessarily reflect the position of

the Dutch Ministry of Transport, Public Works and Water

Management.
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Abstract

In the Netherlands, the design of dikes and other water retaining structures is based on an acceptable probability (frequency) of

overtopping. In 1993 a new safety concept was introduced based on total flood risk. Risk was defined as the product of probability and

consequences. In recent years advanced tools have become available to calculate the actual flood risk of a polder. This paper describes the

application of these tools to an existing lowland river area. The complete chain of calculations necessary to estimate the risk of flooding of a

polder (or dike ring) is presented. The difficulties in applying the present day tools and the largest uncertainties in the calculations are shown.

q 2004 Elsevier Ltd. All rights reserved.
1. Introduction

In the Netherlands, the design of levees and dikes is

based on acceptable average return periods of exceeding a

certain water height at each dike section. There are four

safety classes: acceptable average return periods of 1250,

2000, 4000 and 10,000 years. These return periods, stated in

terms of probability per annum, is part of Dutch Law [1].

This Law also determines for each of 53 dike systems which

safety class is applicable. The distinction is mainly based on

the type of threat (see, lake or river) and the value of the

assets to be protected.

This requirement stems from a time when only the water

level was considered to be a statistical quantity, and

overtopping of the dike was thought to be the most

dangerous mechanism to flooding. Other ways in which a

water retaining structure may fail were not considered and

in a later stage the advisory board on flood prevention

(TAW) stated: ‘the probability of failure of a dike in other

ways should be negligible compared to the probability of

overtopping’.

There are a number of disadvantages to this way of

setting a standard. First it is not clear what ‘negligible’

actually amounts to (1 or 10%?). Second there are some

mechanisms that give rise to flooding, but will, most
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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probably, not lead to serious consequences. An example of

this type of failure is the omission to close a sluice door or

any other removable water barrier. Soon the omission will

be discovered and the door can be closed as yet. Thirdly, the

annual probability of flooding of an area depends on the

total length of the protecting dike, not just the height or

strength of one section.

Because of these shortcomings, the Dutch Government

would like to change these acceptable maximum frequen-

cies of overtopping to a system that sets limits to a

maximum allowable risk. How the specific formulation is

going to be is still under research and this paper is part of

this research [2].

The paper describes how to calculate the flood risk in a

distinct area, surrounded by protecting dikes. These areas

are called ‘dike rings’. Some dike rings in the Netherlands

are threatened by water from all sides: e.g. by rivers in two

directions and by the North Sea from the third. Other dike

rings are only threatened from one side, usually a river, and

in the remaining directions ‘high grounds’ border the dike

ring.

The area that was studied lies in the center of the

Netherlands and is enclosed with two branches of the river

Rhine (Fig. 1). At the west side the dike ring (dike ring no.

43, by law) is bordered by the ‘Diefdijk’ an old inland dike

that protected the formerly richer western parts of the

Netherlands against flooding from the poorer eastern area. It

was assumed that there is no threat of flooding coming from

the west.
Reliability Engineering and System Safety 90 (2005) 229–237
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Fig. 1. Dike ring 43, with dike ring parts.
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2. Followed approach

Risk is defined in this study as probability multiplied by

consequences, where consequences consist of material

damage, (lethal) victims, environmental and cultural

damage. A very simple expression for flood risk emerges

R Z EðSÞ Z PFS (1)

where PF equals the dike ring failure frequency and S the

damage caused by flooding.

This equation does not take into account two important

aspects, though. The damage S depends on the specific

location of the failure of the dike and the total risk is not just

the risk in one year, but also the probability of dike failure in

the coming years plays a role.

A more accurate expression for (1) follows

R Z EðSÞ Z

ðN

tZ0

Ð
Sð
�
x; tÞf ð

�
x; tÞd

�
xdt (2)

where t stands for time, x the vector with all parameters that

play a role in both damage and probability (all of them

stochastic variables, including the economic discount rate);

the damage S is now a function of both location and time

and f(xt) is the combined probability distributions of x, that

may depend on t themselves.

In this pilot case some simplifications are made. First

time is neglected. In a calculation where the goal is to

compare risks, the time aspect is, intuitively, not of great

importance. Taking into account future years enlarges the

calculated risk, but this will happen in the same way for all

alternatives. The results of the comparison will remain the

same. If risk is used in an absolute way, though, for instance

to economically optimize the dike ring system, one should

incorporate future risk.

A second important simplification is that we assume a

distinct set of ‘flood scenarios’. Damage, caused by a flood,

always extends to a relatively large area. It is possible to

assign stretches along the dike where, in case of dike breach,

the damage will not differ significantly, at least not in
the Netherlands where the terrain is relatively flat. At certain

distinct points along the dike though, the expected damage

does change significantly and a different ‘flood scenario’

emerges. The properties of these distinct points will be

described further on.

A third simplification, intuitively justified, is that the

damage, given a flood, is a deterministic quantity.

These simplifications mean that we will ‘only’ have to

determine the probability of each possible scenario, where

the damage belonging to this scenario is a fixed number. The

integral (2) reduces to

R Z EðSÞ Z
Xall scenarios

iZ1

SipFi
(3)

Note that ‘a scenario’ may be two breaches at different

locations at (almost) the same time (see paragraph 4).

The damage inflicted by a certain scenario, Si, is

estimated with average values (best guesses of terrain

geometry, the value of the assets in the flooded area, the

average number of persons at the site, etcetera), with one

exception: the water level. We chose to take the design point

water level, i.e. the water level with the largest probability,

given a flood. This design water level is an immediate spin-

off from the probabilistic FORM calculations that need to be

performed to get the probabilities of failure of (parts of) the

dike ring, see paragraph 4.

The choice of the design point water level is not in line

with the other best estimates, which will be close to average

values. In fact, the average water level, given flooding,

should be used instead. But there were three reasons why the

design point was used:
†
 the difference between average water level and design

point water level is small as the tail of the distribution

drops exponentially;
†
 as the probability of failure of a dike is small, the design

point water levels were very high, with return periods of

100,000 years and more. In fact, it was questioned

weather these design point water levels were physically

possible;
†
 sensitivity analysis showed that deviations from the

design point water level had but a small influence.

Calculation of the flood risk by means of formula (3)

means in practice:
1.
 Select parts of the dike ring that share the feature that

failure anywhere within these parts will result in one

common flood scenario. Each such part will thus result in

one value for the estimated damage (Si);
2.
 Select one distinct point of actual dike failure within

these parts;
3.
 Calculate the probability of failure of each of these parts;
4.
 Calculate the amount of the incoming water, including

the possible growth of the breach in the dike;
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5.
 Calculate the flow and the distribution of the incoming

water in the area;
6.
 Calculate the (deterministic) estimated damage for each

part;
7.
 Calculate the sum over all dike ring parts of the product

of probability and estimated damage.

In the following sections these steps will be elaborated

for the dike ring 43 case.
3. Selection of dike ring parts

The first step is to determine parts of the dike ring where

the damage inflicted by failure does not depend on the exact

location of the breach. It is of paramount importance to

choose these parts carefully. On the one hand the number of

parts should be small, because the computational effort of

the calculations of the actual water flow after failure is very

high. On the other hand, a small number of dike parts will

yield inaccurate results because the assumption of one

single damage estimate, no matter where the dike breaches,

does not hold with enough accuracy.

In Fig. 1 the chosen dike ring parts are given. We found

that the damage significantly changed because of:
1.
 branching inland dikes;
2.
 any natural or artificial local terrain elevation;
3.
 the change from one type of threat to another (branching

of the river, from river to sea, from river to lake);
4.
 a clear change of the value of assets beyond the dike (e.g.

a city, a power plant);
5.
 the distance to the adjacent dike ring part, especially if

the terrain slopes.

The first four criteria to partition a dike in dike ring parts

are crisp, at least in our case. Only the last criterion is

burdened with lack of crispness, one has to choose a

transition in a continuum. If the choice turns out to be

difficult an extra section can always be added and the effect,

in terms of difference in inflicted damage, will show weather

this extra section is really necessary.

The transition from dike ring parts 7 and 8 is caused by

the change in loading: the southern branch of the Rhine

carries approximately 2/3 of the total water discharge

(criterion 3). The transition from 8 to 9 was established by

an artificial elevation of the terrain: a freeway and bridge

(criterion 2). The transition from 9 to 10 was based on

criterion 5 and the results of the damage calculation (step 6)

showed that additional dike ring parts were not necessary.

The small dike ring part 13 was established on criterion 4:

an historic village has been built on a small peninsula in the

river. All remaining dike ring parts were established on the

basis of the first criterion: branching inland dikes.

After these dike ring parts have been established, the

distinct breach point within a dike ring part has to be chosen.
These points were chosen at locations where we expected

maximum damage, right next to a town, for instance. The

calculation will slightly overestimate the total risk in this

way.
4. Calculation of the probability of dike failure

Once the ring system is divided by a number of dike ring

parts, each with its own characteristic flood scenario with

unique consequences, the probability of failure of this dike

ring part has to be calculated. It is also possible that more

than one dike ring part fails at the same, or almost the same,

time and the probability of these combined events will also

have to be investigated.

In order to calculate the probability of failure of a section

of a dike, a computer program called PC-Ring was

developed in the Netherlands [3]. The program is based

on the FORM method [4], where the different mechanisms

are combined by the Hohenbichler–Rackwitz method [5].

The basic input consists of the statistical properties of

load and strength of relative small dike sections (smaller

than the mentioned dike ring parts). Each section may fail

due to six failure mechanisms: (1) overtopping (water level

and waves), (2) earth sliding (shear of soil, on either side of

the dike), (3) failure of dike revetment and, subsequently,

the soil layers underneath, (4) piping of the dike (5) piping

along or underneath structures in the dike (e.g. sluices),

(6) failure to close sluice doors. Deterministic models, some

of them described by quite extensive computer codes, rather

accurately describe each of these phenomena [3], Part A.

Many stochastic properties show fluctuations in either

space or time. The precise knowledge of such a property in

one place in space or time does not imply exact knowledge

of the same parameter elsewhere or at a different time. But

the uncertainty with regard to this parameter is significantly

reduced close to the known quantity. As a general procedure

a one-dimensional spatial correlation function has been

implemented in the PC-Ring program

rðDxÞ Z rx C ð1 KrxÞe
KðDx=dxÞ

2

(4)

where
Dx
 distance
dx
 correlation length
rx
 lower limit of correlation
This formula expresses that correlation in space

decreases from 1 to rx with a rate that is determined by dx.

Correlation in time is modeled by the well-known Borges

Castanheta model [6]. This model assumes intervals in time

(Dt) in which the parameter is fully correlated (does not

change) and a constant correlation rt between two adjacent

intervals.



Table 1

Probabilities of dike ring failures

Rank Dike ring

part(s)

Failure return

period (years)

Probability of failure

per year

Cumulative probability

of failure per year

Cumulative

percentage (%)

1 9 1,560 6.41!10K4 6.41!10K4 75.2

2 8 16,234 6.16!10K5 7.03!10K4 82.5

3 10 24,570 4.07!10K5 7.43!10K4 87.3

4 1, 9 25,773 3.88!10K5 7.82!10K4 91.8

5 7, 9 52,910 1.89!10K5 8.01!10K4 94.0

6 5, 9 57,803 1.73!10K5 8.18!10K4 96.1

7 5 130,378 7.67!10K6 8.26!10K4 97.0

8 12 170,068 5.88!10K6 8.32!10K4 97.7

9 11 176,367 5.67!10K6 8.38!10K4 98.3

10 1, 8 251,256 3.98!10K6 8.42!10K4 98.8

11 1, 10 398,406 2.51!10K6 8.44!10K4 99.1

12 7, 8 515,464 1.94!10K6 8.46!10K4 99.3

Ring 1,174 8.52!10K4 100.0
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This means that most stochastic parameters are described

by their probability distribution (type and parameters) and

by dx rx, Dt and rt.

Using the Hohenbichler–Rackwitz approximation, the

results of the FORM calculations for each mechanism are

combined to calculate failure probabilities of each dike ring

part. Correlations in both strength and load are taken into

account. In order to reduce the number of possible

combinations of dike failure, it was assumed that failure

at the northern branch of the river Rhine was independent of

failure in the southern branch and that only one breach

would occur in one branch. This assumption can be

motivated by the notion that in reality unloading will take

place of all other dike parts when a certain dike part fails.

Table 1 shows the probabilities of the 12 most probable

dike failures.

It is surprising that the first eleven most dangerous

scenarios comprise more than 99% of the total failure

probability. All other possible scenarios are insignificant

with regard to their probability of occurrence. It is also

surprising that there are many double breaches in the top

twelve (parts 1 and 9, 7 and 9, etc.). As mentioned before, it

was assumed that a dike breach at northern river branch was

modeled independent of a breach at the southern branch.

This means that the effect of unloading was neglected and

this may lead to an overestimation of the probability of

double breaches.
5. Breach growth

In the Netherlands large computer models exist that are

able to predict water levels and discharges of all Dutch

rivers, given a time-discharge relation of the incoming river

water at the border, in this case of the river Rhine at Lobith,

near Germany [7]. Also models are developed that predict

the water flow over land, given a breach [8]. And, as a third
ingredient to the modeling of the water flow, separate dike

breach growth models for sandy dikes were proposed [9].

All these ingredients work independent of each other and

one of the most important recommendations of this research

was to combine these models.

The water level at time of breach resulted from the

FORM design point, as argued before. On top of that a

choice had to be made with respect to the duration of the

high water discharge. Although high water level statistics

are nicely recorded and accurately studied in the Nether-

lands, the duration of a high water period is relatively

unknown. From a small set of historical records, an

average period was determined as function of the water

level. Extrapolation to the extreme water levels at the

design point resulted in extreme periods, i.e. about 7

weeks for a discharge with return period of 1250 years

[10].

The models that describe breach growth in dikes erode

the dike in both vertical and horizontal direction [9]. In

vertical direction erosion is limited to a certain, rather

arbitrary level. The polder ground level, at the breach,

was used as artificial sill, although much deeper cuts

have been recorded in the past. The eroded width of the

breach amounted between 1300 and 3000 m after 48 h

and that is much greater than past observations. This can

be explained by: (1) the extreme event (return period of

1500 years) has most probably not occurred in recent

history; (2) the models are based on sandy dikes that are

known to erode faster than clay dikes and (3) the

restraint in vertical erosion (the restricted depth of the

breach).

Two other observations are of interest. Both variations of

the river discharge and the precise breach growth-time

relation had little influence on the final amount of water in

the dike ring at 48 h after breaching had started. The

implication of this is that neither breach modeling nor the

discharge-time relation has to be very accurate.



Fig. 3. Breach of dike ring part 9. Water depth vs. time at specific locations.
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6. Calculation of flood scenario

After the flow rate of the inflowing water through the

breach is established, the way the water spreads into the

polder (dike ring) can be calculated.

The input of the (finite difference) model that performs

these calculations is an accurate description of the terrain

surface with respect to height (Fig. 2), including linear

elevations (roads, railways and canals) and with respect to

roughness [8]. For this purpose a grid of 100!100 m was

used. And, of course, the flow rate of the incoming water at

the breach location is input.

The output consists of water levels and water flow in any

of the 100!100 m patches as function of time. The output is

available on film and in this paper some figures of the

most important scenario, scenario 1 of Table 1, are given.

Figs. 3–5 give water depth (not level!) as a function of time

for some specific locations, as indicated by the small circles

on the map of the area.

The water reaches the dike along the Amsterdam Rijn

Canal (a major canal that divides dike ring 43 in two

parts) after 15 h. This dike, which is much lower than

the encircling dikes of the dike ring, overtops 12 h later

and the western part of the dike ring starts to flood. After

2 days and 8 h the water reaches Dalem at the most

western and deepest part of the dike ring. Within 16 h

the local water depth reaches its maximum: about 6 m,

where the rate in which the water rises is about 1 m/h.

Finally the inland Diefdijk overtops and the calculations

were stopped.

At the Dalem location, the dikes are presently

constructed in such a way that they can easily be

removed if the water level at the inside is higher than at

the outside (river side). This system has been used in the

past to pass out the water in case a flood had occurred.

Because the different hydraulic models are not (yet)

combined, it was not (yet) possible to investigate whether

this system will seriously mitigate consequences,

especially in the Dalem area.
Fig. 2. Surface level.
7. Calculation of damage and victims

If the levels, the flow and rise rates of the water in the

dike ring, given a specific breach and flood scenario, are

known, the resulting damage and average number of (lethal)

victims can be estimated.

In order to do that, relations were proposed between

depth, flow rate and rise rate on the one hand and damage on

the other, for all valuable artifacts in a dike ring, e.g.

different types of residential buildings (farms, small houses,

apartment buildings, etc.), public buildings (schools,

stadiums, gyms, municipal buildings, churches, etc.),

factories and industrial buildings, cars, agricultural equip-

ment, crops and live stock, and so on [11]. The relations

were based on expert opinion and on damage claims in 1993

and 1995, when both Maas and Rhine rivers had relatively

extreme discharges (100 year return discharge). No dikes

failed, but the upstream part of the river Maas has no dikes

and some damage was suffered there.

Also such a relation was proposed with respect to lethal

victims. The basis for this relation stems mainly from a

national disaster: the great flood of 1953. Another important

parameter is left out altogether: the possibility of evacua-

tion. Especially when the flood threat is river based, high

water levels can be foreseen relatively well and a successful

evacuation will probably decrease the expected number of

victims to a large extent.



Fig. 4. Breach at Oosterhout (scenario 1). Water depth as function of time; 2, 6, 12 and 18 h after breaching.
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These relations were combined in yet another computer

model [12]. Besides these water-damage relations, the assets

in the polder have to be input to the model. Different national

databases, maintained by different Ministries, where linked
to the model. A grid size of 100!100 m was used again and

coincides with the input from the flood calculations.

The output consists of the (average) damage and the

average amount of lethal victims, for each grid cell



Fig. 5. Breach at Oosterhout (scenario 1). Water depth as function of time; 24, 36, 48 and 72 h after breaching.
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and can be presented by GIS (Graphical Information

Systems).

The results of the 12 worst scenarios are summarized in

Table 2.
7.1. Damage and victims

The dominating scenario (scenario 1 of Tables 1 and 2, a

breach of dike ring part 9) will cause an estimated 16 billion

Euro’s (V) of damage and 153 victims. As mentioned,
possible evacuation is not included, nor the possible failure

of the inland Diefdijk. Failure of the Diefdijk will increase

the amount of damage substantially, while using the outlets

back into the river at Dalem will probably reduce the

expected damage somewhat.

Just for comparison: the absolute maximum amount

of damage by a flood in this polder amounts to V43 billion.

This number is calculated by exposing the total dike

ring by 9 m of water. Dike ring 43 has around 300,000

inhabitants.



Table 2

Risks

Rank Failing

dike ring

part(s)

Damage

(billion

V)

Economic

risk

(million

V/year)

Number

of

victims

Expected

number

of victims

per year

1 9 15.9 10.18 153 0.0981

2 8 17.5 1.08 233 0.0143

3 10 16.4 0.67 238 0.0097

4 1, 9 22.4 0.87 324 0.0126

5 7, 9 27.7 0.52 979 0.0185

6 5, 9 23.7 0.41 453 0.0078

7 5 11.9 0.09 0 0

8 12 15.2 0.09 178 0.0010

9 11 15.8 0.09 284 0.0016

10 1, 8 23.8 0.09 420 0.0017

11 1, 10 17.4 0.04 507 0.0013

12 7, 8 29.8 0.06 1301 0.0025

Total 14.19 0.1691

Fig. 6. Location risk (individual risk, only scenario 1, breach of dike ring

part 9).
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Not only evacuation, but also the possibility to take

refuge when the dike breaches will have a considerable

effect. Although, the water-victim relations were established

including the possibility to seek refuge, the circumstances

now are very different from the situation in 1953. The

people in the area where most victims are expected, the

Dalem area at the most western part of the dike ring, have

about two days time to escape. It is inconceivable that these

people will not try to run. On the other hand, if people flee in

panic, accidents will occur.

7.2. Risk (expected damage and victims)

The risk with respect to the dominating scenario is, with

regard to damage, about V10 million per year and with

regard to victims 0.1 victim per year. The second most

important scenario, a breach in dike ring part 8, has an

expected damage of V1.1 million and 0.01 victims per year.

The large difference is completely caused by the difference

in probability of occurrence: a factor of 10. The total flood

risk for dike ring 43 amounts to V15 million per year and

0.17 victims per year.

7.3. Risk on a specific location

Apart from the expected damage and victims, risk on a

specific spot (Location Risk, LR) can also be calculated. This

type of (human) risk was formerly called Individual Risk (IR)

in the Netherlands and stems from risk limiting procedures

around stationary installations (e.g. factories, industry). This

risk on a specific location is defined as the yearly probability of

dying of a flood (in this case) at a certain location in the

assumption that this person remains on this spot 24 h per day,

all year long, unprotected. This notion is used in the

Netherlands as a tool to ensure a safe residential environment

close to stationary installations, handling dangerous goods.

Using this concept on flood risk, there is one large

difference with the potentially dangerous factory situation:
the potential victim is able to flee in contrast with a victim of

toxic or flammable releases.

The risk on a specific location (LR), as defined above,

just looking at scenario 1, is shown in Fig. 6. The largest LR

is close to Dalem: 2.5!10K5/year, or an average return

period of 40,000 years. Summing all scenarios gives the

total LR for the complete dike ring with regard to flooding.

The maximum LR with regard to flooding is 3.5!
10K5/year, or an average return period of 29,000 years,

again close to Dalem.

The fact that people will react when the dike breaches

means that the LR cannot sensibly be used in the case of

flood risk. A different type of human risk measure should be

used if we wish to limit risk, for instance the personal

probability of getting killed by a flood, given all individual

evacuation and refuge possibilities [13].
8. Accuracy of the total chain of calculations

An important question is how accurate the calculated risk

is. Looking at the complete chain of calculations there are

two ingredients that are definitely much more uncertain or

inaccurate than all others. These are (1) the probability

calculation and (2) the relation flood scenario-victims.

Experience shows that with probabilistic calculations little

differences at first sight may give large differences in the

resulting probability. Also preventive measures, like

sandbags on the dike, may easily result in probabilities of

failure that are 2!10 times lower.

The flood-victim relation causes a comparable large

uncertainty. A sensitivity analysis showed that just a small

difference in the relation of the water rise rate and victims

resulted in 10 times more victims. On top of this comes the

effect of evacuation and fleeing, as mentioned in the previous

paragraph. This uncertainty does not exist for the flood-

damage relations. Evacuation is less effective and damage is

much less sensitive to the water rise rate. All other aspects

will have much less influence on the calculated risk.
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The calculated risk may thus be easily a factor 10 low or

high. Using risk in an absolute sense is not (yet) very

meaningful. Relatively, the calculated risk is much more

accurate, though. The sources of uncertainty have the same

effect on every scenario. In the decision of which part of the

dike ring needs strengthening, this risk analysis is a

powerful tool.
9. Main conclusions

This paper is a very comprehensive summary of the

complete investigation, so only a few major conclusions are

selected.
†
 In order to calculate the flood risk of an area, the

protecting dike has to be divided in parts that result in

similar flood scenarios if the dike fails anywhere within

these parts. It turned out that such parts could be

established while sufficient accuracy was maintained.
†
 The models that describe the water flow (river discharge,

breach growth and distribution of water in the dike ring)

will have to be combined.
†
 The largest uncertainties stem from the probability

calculations and from the relation water distribution-

victims.
†
 The classical individual risk notion (IR, or LR) is not

suitable in case of flood risk in the Netherlands, because

evacuation and fleeing are very well possible, in contrast

with the situation of an industrial catastrophe.

The conclusions are, of course, only valid for this case. If

the risk analysis has to be improved, efforts have to be

focused on gathering more, and more accurate data as input

to the probability calculations. Especially the probability of

failure of structural artifacts in the earthen dike, e.g. sluices,

was based on possibly inaccurate assumptions.

A second area of necessary research is the relation

between water movement (height, velocity, rise rate) and

average number of victims. Recent experiences outside the

Netherlands may be a useful source of information.

Risk analysis used to find weak spots (in the sense of high

risk scenarios) in the dike ring seems to be a very powerful
tool, much more powerful than the methods currently in use.

This is mainly due to the fact that the consequences of dike

breach are included in the calculations. Further research is

necessary if, for instance for normative reasons, absolute

values of the total flood risk of a dike ring system are

required.
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Abstract

In the frame of the ESREL special session on ARAMIS project, this paper aims at presenting the work carried out in the first Work

Package, devoted to the definition of accident scenarios. This topic is a key-point in risk assessment, and serves as basis for the whole risk

quantification. A first part of the work aims at building a Methodology for the Identification of Major Accident Hazards (MIMAH), which is

carried out with the development of generic fault and event trees based on a typology of equipment and substances. This work is coupled with

an historical analysis of accidents. In a second part, influence of safety devices and policies will be considered, in order to build a

Methodology for the Identification of Reference Accident Scenarios (MIRAS). This last one will take into account safety systems and lead to

obtain more realistic scenarios.

q 2004 Elsevier Ltd. All rights reserved.
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1. Introduction

The identification of the possible accident scenarios is a

key-point in risk assessment. However, especially in a

deterministic approach, only worst cases scenarios are

considered, often without taking into account safety devices

used and safety policy implemented. This approach can lead

to an over-estimation of the risk-level, and does not promote

the implementation of safety systems.

In the ARAMIS European project [1], the idea developed

in Work Package 1 is to identify major accidents (without

considering safety systems), then to study deeply safety

systems, causes of accidents and (qualitative) probabilities,

in order to be able to identify Reference Accident Scenarios,

these last ones taking into account safety systems.

In order to reach this objective, two main steps are defined.

The first objective is to define a Methodology for the

Identification of Major Accident Hazards (MIMAH). On the

basis of equipment considered and properties of chemicals

handled, the methodology must be able to predict which

major accidents are likely to occur.
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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The work is divided in several parts:
†
 the choice of a general approach (bow-tie method);
†
 the definition of a common vocabulary and a typology of

equipment and hazardous properties of substances;
†
 the development of event trees and fault trees centered on

critical events likely to occur on different kinds of equipment;
†
 an historical analysis of known accidents.

The second objective is to study the influence of safety

devices and policies on scenarios identified by the MIMAH

methodology, leading to the development of a second

methodology (MIRAS: Methodology for the Identification

of Reference Accident Scenarios).

This paper presents intermediate results of the project,

and mainly the MIMAH methodology.
2. Objectives, requirements and steps of MIMAH
2.1. Objective

The Methodology for the Identification of Major Accident

Hazards (MIMAH) aims at defining the maximum hazardous
Reliability Engineering and System Safety 90 (2005) 238–246
www.elsevier.com/locate/ress

http://www.elsevier.com/locate/ress


C. Delvosalle et al. / Reliability Engineering and System Safety 90 (2005) 238–246 239
potential of an installation. The term ‘Major Accident

Hazards’ must be understood as the worst accidents likely

to occur on this installation, assuming that no safety systems

(including safety management systems) are installed or that

they are ineffective. The Major Accident Hazards will only

depend on the equipment characteristics and the hazardous

properties of the chemical handled in the equipment.

2.2. Requirements

Some requirements must be met according to the work to

be done in the rest of the project:
†
 MIMAH must be generic in order to be applied to the

different types of equipment likely to be present in a

chemical plant;
†
 MIMAH must be built in an algorithmic form (with

logical links), in order to allow the use of a methodical

approach when safety systems will be considered;
†
 MIMAH will serve as a basic method to define MIRAS

(Methodology for the Identification of Reference Acci-

dent Scenarios). MIMAH should then be built in such a

way that the influence of the safety systems on the

development of a scenario could be easily identified and

further taken into account.

For all these reasons, the approach chosen in the

ARAMIS project is the bow-tie approach. This one is a

highly structured tool which offers the possibility to identify

critical events (center of the bow-tie), to construct major

accident scenario (event tree), to study the causes of

accidents (fault tree), to estimate probabilities, to place

safety barriers and to study how safety barriers influence the

trees, for the definition of Reference Accident Scenarios.

Moreover, the bow-tie approach is considered as a very

good tool to establish links with the work carried out by

other partners in the ARAMIS project (e.g. Work Package

3—safety management systems).

2.3. Steps in the work

As the methodology must be generic, the objective

chosen is to define a method allowing to build an accident

scenario only on the basis of three data: the equipment type,

the hazardous properties of the handled substance and its

physical state (solid, liquid, two-phase, gas/vapor).

For this purpose, the work is divided in several steps:
†
 Firstly, define an equipment typology and an hazardous

substance typology, allowing to classify equipment and

substances encountered on chemical plants.
†
 Secondly, study the center of the bow-tie (critical event),

by drawing up a list of critical events likely to occur for

each type of equipment.
†

Fig. 1. The bow-tie approach.
Thirdly, develop a systematic method to build an event

tree. The approach chosen consists in defining logical
links, on the one hand between critical events and

secondary critical events, and on the other hand between

secondary critical events and dangerous phenomena.

This can be done by the way of matrices, and the result

obtained is a tree giving the possible accident scenarios

for each critical event studied. A selection of the

scenarios obtained is then carried out according to the

hazardous properties of the handled substance.
†
 Fourthly, develop a method to build generic fault trees.
3. The bow-tie approach

The bow-tie approach assimilates accident scenarios to a

succession of events, as shown in Fig. 1.

The bow-tie is centered on the critical event (CE), which

is generally defined as a Loss Of Containment (LOC) for

fluids or a Loss of Physical Integrity (LPI) for solids.

The left part of the bow-tie, named fault tree, identifies

the possible causes of a critical event. Combinations of

Undesirable events (UE) and Current Events (CuE) lead to

Detailed Direct Causes (DDC) which, when combined, lead

to Direct Causes (DC) which cause Necessary and Sufficient

Conditions (NSC) provoking the Critical event.

The right part of the bow-tie, named event tree, identifies

the possible consequences of a critical event. The Critical

Event CE, such as a pipe failure, leads to Secondary Critical

Events SCE (for example a pool formation, a jet,.), which

leads to Tertiary Critical Events TCE (for example a cloud

following a jet), which in turn leads to Dangerous

Phenomena DP such as fire, explosion, dispersion of a

toxic cloud,. Major Events (ME) are defined as the

exposition of targets (human beings, structure, environ-

ment,.) to a significant effect due to the identified

Dangerous Phenomena.
4. Typology

As explained above, MIMAH aims at defining major

accident scenarios associated with a given equipment

containing a given substance. For this purpose, it is
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necessary to define an equipment typology and an hazardous

substances typology.

4.1. Equipment typology

Equipment are classified in generic categories, according

to their function and operating conditions. An essential rule

has to be kept in mind all along the classification: equipment

classified in the same category must generate the same

generic bow-tie.

A first way to group equipment is the ‘unit’, in which

several types of equipment are described and defined. Four

units and 16 equipment types are defined. The list of

selected equipment is presented here after:
†
 Storage equipment: mass solid storage (EQ1), storage of

solid in small packages (EQ2), storage of fluid in small

packages (EQ3), pressure storage (EQ4), padded storage

(EQ5), atmospheric storage (EQ6), cryogenic storage

(EQ7);
†
 Transport equipment: pressure transport equipment

(EQ8), atmospheric transport equipment (EQ9);
†
 Pipes networks (EQ10);
†
 Process equipment: intermediate storage equipment

integrated into the process (EQ11), equipment devoted

to the physical or chemical separation of substances

(EQ12), equipment involving chemical reactions

(EQ13), equipment designed for energy production and

supply (EQ14), packaging equipment (EQ15), other

facilities (EQ16).

4.2. Substances typology

Hazardous properties of substances are classified in

different ways. In Europe, the relevant regulation is the

Directive 67/548/EC (Council Directive 67/548/EEC of

27 June 1967 on the approximation of laws, regulations and

administrative provisions relating to the classification,

packaging and labeling of dangerous substances). It should

be noted that the hazard categories of the SEVESO II

Directive are based on the risk phrases of the Directive

67/548/EC.

The ARAMIS project fits into the scheme of the

SEVESO II Directive. This is why it was chosen to base

the ARAMIS typology on the hazard categories of the

SEVESO II Directive, coupled with a specific selection of

risk phrases defined in the Directive 67/548/EC.

Table 1

Example of matrix EQ–CE

/ CEi CEj CEk CEl CEm /

EQa X X

EQb X X X

EQc X X X

EQd X X X

EQe X

/

5. The center of the bow-tie: the critical event

It should be reminded that the Critical Event is the center

of the bow-tie. It can be defined as a loss of containment or a

loss of physical integrity.

An important part of the work done in this research led us

to define a concise list of 12 critical events likely to occur on
equipment and to give a definition for each of them. The

critical events retained are:
†
 Decomposition (CE1)
†
 Explosion (CE2)
†
 Materials set in motion (entrainment by air) (CE3)
†
 Materials set in motion (entrainment by a liquid) (CE4)
†
 Start of fire (LPI) (CE5)
†
 Breach on the shell in vapor phase (CE6)
†
 Breach on the shell in liquid phase (CE7)
†
 Leak from liquid pipe (CE8)
†
 Leak from gas pipe (CE9)
†
 Catastrophic rupture (CE10)
†
 Vessel collapse (CE11)
†
 Collapse of the roof (CE12)

A table linking equipment types and critical events was

built. This table gives the critical events which could be

observed on the different equipment types.
6. The event tree
6.1. General overview of the MIMAH methodology

As explained above, the methodology must serve to build

generic trees, in an algorithmic form (with logical links). It

was chosen to work with matrices, which allow to give

importance to the algorithmic and logical aspects. The

methodology will be explained here according to its main

principles.

Firstly, matrices are used in order to define which critical

events must be associated with a given equipment containing

a given substance. As explained previously (see Section 5),

there exists some possible associations between equipment

and critical events, which will be expressed in a matrix

crossing the equipment type (EQ) and the critical events

(CE), as shown in Table 1. A sign ‘X’ in a cell indicates that

the association CE–EQ is possible, and, on the contrary, an

empty cell indicates that the top-column critical event cannot

be associated with the top-line equipment type.

Secondly, as said previously, the event tree must be built

according to the equipment type and the substance handled

in this equipment. Interesting substances properties in the

frame of event trees are the physical state and the hazardous

properties.



Table 2

Example of matrix STAT–CE

/ CEi CEj CEk CEl CEm /

STAT1 X X X

STAT2 X X X

STAT3 X X X

STAT4 X X X

Table 4

Example of matrix CE–STAT–SCE
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Hazardous properties will be studied with the issue of

dangerous phenomena (DP). Concerning physical state, a

given one cannot lead to all types of critical events. A matrix

crossing the substance state (STAT) and the critical events

(CE) is then defined, as shown in Table 2.

With Tables 1 and 2, it is possible to determine which

critical events must be associated with a given equipment

and a given physical state of the handled substance.

For example, assuming that an EQd equipment type is

considered, handling a substance which physical state is

STAT3, the following conclusions can be drawn:
†

Tab

Ass

EQ

STA

EQ

STA
critical events CEi, CEk and CEm are compatible with

EQd;
†
 critical events CEi, CEj and CEm are compatible with

STAT3;
†

Fig. 2. Example of construction of an event tree (till SCE).
thus, only critical events CEi and CEm are compatible

with EQd and STAT3

This can be better observed in Table 3, where the first

line is for the equipment, the second one for the substance

physical state and the third one for the combination of the

equipment and the substance physical state. In this last line,

a sign ‘X’ is present for a given critical event only if it is

present in the line of the equipment AND in the line of the

substance physical state, for the same critical event.

Thirdly, it is useful to know which secondary critical

event(s) occur(s) after a given critical event. This will

depend on the physical state of the handled substance: a

same critical event can give rise to different secondary

critical events for different types of substances.

A matrix linking the critical events (CE), the substance

state (STAT) and the secondary critical events (SCE) is thus

built. An example is shown in Table 4. It can be observed

that some cells are hatched: this means that the critical event

and the physical state concerned are incompatible, accord-

ing to Table 2, and thus cannot lead to a secondary critical

event.

In our example of definition of an event tree for the EQd

equipment type containing a substance in physical state
le 3

ociation of CE with EQ and STAT

/ CEi CEj CEk CEl CEm /

d X X X

T3 X X X

d and

T3

X X
STAT3, it has be seen (Table 3) that the critical events CEi

and CEm are possible. In Table 4, from the lines marked by

arrows, it can be concluded that, for this physical state, the

critical event CEi will lead to the secondary critical events

SCEo and SCEq, and that the critical event CEm will lead to

the secondary critical event SCEp.

So, the first part of the event trees can be drawn as in

Fig. 2.

Fourthly, it is necessary to define a matrix crossing the

secondary critical events (SCE) with the tertiary critical

events (TCE). The crossing is independent of the physical

state of the substance. An example of such a matrix is

presented in Table 5, and the event tree corresponding to our

example is shown in Fig. 3.
Table 5

Example of matrix SCE–TCE

/ TCEs TCEt TCEu TCEv TCEw TCEx /

/
SCEo X X

SCEp X X X

SCEq X

/



Fig. 5. Final event tree (including selection of DP according to hazardous

properties).

Fig. 4. Example of construction of an event tree (till DP).

Fig. 3. Example of construction of an event tree (till TCE).
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Fifthly, the same reasoning must be conducted about a

matrix linking tertiary critical events (TCE) and dangerous

phenomena (DP). An example of such a matrix is presented

in Table 6, and the event tree corresponding to our example

is shown in Fig. 4.

Lastly, the hazardous properties of the handled substance

must be taken into account in order to select appropriate

dangerous phenomena. This selection will lead to the

deletion of some branches of the event tree. In our example,

if the hazardous properties are only linked with dangerous

phenomena DPa, DPb and DPg, the event trees will be less

extended, as shown in Fig. 5. In this final tree, all branches

which do not end by the above-quoted dangerous phenom-

ena (DPa, DPb or DPg) are deleted.

6.2. Summary of the methodology

With regard to the event tree construction, the MIMAH

methodology can thus be summarized as shown in Fig. 6.

6.3. Example

6.3.1. Data

The MIMAH methodology, explained above, is here

applied on a storage vessel containing methyl alcohol.

The equipment type is ‘atmospheric storage’ (EQ6). The

substance physical state is ‘liquid’ (STAT2). Risk phrases

associated with methyl alcohol are:
†

Tab

Exa

/
TC

TC

TC

TC

TC

TC

/

R11: highly flammable;
†
 R23/24/25: toxic by inhalation, in contact with skin and

if swallowed;
le 6

mple of matrix TCE–DP

DPa DPb DPc DPd DPe DPf DPg DPh /

Es X X

Et X

Eu X

Ev X X

Ew X X

Ex X
†
 R39/23/24/25: toxic: danger of very serious irreversible

effects through inhalation, in contact with skin and if

swallowed.
6.3.2. Choice of the critical events

Critical events likely to occur on atmospheric storage and

those likely to occur with a substance in liquid state are

given in Table 7.

The combination of these information gives as results

that six critical events must be retained: start of fire (LPI);

breach on the shell in liquid phase; leak from liquid pipe;
Fig. 6. Summary of the steps followed by MIMAH (part ‘event tree’).



Table 7

Choice of critical events

Atmospheric

storage

(EQ6)

Liquid

(STAT2)

Results

Decomposition (CE1)

Explosion (CE2)

Materials set in motion

(entrainment by air) (CE3)

Materials set in motion

(entrainment by a liquid)

(CE4)

Start of a fire (LPI) (CE5) X X X

Breach on the shell in vapour

phase (CE6)

Breach on the shell in liquid

phase (CE7)

X X X

Leak from liquid pipe (CE8) X X X

Leak from gas pipe (CE9)

Catastrophic rupture (CE10) X X X

Vessel collapse (CE11) X X X

Collapse of the roof (CE12) X X X

Table 8

Matrix CE–STAT–SCE (extract)

Leak from liquid pipe (CE8)

Compatibility

CE–STAT

X X

STAT1

solid

STAT2

liquid

STAT3

two-phase

STAT4

gas/vapour

Fire (SCE1)

Catastrophic

rupture (SCE2)

Pool formation

(SCE3)

X X

Pool inside the

tank (SCE4)

Gas jet (SCE5)

Gas puff (SCE6)

Two-phase jet

(SCE7)

X

Aerosol puff

(SCE8)

Explosion

(SCE9)

Materials

entrained in air

(SCE10)

Materials

entrained by a
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catastrophic rupture; vessel collapse; and collapse of the

roof.
liquid (SCE11)

Decomposition

(SCE12)

6.3.3. Construction of the event trees (without taking

into account the risk phrases)

An event tree must be built for each critical event

retained. For example, the event tree related to the critical

event ‘leak from liquid pipe’ will be explained.

First of all, the matrix CE–STAT–SCE (Table 8) must be

used to choose the secondary critical events to be retained. It

can be seen that one SCE must be selected: SCE3 ‘pool

formation’.

Secondly, the matrix SCE–TCE (Table 9) gives infor-

mation about the TCE (tertiary critical events) retained.

These are three: TCE4 pool ignited, TCE5 gas dispersion

and TCE11 pool not ignited/pool dispersion.

Finally, the matrix TCE–DP (Table 10) gives the

dangerous phenomena for each TCE:
Table 9
†

Matrix SCE–TCE (extract)
for TCE4: poolfire (DP1), toxic cloud (DP6) and

environmental damage (DP11);
Pool formation (SCE3)
†
Fire (TCE1)
for TCE5: VCE (DP4), flashfire (DP5), toxic cloud (DP6)

and environmental damage (DP11);
Catastrophic rupture (TCE2)
†

Pool ignited inside the tank (TCE3)

Pool ignited (TCE4) X

Gas dispersion (TCE5) X

Toxic secondary products (TCE6)

Gas jet ignited (TCE7)
for TCE11: environmental damage (DP11).

The event tree presented in Fig. 7 is then obtained.

With the same analysis, event trees can be built for every

critical event selected.
Gas puff ignited (TCE8)

Two-phase jet ignited (TCE9)

Aerosol puff ignited (TCE10)

Pool not ignited/pool dispersion (TCE11) X

Explosion (TCE12)

Dust cloud ignited (TCE13)

Dust dispersion (TCE14)
6.3.4. Construction of the event trees (taking into account

the risk phrases)

As mentioned before, main hazardous properties of

methanol are its high flammability and its toxicity by

inhalation.
The MIMAH methodology gives rules in order to select

appropriate dangerous phenomena. In this case, DP related

to a fire phenomenon will be selected, so as DP related to the

dispersion of a toxic cloud (but not the dispersion of toxic

fumes). Moreover, the DP ‘missiles ejection’ and ‘over-

pressure’ resulting from the SCE ‘catastrophic rupture’ must

always be taken into account in the construction of the trees.

Rules given here are summarized in Table 11. With this

table, it is possible to examine the event trees built without

taking into account the risk phrases, and to delete some

branches to give the new event trees with the influence of

the risk phrases (shown in Fig. 8).



Table 10

Matrix TCE–DP (extract)

Pool ignited TCE4 Gas dispersion TCE5 Pool not ignited/pool

dispersion TCE11

Poolfire (DP1) X

Tankfire (DP2)

Jetfire (DP3)

VCE (DP4) X

Flashfire (DP5) X

Toxic cloud (DP6) X X

Fire (DP7)

Missiles ejection (DP8)

Overpressure generation (DP9)

Fireball (DP10)

Environmental damage (DP11) X X X

Dust explosion (DP12)

Boilover and resulting poolfire (DP13)

Fig. 7. Event tree for the CE ‘leak from liquid pipe’.

Table 11

Selection of DP (summary)

DP Selected Remark

DP1 Poolfire Yes

DP2 Tank fire Yes

DP2 Jetfire Yes

DP2 VCE Yes

DP2 Flashfire Yes

DP2 Toxic cloud Yes IF. Selected if the TCE is TCE5

(gas dispersion) or TCE14

(dust dispersion)

DP2 Fire (LPI) No

DP2 Missiles ejection Yes IF. Selected only after the SCE

‘catastrophic rupture’

DP2 Overpressure

generation

Yes IF. Selected only after the SCE

‘catastrophic rupture’

DP2 Fireball Yes

DP2 Dust explosion No

DP2 Boilover and

resulting poolfire

No
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7. The fault tree

The left part of the bow-tie, or fault tree, identifies the

possible causes of a critical event.

The objective sought in making these generic fault trees

is to provide a basis for the next steps of the ARAMIS

program, which is supposed to end up with a methodology

for evaluating the probability and severity of accident

scenarios and means of reducing both. Therefore, the fault

trees must allow to make a link between the critical events

and all the elements which could have an influence on their

possible occurrence including management options as well

as safety functions and barriers. Such trees should also

provide basis for probability assessment. For these reasons,

it was decided to keep a causal relationship between the

events constitutive of the fault trees. This should also enable

us to perform fault tree probability calculations in the next

steps of the methodology.

Major difficulties encountered when building fault trees

were to limit the number of levels, and to provide a

sufficiently exhaustive analysis of each level. A balance was

to be found between the quantity of potential causes and the

useful and exploitable information.

The structure of the fault trees is shown in Fig. 1. For

each level, a detailed analysis was carried out in order to

obtain a reasonable but complete list of causes. The result

consists in 12 generic fault trees (one for each critical event).
A (partial) example of fault tree proposed in the

ARAMIS methodology is shown in Fig. 9. The fault tree

presented here is related to the critical event ‘Breach on

shell in the liquid phase’. For each level in the tree,

successive possible causes are detailed. This generic fault

tree is a good support tool to be used during the step of

scenario identification. It serves as a basis of discussion

between the analysis team and operators, design and process

engineers. Some causes are removed because they are not



Fig. 8. Event trees, taking into account risk phrases (methyl alcohol).

Fig. 9. Example of fault tree (extract).
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applicable in the process studied. But the extensive fault

trees used are a very good mean to raise relevant questions

about the possible failures in the process.
8. Historical analysis

The Methodology for the Identification of Major Accident

Hazards (MIMAH) is developed on a typology of equipment.

A typology of accident scenarios, causes, phenomena

involved and their effects has also been defined. This

typology is compared with an historical review of known

major accidents. It is necessary to validate the theoretical

approach by means of a comparison with historical accident

data. For this purpose, various databases such as MARS

(Major Accident reporting System from the EC), MHIDAS

(Major Hazard Incidents Data Service) and HADES

(HAzards Database and Effects Study) are consulted to

determine the Most Often Observed Accidents (MOOA) as a

function of the typology of accident scenarios and to identify,

at least in qualitative terms, their probability of occurrence.

The objectives of the historical analysis are to verify the

pertinence of the trees; to verify the lists of equipment types,

critical events, dangerous phenomena, causes (have we

forgotten an item ?) and to obtain statistics to define the

MOOA (Most Often Observed Accident).

This part of the work is currently in progress.
9. Conclusions and Future developments

The development of the MIMAH methodology led us to

obtain a tool able to identify major accidents likely to

occur on an equipment item, starting from the basic causes

and defining a succession of events leading to major

effects. On the basis of the equipment type, the substance

handled and its physical state, a matrix-based method allow

to select appropriate critical events and to build event trees.

On the other hand, for each critical event, generic fault

trees have been built, reaching a balance between the

quantity of potential causes and the useful and exploitable

information.

However, this methodology does not take into account

the implemented safety systems. Future developments will

allow to define safety functions and barriers in order to study

the influence of safety systems on the fault and event trees.

A quantification of probabilities will also be studied. This

will give a second methodology called MIRAS (Method-

ology for the Identification of Reference Accident

Scenarios).
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Abstract

In the past, standard reliability and risk approaches have sufficed to identify the dominant causes of failure in forensic analyses, and the

dominant risk contributors for proactive risk investigations. These techniques are particularly applicable when individual or even simple

common failure events of a similar type dominate the analysis. However, nowadays due to increased understanding of the ‘simple’

mechanisms and the increasing complexity of the systems we build, failures in highly dependable systems arise from unexpected interactions

between subsystems and the external and internal environment.

Engineering data analysis is the process of data collection and investigation from a variety of perspectives, alternatively dissecting it into

its underlying (yet often unknown) patterns; this process is becoming ever more necessary as systems become more complex. Some of the

techniques employed are slicing the data sets according to known underlying variables, or overlaying data gathered from different

perspectives, or imbedding data into previously established logical or phenomenological structures.

This paper addresses the issues involved in visualizing patterns in data sets by providing examples of interesting maps from the past,

indicating some of the maps currently in use, and speculating on how these visual maps might be developed further and used in the future to

discover problems in complex systems before they lead to failure. Guidance is proposed as to how to explore and map data from different

technical perspectives in order to evoke potentially significant patterns from reliability data. The techniques presented have been developed

by combining approaches to common cause failure (CCF) classification with multidimensional scaling (MDS) to produce a new method for

exploratory engineering data mapping.

q 2005 Elsevier Ltd. All rights reserved.
“.a phenomenon may perfectly well be genuine even

though no plausible explanation has yet turned up.”

Murray Gell-Mann, The Quark and the Jaguar
1. Introduction

Modern engineered systems are, in the best cases, built

from well designed, individually tested highly reliable

components. Despite all best efforts however, when we push

these systems to their boundaries in operations and/or

environment it is still possible for them to show up

unexpected failure, or near-failure, behavior. The achieve-

ment of actual high reliability, as opposed to high predicted
0951-8320/$ - see front matter q 2005 Elsevier Ltd. All rights reserved.

doi:10.1016/j.ress.2005.04.001
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reliability is therefore dependent on searching out and

discovering new failure paths before they cause actual

failure. For such failure paths, a deterministic analysis fails

because the major system divergences from expected

behavior are driven by random (combinations of) events.

On the other hand, statistical analysis fails because we do

not have the appropriate physical models in place to be able

to postulate appropriate statistical hypotheses that could be

tested—and even if we did the low frequency nature of the

events would make it impossible to conduct formal

statistical tests.

In systems such as these the associated event data sets

contain regularities and these regularities will recur. This

recurrence, if it can be identified, can be used as a forecast

tool and thus identify an underlying robust pattern.

However, the observed pattern is often such that its causal

explanation is unavailable. In other words, a heuristic,

‘empirical’ or phenomenological theory of the events can be

constructed, but not (yet) a causally linked theory. In such

cases, intuition allows a pattern to be envisioned without
Reliability Engineering and System Safety 90 (2005) 247–260
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explanation. Simply put what is occurring may be

‘visualized’, but it is not, at least as yet, understood. We

argue that failure phenomena in complex engineered

systems are emergent, because they arise from the complex

interaction of the subsystems with their internal and external

environment—an interaction which is difficult to predict

and test, and which only establishes itself through the

pattern of operational experience that is built-up by actual

usage. As has been stated elsewhere [11], in complex

systems such as these, causal models of failure are often

difficult to develop and even more difficult to verify. The

objective of this paper is to discuss mapping techniques that

can be used to highlight the emergence of patterns before

serious failures occur and address them without under-

standing completely the causal relationship that is respon-

sible for their regularity.

Should the existence of a pattern in data for a complex

engineered system necessarily lead to action? It depends on

the relative costs of action and inaction. In such systems, the

cost of inaction can be the catastrophic loss of the system

and damage to the program. Costs of action are relatively

low, but since there may be many potential patterns it might

be objected that the total cost of dealing with all such

patterns might be high. We shall argue that by using

appropriate techniques of exploratory data analysis (EDA)

adapted to understanding the reliability of complex

engineered systems, it is possible to reduce the likelihood

of ‘spurious’ patterns to an acceptable level. This

combination of statistical mapping techniques with classi-

fication perspectives derived from engineering insights form

an area that one might call EEDA—exploratory engineering

data analysis.

Exploratory data analysis, EDA, whose historical develop-

ment is detailed in [22], became established within modem

statistics through Tukey’s monograph [23]. Tukey’s claims

for EDA are simple and match-up with the aims of this paper:

“The best way to understand what can be done is not

longer—if it ever was—to ask what things could, in the

current state of our skill techniques, be confirmed

(positively or negatively). Once upon a time, statisticians

only explored. Then they learned to confirm exactly—to

confirm a few things exactly, each under very specific

circumstances. As they emphasized exact confirmation, their

techniques inevitably became less flexible. .Anything to

which a confirmatory procedure was not explicitly attached

was decried as ‘mere descriptive statistics’, no matter how

much we had learned from it.”

The second part of this quotation might be equally

applied to many engineers or managers, when they demand

a causal pathway to explain a pattern before acting on the

information implied by the pattern.

EDA is undergoing a major change due to the

development of computer based information systems,

which allow us to combine databases in ways previously
unimaginable. Much of the recent developments in

visualization are being made in data-mining by computer

scientists rather than by statisticians. Exploratory graphical

data analysis, or exploratory data mapping, provides many

different methods for mapping multivariate data. However,

to be effective it is necessary to select those methods that

best reveal the structures we are searching for. The sorts of

failure patterns that we are concerned about are those which

are outside the scope of the usual analyses, that is, they are

arising from unexpected interactions between different

components. While most reliability texts concentrate on

EEDA through important techniques such as Weibull

plotting, etc. our focus is firmly on exploring multivariate

data and on forcing underlying patterns arising from

unexpected interactions to emerge. This paper aims to

address this issue by fusing CCF classifications with data

visualization methods.

Section 2 gives some of the general EDA background,

while Section 3 gives an overview of some EDA reliability

applications. Section 4 develops EEDA through the fusion

of CCF indicators with multidimensional scaling tech-

niques. Finally, Section 5 discusses directions for future

research and applications.
2. Exploratory data analysis backdrop

To understand how this data segregation might be

accomplished a slight digression is in order. This digression

is directed at the review of a series of interesting

publications [21] that address the visual display of

quantitative information. The books are full of interesting

and often artistic examples of visualization, amongst them

Fig. 1, which is a mapping extracted from an earlier work

[12]. Dr John Snow plotted the location of deaths from

cholera in central London in September 1854. On the same

map he plotted the position of water pumps in the area. It

was observed that the cholera occurred mainly amongst

those drinking from the Broad Street water pump. Snow

famously removed the handle of the pump, ending the

epidemic.

In this case a robust pattern emerged, that is the

clustering of deaths around the Broad Street pump, and

was used to develop a successful empirical theory of cholera

deaths, in that it suggested a solution to end the fatal

occurrences, without an underlying causal model having

been developed. To be fair, as has been pointed out in the

reference, it might have been possible to have had this

pattern emerge without graphical visualization, but ‘graphi-

cal analysis testifies about the data more efficiently than

calculation’.

A more recent application of the same approach to that of

Dr Snow has been the development and use of so-called

‘CrimeStats’ for crime mapping and deployment of police

resources. Fig. 2, taken from a Philadelphia example, shows

the types and numbers of crimes versus the city geography



Fig. 1. Emergent pattern examples of London cholera.

Fig. 2. Philadelphia Police Department crime ‘hot spots’.
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which are plotted as ‘crime hot-spots’ for Homicides, etc.

during a period from 1997 through 1998. This approach to

the development of crime patterns and their use in the

deployment of police resources and, perhaps more

importantly in making the various commands accountable

for them, was reputed to have been pioneered by the now

Los Angeles Police Chief, William Bratton. When in New

York, Bratton employed a computer statistical program,

developed by Jack Maple in 1990 [3] aimed at identifying

problem areas, directing resources there and holding

supervisors accountable for reducing crime. In his 27-

month reign as police commissioner in New York City,

Bratton oversaw double-digit declines in crime; violent

felonies fell by a third and homicides were cut in half. There

is some dispute [3] as to whether the use of CrimeStats

(originally designated ‘COMSTAT’) was responsible in a

major way for the crime reduction or not, and this cannot be

definitively determined here, but what can be stated with

certainty is that CrimeStats is now in use by numerous

metropolitan and even local campus police departments in

the US.
3. Evoking patterns in reliability applications

Although the above cases serve as examples of pattern

visualizations, they fail as examples of complex systems. In

order to consider more complex systems, and at the same

time to see how data mapping is applied in reliability we

review some example of data mapping in reliability and risk

assessment. These examples are all multivariate, that is, the

data has more than one dimension. They show something of

the state of the art in data mapping for reliability

applications. We have left out more standard plotting

techniques as used to establish fitting of distributions, time

trends, etc.

3.1. Nuclear power plant maintenance data

We first consider an investigation conducted by the first

author in 1983. The investigation was intended to evoke

patterns from maintenance data collected from commercial

nuclear power generating stations. The maintenance data set

collected consisted of hand written hard copy maintenance

reports that were reviewed and segregated by the severity of

anomaly observed, and as to the cause. In the latter case,

rather than having established a pre-conceived set of cause

codes, the cause classes were established after the fact with

the data discrimination driving their development. In the

severity classification, the data were first separated into

categories of relevant and non-relevant based on whether

they were judged to be anomalous conditions or conditions

potentially indicative of the potential development of more

serious problems. The latter data were then separated into

three classes related to the severity of the local failure effect

on the maintained device. The most severe class, denoted
catastrophic, was reserved for the most serious problems

judged to have prohibited the device from continuing to

perform its function. A lesser class, denoted degraded,

indicated that at least minimally required functionality

remained, albeit at a diminished capacity or capability from

nominal. The final, and least severe class, was denoted

incipient, to indicate that while no diminishing of function

was observed, there was an indication that a condition had

existed such that had it not been addressed, it would have

led to a possible subsequent loss or diminishment of

function.

Once the data had been segregated (the causal

segregation is not addressed here for simplicity), the

question was whether it could be utilized to create a

chronological display that might be useful in evoking

patterns that could be in turn be useful in forecasting the

potential occurrence of future failure. Patterns that arrayed

maintenance reports in statistical and chronological

sequence were not new but what was new in this example,

as is shown in Fig. 3, was an attempt to account for the

relationship between the severity classes using the relative

height of impulse spikes set at the chronological occurrence

point. This graphical approach was taken to construct

images reminiscent of ‘signatures’ of elements in absorption

or emission frequency space, albeit in the time domain. It

was felt that the development and comparison of such

component failure signatures might prove useful in the

creation of preventative maintenance and repair policies. In

the figure, C, D, and I indicate the various severity classes,

respectively, and the relative height of the corresponding

spikes was arbitrarily set at unity, two-thirds, and one-third.

A far more sophisticated system based has been recently

developed by the Electric Power Research Institute (EPRI)

from the same type of analysis of maintenance work order

histories.

In that case, the data was analyzed over a far more

extensive time frame so that potential physical indicators of

the need for preventative maintenance on components of

import can be developed [4]. Such a physical observable and

measurable based system is similar to the Health Monitoring

Systems [2] developed over the years in the commercial

aviation industry to monitor the in-flight health of engine

and other systems in real time so as to allow for maintenance

activities to be scheduled upon landing. Similar systems

have been developed and are currently in place on offshore

oil platforms operating in the Norwegian sector of the North

Sea [6]. It is worth noting though that modern developments

of Health Monitoring Systems are based largely on

Bayesian methods, which rely on ‘hard-wiring’ the

interpretation of incoming operational data when making

deductions about the likelihood of the system state. In

contrast, the theme of this paper is the exploratory use of

failure data at a stage before the hypotheses have been

formulated, and thus certainly long before a statistical

model can be formalized to such an extent that a Bayesian

inference model can be constructed.



Fig. 3. Component performance signature.
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3.2. Examples from space launch vehicles

Thus far, an attempt has been made to demonstrate how

data streams of complex systems can sometimes be used to

evoke useful patterns by embedding them into backgrounds

even when the causal link is not, or not yet, known. Also,

examples have been given as to how even crude early

attempts at evoking these patterns in systems where

sufficient data is not available at the present may presage

the development, by adaptation, of rather sophisticated

forecasting systems that might eventually be causally

effective even if empirically based. Health monitoring

systems (HMS) are mature and sophisticated examples of

such developments now extant in the commercial air

carrier, and offshore oil industries, as well as the medical

industry. As noted above, however, to be effective, these

systems require large data sets and years of analysis and

adaptation to develop correlations between patterns of

observed latent failures and failure or fatality to be

effective in diagnostics, and years more to reduce false

positive rates to acceptable levels. Still, it is clear, that

useful patterns can eventually emerge that allow for

powerful empirically based indicators without the estab-

lishment of explicit causal connections.

The question is: can such patterns be observed or might

they be evoked in more scant data sets in a manner that is

both timely and useful to prevent catastrophic failures? In

particular, for the case of space launch systems, can in-flight

transmitted data and post-flight analysis data be used in this

manner?
Experience would suggest that this may well be possible.

Consider the case of the recent Columbia accident. The

recent investigation report [10] ascribes the cause of the

accident to the piece of insulating foam that had come

dislodged from the external tank on ascent and impacted on

the reinforced carbon–carbon (RCC) composite material

used to provide thermal protection to the leading edge of the

Columbia’s wing during descent. Concern about the shuttle

thermal protection system (TPS) was not new nor was the

impact of ‘stack’ generated debris. In fact, there had been

enough historical concern about the issue for NASA to have

sponsored a TPS risk assessment study that was published in

1990 [18]. It was true that the RCC had not been the focus of

this study, (in fact it had been excluded from the study

scope), whose focus was the thermal protection tiles on the

shuttle underbody. It was also true that the study indicated

the greatest risk to these tiles was due to tile loss due to de-

bonding. However, the study did consider the effect of both

stack generated and orbital debris as well as the impact of

micro-meteoroids (MMOD), and this risk was assessed to be

so great as to have represented 16% of the total launch-to-

landing risk in a more comprehensive study completed in

1995 [9]. Table 1 has been reproduced from the 1990 study

as has Fig. 4. As can be seen from the table and the figure,

both the number and size of debris ‘hits’ had been

considerable over the 33 flights considered in the study.

This history given in Table 1 is consistent with the bar

graphical pattern (with some minor errors and discrepan-

cies) shown in Fig. 5 [10]. Notice that in the latter figure,

taken from the Columbia Accident Investigation Board



Table 1

Summary of Orbiter flights and debris damage

Sequence Designation Orbiter Date Major debris hits O1 in. Total debris hits

1 1 Columbia 04/12/81 – –

2 2 Columbia 11/12/81 – –

3 3 Columbia 03/22/82 – –

4 4 Columbia 06/27/82 – –

5 5 Columbia 11/11/82 – –

6 6 Challenger 04/04/83 36 120

7 7 Challenger 06/18/83 48 253

8 8 Challenger 08/30/83 7 56

9 41 H Columbia 11/28/83 14 58

10 41 B Challenger 02/03/84 34 63

11 41 C Challenger 04/06/84 8 36

12 41 D Discovery 08/30/84 30 111

13 41 G Challenger 10/05/84 36 154

14 51 A Discovery 11/08/84 20 87

15 51 C Discovery 01/24/85 28 81

16 51 D Discovery 04/12/85 46 152

17 51 B Challenger 04/29/85 63 140

18 51 G Discovery 06/17/85 144 315

19 51 F Challenger 07/29/85 226 553

20 51 I Discovery 08/27/85 33 141

21 51 J Atlantis 10/03/85 17 111

22 61 A Challenger 10/30/85 34 183

23 61 B Atlantis 11/26/85 55 257

24 61 C Columbia 01/12/86 39 193

25 51 L Challenger 01/28/86 – –

26 26 R Discovery 09/29/88 55 411

27 27 R Columbia 12/02/88 250 707

28 29 R Discovery 03/11/89 23 132

29 30 R Atlantis 05/04/89 56 151

30 28 R Columbia 08/08/89 20 76

31 34 R Atlantis 10/18/89 18 53

32 33 R Discovery 11/22/89 21 118

33 32 R Columbia 01/09/90 15 120

J.R. Fragola, T. Bedford / Reliability Engineering and System Safety 90 (2005) 247–260252
(CAIB) report, the pattern of debris hits continued although

abated for some time after the 33rd flight until Columbia.

While the hits continued the frequency of large hits (O1 in.)

remained relatively consistent and small until STS-37. Also

notice that the pattern of hits changed dramatically at that

point. Whereas in the 33 flights covered in the 1990 study,

the hits were predominantly on the right side near forward

edge (as shown in Fig. 6 and is repeated in Fig. 5), the

pattern changes dramatically to one distributed more

equally on both sides at Mission 87.

It would be speculative to claim that noticing this

increase in frequency of large hits when combined with this

pattern change would have alerted the shuttle program to a

potentially serious problem in a known risk sensitive area.

However, certainly if these patterns had been kept current

with updates of the 1990 risk study it might have helped

considerably to increase management focus on the risk of

the ascent impact and its catastrophic potential. As it was

these patterns were not kept current and the risk study,

‘.gathered dust’ [13].

Another earlier example is the first shuttle accident. In

the case of the Challenger accident, where the failure

initiator was established after the fact with a high degree of
certainty as the blow-by of the O-ring seal in one of the field

assembled joints on the Solid Rockets. Fig. 7 [19] shows the

pattern of flights with thermally distressed O-rings prior to

Challenger. The figure exhibits no apparent pattern, but

when the data set is embedded into the success data set as

shown in the subsequent Fig. 8, the pattern is clear if

empirical. Flights with no incidents predominated when the

joint temperature exceeded 658 F.

Another example might be that of the Saturn family of

US launchers, where there were no catastrophic failures in

the 20 missions. However, in this case, catastrophic

implied no mission where the Saturn resulted in a fatality.

In point of fact the Saturn V, the US moon launcher in the

Saturn family, did experience a mission failure that would

have prevented a lunar mission had one been attempted

[15] although a crew would have had opportunities to

abort (the mission was unmanned). Further investigation

of the post-flight records indicate that there were observed

degraded and incipient conditions on other flights as well.

One study, using a severity classification scheme

described above [20], categorized these events and a

recent paper [8] used this classification to rank these

anomalous conditions according to a logarithmic ranking



Fig. 4. Accumulated major debris hits (lower surface for flights STS-6

through STS-32R). Source of data: J. McClymonds, Rockwell

International.
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scheme, (consistent with the power law behavior of

increasingly severe events), to forecast the longer term

expected reliability of the Saturn family. The results of

this analysis displayed in Fig. 9 are shown to have

compared favorably with an estimate made by the NASA
Fig. 5. Space shuttle dam
Marshall Space Flight Center in 1969 just prior to the first

manned lunar mission [15].
3.3. Relation to precursor studies

The above applications indicate the value of embedding

the data stream into a background or context that would

allow the regularities in the data set to emerge. Examples of

suggested purely empirically based contexts have been

provided and have been shown to be of some use. However,

what has also been shown is how the approach can be even

more powerful if the context can be developed from

intuitive or otherwise established pre-conceived hypotheses

between the observed data and subsequent pending failure.

One way to establish this hypothesis set a priori is to use the

sequences of a previously performed probabilistic risk

assessment (PRA) of the complex system undergoing

investigation. An example of such a system, designated

the accident sequence precursor or ASP, was developed

early on for the nuclear industry some years ago [14]. A

plant specific version of such a system would be the

component importance ranking routine of the EPRI system

referred to earlier. In the former case, significant event

information is embedded into high level, previously

established, generic type-based event sequences, (modeled

as Event Trees), and in the latter case, the plant specific PRA

cut sets are used to establish the component importances. In

both of these instances, the pre-established risk based

context is used to ‘measure’ in a probabilistic sense the

‘distance’ between the system and the individual events

represented. In this way, the analyst and decision maker can

use the probabilistic models as a basis of system ‘triage’ and

thereby focus scant resources on the problems of greatest

concern. A similar system was proposed subsequent to the

Challenger accident in 1995 [5,7], and has been suggested
age per mission.



Fig. 6. Partition of the orbiters surface into three types of debris zones

(index: h).
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once again for the shuttle in light of the Columbia accident

[19] and in a broader context as part of an initiative on

precursor studies of the National Academy of Engineering

of the US National Academy of Sciences [17].
4. Towards a method for reliability focused exploratory

engineering data analysis

In complex systems, and in particular complex aerospace

systems such as the space shuttle and its complex

components such as the space shuttle main engines

(SSMEs), failures are a result of a combination of random

events and regular events for which the causes are unknown
Fig. 7. Plot of flights with incidents of O-ring th
and in some cases perhaps unknowable. Recent studies by

NASA [16] and recent events seem to indicate that the

failures in these complex systems are more related to a

misunderstanding of the interactions of the components of a

system with its internal operational or externally imposed

environment rather than on inherent weaknesses in the

components. Further, as individual components become

more reliable, it appears likely that the greater preponder-

ance of failures will be related to interactive effects rather

than to the ‘internal’ failures of components in isolation. If

this is true, as the analysis and recent events cited (the

Columbia tragedy for example [10]), would suggest, then

traditional component-focused reliability analyses and

reliability physics models will become less useful in the

future. In addition, the risk modeling and data analysis

usually associated with traditional Probabilistic Risk

Assessments do not probe deeply enough into the

underlying phenomena which are available only in a subtle

way in the associated operational data sets.

Because of this, the data may be treated as precursors or

near misses only when the events come dangerously close

to, or result in, actual failure. What are needed are

visualizations of the potential underlying sequences which

reflect different generalized ‘hypotheses’ to be ‘tested’

continually by embedding the operational data stream as it

develops to measure the distance to failure of ongoing

observational events. Existing PRAs of the systems or

modifications thereof have proven to be useful in this regard

in the nuclear industry and so might prove useful in space

systems as well. Failing the availability of comprehensive

PRAs, or as a complement to them, heuristics based on

subject matter expert opinion might also serve. In the

remaining part of the paper we propose to use heuristics, or

perspectives, developed from CCF classifications.
4.1. CCF classifications

We start off from the observation that common cause

failure events constitute a class of events for which
ermal distress as function of temperature.



Fig. 8. Plot of flights with and without incidents of O-ring thermal distress.
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precise causal explanations are not always present. The

lack of such precise causal explanations has not

prevented the recognition that CCF’s are a major

problem in the reliability of heavily defended systems,

and has not prevented extensive analysis and classifi-

cation effort being devoted to them. The classification,

using the notions of coupling factors and root causes, is

one that has a wider applications since the sorts of failure

patterns that we are concerned about are those which—

outside the scope of the usual analyses—arising from

unexpected interactions between different components.
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Such interactions are the subject of common cause

failure analysis. CCF’s are recognized as important

contributors to system failures even where specific causal

mechanisms are not necessarily understood. While

quantitative CCF tools tend to take a ‘black box’

approach, the general classes of mechanisms by which

CCF’s occur are generally agreed. The international

common cause data exchange (ICDE) project for

example uses classifications into root causes and coupling

factors. Root causes are the underlying reasons for

component failure. Coupling factors are the reasons why
t Number

0 11 12 13 14 15 16 17 18 19 20

: log weighting with uncertainty.
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the root causes may attack several components

simultaneously.

Apart from internal hardware failure, examples of root

causes include:

† Human—for example errors in operation, equipment

testing and maintenance, or errors in design and

manufacturing.

† Environmental—external events to the equipment that

change the environment in which the equipment is operating

Coupling factors are classed into:

† Functional Couplings

B Connected equipment—for example shared equip-

ment and common input.

B Non-connected equipment—for example environ-

mental conductors, such as heating, ventilation,

and air conditioning systems.

† Spatial Couplings

B Spatial proximity—equipment situated within the

same room or the same environmental barrier.

B Linked equipment—equipment in different

locations that are affected by some extreme

environmental condition.

† Human Couplings

B The impact of human activities in for example

management, operating procedures, emergency

procedures, maintenance, testing and inspection

procedures.

This suggests that we should be mapping out equipment

in a complex system using metrics that are related to these

factors, rather than purely based on physical location. For

example, from the perspective of human impact, those

components which are maintained by a certain maintenance

crew may be considered closer to each other than those

maintained by a different crew or those components which

are not regularly maintained.

Based on the insights from CCF studies we suggest a

number of different perspectives by which reliability

focused mapping might be carried out. These are not

alternatives—rather it would be insightful to use these

perspectives simultaneously to seek out new and unex-

pected events. Here, we give a list of the different

perspectives that may be adopted and discuss the ways in

which meaningful metrics can be defined.

† Functional

B Common equipment and inputs—components

along functional or informational lines are at

distance 1 from each other. For example if the

functionality is represented by a network then the

metric of ‘distance along the network’ should be

adopted, where the distance between neighboring

components is 1.
B Environment—will be dealt with below

† Spatial

B Spatial proximity—pieces of equipment in the

same room or physically disjoint element of the

construction are at distance 1 from each other.

Equipment in different rooms can be at high

distance from each other (theoretically infinite, for

the implementation a large number).

B Linked equipment/environmental—a number of

different perspectives are possible here. These are

based on the same idea, namely that transmission of

some environmental property (such as pressure or

temperature) is not spatially uniform, but is still

(roughly) predictable when the pathways are

known.

In these cases distance between two components is

defined along shortest pathways along which the

property is transmitted. So for example if two

components are fixed to a rigid steel chassis then

the temperature perspective and vibration perspec-

tive distance is the distance along the chassis. If the

chassis contains a vibration damper part way along

then components on different sections would be at

different distances in the vibration perspective.

† Human

B Again, different perspectives are possible, for

example based on maintenance crews in which

components would be close if they were

maintained by the same crew.

As well as the basic sets of perspectives defined above

it is also possible filter the perspectives (for example by

only taking components with certain features—for

example in the maintenance perspective it would be

sensible to consider particular component types) and it is

possible to create combinations of perspectives by

defining new distance functions from two or more existing

distance functions. This will be discussed below.

Distances can be defined either from objective measures

such as physical distance, physical distance along a sub

frame, etc. or be based on subjectively defined distance

obtained from expert judgment. Expert judgment defined

distances will be discussed further below.

We now consider how we can visualize the different

perspectives that have been defined above.
4.2. Multidimensional scaling

Multidimensional scaling (MDS) is a whole class of

methods for the visualization of high-dimensional data (a

good overview of MDS with many applications and

examples is given in [1]). Visualization involves the

transformation of the high-dimensional geometry into a

low-dimensional picture (two or at most three dimensions).

The objective of MDS is to perform this transformation in
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such a way that distances between objects are preserved as

much as possible. Suppose that there are N objects and that

the distance between object i and object j is denoted xij. We

denote the distance between the transformed objects in the

visualization to be dij. The basic idea behind MDS is to find

a transformation such that the stress functionX
i;j

ðxij KdijÞ
2

is minimized. When we project from higher to lower

dimensions there is no reason why one should be able to

minimize the stress to zero. A guide that is sometimes used

as an indicator of the appropriate dimensionality of the data

is a so-called Scree plot (so-called by analogy with the use

of the Scree plot in principle component analysis). Here, the

stress is plotted as a function of the embedding dimension

and will always decrease as the embedding dimension

increases—an obvious ‘settling down’ of the stress function

is supposed to be indicative of an appropriate embedding

dimension. In our case the Scree plot is not useful as our

objective is to embed in two dimensions to give a graphic

that we can use for exploratory data analysis.

Given the basic idea of MDS, a number of obvious

generalizations come to mind:

† Instead of using physical distances between objects we

can use any other measure of dissimilarity—in particular

we might use a subjectively defined measure of

dissimilarity. MDS has been used in this way in

psychology studies of human perception.

† Changes can be made to the stress function—for

example a reweighting so that larger distances xij do

not make a large contribution to the stress function, and

thus that smaller distances are preserved more

accurately.

For the generation of perspectives it therefore seems that

MDS can be applied effectively using the different distance

measures we have defined. Furthermore, since it is going to

be an important property that components close to each

other in the defined distance are also close in the

visualization, it may be important to rescale the stress

function to down-weight the impact of larger distances.
4.2.1. Non-uniqueness of MDS visualizations

The maps produced by MDS are not unique. They

depend on the choice of stress function, the class of

allowable transformations, and the local minimum found for

the stress function (this is often multi-modal, so global

methods such as simulated annealing and genetic algorithms

are becoming popular). Furthermore since rotations of the

visualization preserve distance, any rotation will give a

solution with the same value for the stress function.

Since the dimension in which we make the visualization

is generally lower than the natural dimension in which the

objects are embedded, it is usually not possible to reduce the
stress function to zero. Hence each visualization is an

imperfect representation of the relations between the

objects. For this reason it may be useful to maintain

multiple copies of each representation.

4.2.2. Time series plotted on the visualizations

The main purpose proposed for these visualizations is to

see how component failures or degraded failures occur

through time. Because the visualizations bring together

components that are close according to some recognized

perspective, time series plots or sequences of images

showing the time dependence of failures within the given

perspective will show clusters of events occurring in the plot

when that perspective is linked into the transmission of the

failure phenomenon. Note that no causality is assumed in

building the visualizations—rather we are utilizing possible

symptoms that could be displayed by components exposed

to some systematic hazard.

4.2.3. Combining perspectives

It is possible to make combination plots by defining new

distance matrices based on existing ones. The mathematical

properties of a distance function are:

1. d(x,y)R0,

2. d(x,y)Z0 if and only if xZy,

3. d(x,y)Zd(y,x),

4. d(x,y)%d(x,z)Cd(z,y).

It is easy to show that if we take two distance functions

then the maximum of these two functions is also a distance

function. This means that two components are close if they

are close in both of the perspectives (essentially an AND

function). Unfortunately the minimum is not a distance

function. However, the weighted average is a distance

function. As the underlying distances used in the different

perspectives are not defined on an absolute scale it is

sensible to use the weighted average to combine different

perspectives and to use the weight as a tuning parameter.

4.2.4. Using expert input

As stated above, the distances used can be subjective

distances—indeed this has been one of the applications of

MDS in psychology. For engineering applications it is

common to use expert input in many areas of analysis. The

MDS method gives us the possibility of using different

experts to submit distances and running an elicitation

procedure. First, the distances assigned by different experts

can be compared (since the absolute scale of distances is not

well defined, it is worth normalizing the mean distance

between objects to 1 so that all experts are using a

comparable scale). Differences in expert assessment can

be identified and used to explore whether the experts share

the same understanding of the situation. Different expert

distances can then be averaged using the weighting scheme

discussed above to give a consensus expert view.
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4.3. Example

To illustrate how these methods might work we consider

a simple example. This example has been motivated by

plots produced for the Columbia Shuttle in which time

sequences were shown by which different sensors failed

(presumably due to high temperature). In order to increase

the potential for recognizing significance in such plots we

are proposing altering the plotting metric so that it does not

use a projection of actual physical distance, but instead

various other sorts of distance each of which has a

significant engineering meaning.

In our example there are 12 different components,

numbered 1,.,12. The components are arranged in two

layers of six that are in different physical spaces, that is,

Components 1,.,6 are in one space, and 7,.,12 are in

another. The six components within each space are in a 3 by

2 arrangement. A different maintenance crew is used in each

space. Components 5, 6 and 11, 12 require more complex

maintenance procedures than the others. There are three

rigid frames on which groups of four components are fitted.

This means that Components 1–4 are rigged to the same

frame, as are Components 5–8 and Components 9–12 (see

Fig. 10).

We consider three different perspectives on this system,

for illustrative purposes. These are location, maintenance

and vibration.

† Location. The location distance is taken to be the actual

physical distance for components in the same space, and

a much larger number for components in different

spaces.

† Maintenance. All components maintained by the same

crew are at the same distance from each other, except for

those which are more complex.

† Vibration. Those components on the same frame are

closer to each other than to those on different frames.

The distances used in this example are shown in Table 2.

In order to generate a two-dimensional MDS plot we have

used the Excel solver to minimize the stress (sum of squared

errors between distances and plotted distances), with the

plotting coordinates of the components as the optimization

variables.
1 3 5 

2 4 6

7 9 11 

8 10 12

Fig. 10. Arrangement of components in two spaces and on three frames.
The plots obtained from applying the Excel solver are

shown in Fig. 11. The positions of the components on the

plots reflect the relative distances between the components

from each perspective.

Having generated these graphs they can be used to plot

time series of component failures in order to be able to

identify possible clusters of component failures. Since the

different perspectives discussed above represent established

different ways in which common failures are known to

occur, we can realistically hope that many different sorts of

common failure effects would show up as clusters on the

MDS plots.

4.3.1. Discussion and future research directions

The hybrid method proposed here enables us to look at

the data from a number of different engineering-based

perspectives. These are not necessarily disjoint perspec-

tives, and the fact that there may be some overlap is

important for us when using this type of exploratory data in

decision making. The reason is that some patterns will

always occur by pure chance (this is one of the problems

encountered in public health studies, particular of cancer

clusters). By taking several different, overlapping engin-

eering perspectives on the same data we can reduce the

likelihood that we are observing purely random clusters of

failure events. Furthermore the perspectives that show

clustering will give some hints about causal connection,

even if these are only at a broad brush level.

It is possible that in the future the methods discussed here

might be automatized. In this case the distance matrices, or

alternatively, higher dimensional scalings of the data might

be used to identify the existence of potential clusters in the

failure/degraded failure time series. This seems like an

interesting topic of future research.

Another interesting topic is the use of expert opinion to

derive distance matrices that reflect different perspectives

on grouping the components. We believe that this is a fairly

open area of research.
5. Summary and conclusions

As systems become more complex and component

manufacture becomes less variable, failure occurrences

are likely to appear more often as a result of unknown

correlations of component operation with its internal and

external environment. Additionally, individual independent

failures are better understood and addressed by design

robustness so that even when they do occur they are less

likely to be the cause of complex system failure. More

global problems that emerge from the interaction of the

design as a whole within itself, within its own environment

and with the external environment appear to be beginning to

dominate risk.

To obviate complex system design failure requires that

subtle patterns extant in operational and test data stream



Table 2

Distance matrices for the three perspectives

Location distances

1 2 3 4 5 6 7 8 9 10 11 12

1 1 1 1.5 2 2.3 20 20 20 20 20 20

2 1.5 1 2.3 2 20 20 20 20 20 20

3 1 1 1.5 20 20 20 20 20 20

4 1.5 1 20 20 20 20 20 20

5 1 20 20 20 20 20 20

6 20 20 20 20 20 20

7 1 1 1.5 2 2.3

8 1.5 1 2.3 2

9 1 1 1.5

10 1.5 1

11 1

12

Maintenance distances

1 2 3 4 5 6 7 8 9 10 11 12

1 8 1 8 1 8 1 8 5 12 5 12

2 8 1 8 1 8 1 12 5 12 5

3 8 1 8 1 8 5 12 5 12

4 8 1 8 1 12 5 12 5

5 8 1 8 5 12 5 12

6 8 1 12 5 12 5

7 8 5 12 5 12

8 12 5 12 5

9 8 5 8

10 8 5

11 5

12

Vibration distances

1 2 3 4 5 6 7 8 9 10 11 12

1 1 10 10 10 10 1 2 10 10 10 10

2 10 10 10 10 2 1 10 10 10 10

3 1 10 10 10 10 1 2 10 10

4 10 10 10 10 2 10 10 10

5 1 10 10 10 10 1 2

6 10 10 10 10 2 1

7 1 10 10 10 10

8 10 10 10 10

9 1 10 10

10 10 10

11 1

12
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emerge early, but system complexity makes it unlikely that

that the emergence can await the development of physical or

statistical models of the causal relationship between subtle

signals and system failures. Actively seeking out the

temporal, physical, engineering or geometrical perspectives

through which failures become correlated may allow us to

quickly unveil emerging patterns early at the precursor stage

prior to design failure.

The approach taken in this paper is to develop a

hybrid of common cause failure classes and multi-

dimensional scaling methods. The distance of one

component to another depends on the CCF perspective
being taken—and components in the system cluster

differently depending on that perspective. This approach

could provide a method for avoiding system failures

resulting from the emergent effects of unknown

unknowns resident in the design. In turn this can provide

a way to focus scant resources, even in complex systems

with relatively scant data streams, and allow for risk

based corrective action decisions to be made without

awaiting the emergence of a causal understanding or

until a serious individual system incident or failure might

occur. This could be particularly important in systems

where even a single system failure event is unacceptable.
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Fig. 11. MDS plots from three perspectives.
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Abstract

We describe the investigation of two old bridges over inland waterways in Germany under a possible ship impact. Both the numbers of ship

impacts against bridges in Germany and the structural description of the bridges have been studied. The investigation is based on

probabilistic calculations to take into consideration the uncertainty of a possible impact and the uncertainty of material parameters of the

historical bridges. The results for the original bridges and additional strengthening measures are presented in terms of probability of failure

and also in terms of risk.
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1. Introduction

Bridges are technical products. But compared to other

technical products, they feature some special properties.

Bridges, for example, can change the view of a landscape.

They also have an exceptionally long useful lifetime.

Usually the lifetime of this technical product exceeds

human lifetime. Examples of bridges exist with lifetimes of

more than 2000 years.

One can well imagine that, even over the past two

centuries, the load conditions might have changed con-

siderably due to developments in other technical areas. For

example, the invention and development of the motor car

which only came into existence 100 years ago. Today

ordinary vehicles with an overall mass of 44 tons can use

roads without special permission in Germany. Vehicles with

a mass up to 70 (tons) can use roads with permission [1] and

requests for permission have grown exponentially in the last

few decades in Germany [2]. A similar development can be

seen in the railway system [3].

Many historical bridges were built between the middle of

the 19th century and the beginning of the 20th century. At

that time the Industrial Revolution occurred in Germany and

many other European countries. Germany experienced
0951-8320/$ - see front matter q 2004 Elsevier Ltd. All rights reserved.
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a remarkable increase in infrastructure investment during

the Industrial Revolution. For example the length of the

railway system in Germany grew from roughly 600 km in

the year 1840 to approximately 62,000 km in the year 1910

[4]. This led to a noticeable rise in the number of bridges.

These historical bridges, predominantly built from stone and

steel are, in many cases, still in use today. For example, in

the area of the Zwickau Department of Highways and

Bridges (Saxony, Germany) one third of all road bridges are

concrete or natural stone arch bridges built at that time [5].

Natural stone arch bridges are particularly able to bear

increasing vertical live loads due to their simple, but

effective static arch system and very high grade of the

natural stone. These bridges also show a very large

resistance to horizontal loads because of their large dead

weight. In addition to the previously mentioned changes in

vertical loads, a new danger has appeared for old bridges

over inland waterways in the last century. This danger is due

to the dramatic increase in dead weight loads and the

increasing speed of inland ships, as a ship impact would

result in bridge failure. In Germany, the mean value of the

mass of inland waterway motor ships has doubled in the last

30 years [6]. Today these vessels can reach a length of up to

200 m, a breadth of up to 12 m and a weight of several

thousand tons. It should also be mentioned that the pier

width of the bridges mentioned is between 3 and 6 m and the

pier can be up to 12 m long. These numbers alone illustrate

the possibility of a bridge failure caused by ship impact.
Reliability Engineering and System Safety 90 (2005) 261–270
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2. Problem

Although the collision of a ship into a bridge sounds very

unlikely, figures show that this type of accident occurs fairly

regularly. Scheer lists bridge failures caused by ship impacts

since 1837 [7]. Fig. 1a–f show several bridges after

collisions. More examples can be found in [6]. Table 1

lists probabilities of ship impact on bridges for several

European waterways. Larsen gives a list of serious ship

accidents including bridge failure due to ship impact [8].

The fact that bridge failure due to a ship impact can lead to
Fig. 1. (a) Regensburg, Germany, 1837 [7]. (b) Marienbridge, Dresden, Germany, 1

1977 [8]. (e) Bridge 1, Germany, 1999. (f) Bridge 2, Germany, 2000.
serious consequences is illustrated by the listing of accidents

that claimed lives in Table 2 [14].

All these data show a peak of the number of impacts at

the end of the 1970s and the beginning of the 1980s. After

this period the number of impacts dropped. Unfortunately,

since the beginning of the 1990s, the number of ship

impacts on bridges has risen again, especially in some

areas in Germany. The number of accidents, both for

Germany in general ([10,12]) and also for the Würzburg

Department of Highways and Bridges, are shown in

Fig. 2.
906. (c) Maraçaibo bridge, Venezuela, 1964 [8]. (d) Hopewell bridge, USA,



Table 1

Impact frequencies on German and European rivers and channels

River Impact per

year per

bridge

Impact per

ship passage

Reference

Donau (Vilshofen,

Germany)

0.1580 [11]

Drogden Channel (DK/S) 1.7561 59.0!10K6 [9]

Elbe (Dresden, Germany) 0.0380 [6]

General, Germany 0.0210 [12]

General, Germany 0.0095 0.5!10K6 [13]

Main (Germany) 0.0088 0.7!10K6 [9]

Main (Germany) 0.0160 61.0!10K6 [6]

Main (Lohr, Germany) 0.0351 21.0!10K6 [10]

Mosel (Germany) 0.0370 0.7!10K6 [9]

Seine (France) 0.0313 [9]

Seine (France) 0.0556 15.7!10K6 [9]

Thames (UK) 0.2300 10.7!10K6 [9]

Table 2

Bridge failures due to ship collisions with fatalities (mainly acc. to [14])

Bridge name Year Fatalities

Severn River Railway Bridge, UK 1960 5

Lake Ponchartain, USA 1964 6

Sidney Lanier Bridge, USA 1972 10

Lake Ponchartain Bridge, USA 1974 3

Tasman Bridge, Australia 1975 15

Pass Manchac Bridge, USA 1976 1

Tjorn Bridge, Sweden 1980 8

Sunshine Skyway Bridge, USA 1980 35

Lorraine Pipeline Bridge, France 1982 7

Sentosa Aerial Tramway, China 1983 7

Volga River Railroad Bridge, Russia 1983 176

Claiborn Avenue Bridge, USA 1993 1

CSX/Amtrak Railroad Bridge, USA 1993 47

Port Isabel, USA 2001 8

Webber-Falls, USA 2002 12

Fig. 2. Numbers of ship accidents and ship collisions in
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Practically all available data indicates an increase in

accidents at the beginning of the 1990s. The increase started

in about 1992, with the maximum value occurring between

1992 and 1995, after which the numbers began to decrease.

However, since 1997, an increase has been recorded again,

with the collision rate in the Würzburg Department of

Highways and Bridges reaching a dramatic value. Unfortu-

nately, no data for the rest of the German inland shipping

network has been available since 2000. Assuming that the

Main River does not have an over-proportionately high

accident rate [12], one must conclude that the total collision

rate in Germany has also increased. This worrying

development was the reason why the Würzburg Department

of Highways and Bridges required a numerical estimation of

the safety of historical bridges, paying specific attention to

ship collisions.

Safety is an essential requirement made on every

technical product. The state underlines this requirement

through many legal regulations (German Civil Code § 823,

Product liability law § 1 or the Constitution). The

construction industry must comply with these regulations.

In civil engineering, safety is defined as the qualitative

capacity of structures to resist loads (DIN 1055-100 [15]). A

building can obviously not withstand all theoretically

possible loads, but it is necessary that it resists the majority

of loads to a satisfactory degree. The basis of this decision

can only be quantitative. The reliability of a building is one

such quantitative measure for the capacity of a structure to

resist loads. Reliability is interpreted in the current building

regulations as probability of failure. In addition, the concept

of risk is introduced as a safety measure for accidental loads,

for example impacts (Eurocode 1 [16], DIN 1055-9 [17]).

This safety measure is also based on the description of

reliability through probability and additionally through

considering the consequence of structural failure. Therefore,
Germany according to Stede [12] and Kunz [10].



Fig. 3. View of bridge 1, 2000.
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it becomes possible to classify the danger potential of

buildings and also bridges and compare them with other

risks (DIN 1055-9, par. 5.1 (2) [17]). This estimation of the

safety of historical bridges under ship impact has been

carried out in terms of the operational probability of failure

and using risk parameters in accordance with the current

regulations. Within the framework of a pilot project, this

value has been determined for two historical bridges over

the river Main.
3. Investigated bridges

The first bridge in this investigation is situated near

Würzburg in the south of Germany. The bridge is a six-arch

bridge with a span of approximately 25 m. It was

constructed between 1872 and 1875 and it is made of

regular coarse ashlar stone work. The stone is red Main-

sandstone, a high-quality colored sandstone with a uniaxial

compression strength up to 140 MPa. Towards the end of

World War II, one pier was blasted. This pier was rebuilt in

1945 and 1946 using concrete. During the reconstruction
Fig. 4. View of bri
so-called explosion chambers were built into the insides of

the piers. Fig. 3 shows a view of the site today. A detailed

description of the bridge can be found in [6]. The bridge

was chosen to represent typical historical German arch

bridges over inland waterways. Several other arch bridges,

such as the Mainbridge Marktheidenfeldt (1846), the

Albertbridge in Dresden (1875), the Marienbridge in

Dresden (1846), the Augustusbridge in Dresden (1910) or

the old arch bridge in Pirna (1875) are comparable to a

certain extent.

The second bridge consists of a steel frame super-

structure with natural stone piers. Because of the different

statical system, a four-field beam with a span of approxi-

mately 39 m, and the material used for the superstructure,

the bridge behaves differently under impact than bridge 1. In

contrast to the excellent natural stone used for bridge 1, the

material in bridge 2 has much less strength. Bridge 2 was

built in 1893 and parts of it were destroyed during the World

War II. Fig. 4 shows a view of the site today. A detailed

description of the bridge can be found in [6]. This bridge

was chosen to represent typical historical German bridges

with steel superstructures over inland waterways. Both
dge 2, 2002.



Fig. 5. Drilling cores from bridge 1, 1999.
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bridges have been hit by ships in recent years which makes

them especially suitable for this study. Bridge 2 was in

danger in 2000 when a ship ran into one of its piers. The

damages from this impact, both on the bridge and on the

ship have been used to control the calculations. This impact

has been successfully numerically reconstructed during the

investigations of bridge 2.
4. Investigation

The investigation for both bridges was split into three

steps. Firstly, sections of the structure which experienced the

most stress during an impact were detected by simple

numerical calculations and then selected for drillings. Since

bridge 1 consists of different materials due to the partial

replacement of blasted piers at the end of the World War II,
Table 3

Statistical properties input variables (statical properties) [6]

Bridge Parameter Distribution

1 Sandstone compressive strength Lognormal

Concrete compressive strength Lognormal

Sandstone splitting strength Lognormal

Concrete tensile stress Lognormal

Young’s modulus sandstone Lognormal

Young’s modulus concrete Lognormal

Density sandstone Normal

Density concrete Normal

Mortar compressive strength Lognormal

Ship impact force (frontal) Lognormal

Ship impact force (lateral) Lognormal

Sandstone height Normal

Sandstone width Lognormal

Mortar joint height Lognormal

Impact height Normal

2 Natural stone compressive strength Normal

Natural stone splitting strength Normal (Lognorma

Mortar compressive strength Normal

Ship impact force (frontal) Lognormal

Ship impact force (protection) Lognormal

Ship impact force (lateral) Lognormal

Impact height Normal

Normal load Normal

a xm, empirical mean.
b s, empirical standard deviation.
the transfer of results from one structural element to the same

element in another position was not possible. Additionally,

bridge 1 has an unusual foundation. With due regard to these

specific factors, 26 borings with a length up to 15 m were

planned and drilled on the bridge. The drillings had an overall

length of 150 m: 90 m in masonry and 60 m in concrete.

Fig. 5 shows drilling cores from bridge 1.

The drilling produced a comparatively large amount of

bridge material which was used for material testing. More

then 500 material tests including compressive and tensile

strength of the sandstone, the mortar and the concrete,

Young’s Modulus tests, the height and width measurement

of the sandstone, measurement of the density and measure-

ment of the shear strength of the masonry were carried out.

With the test data it was possible to describe the material

input parameters in terms of random distributions. The

choice of the distribution type has been discussed

intensively. Several different goodness of fit tests have

been used to determine the type of the statistical distribution

(connection between c.o.v. and type of distribution,

connection between skewness and kurtosis and type of

distribution, minimum sum square error based on histo-

grams, c2 test and nu2 test, respectively, Kolmogoroff-

Smirnoff test, Shapiro-Wilk test or Shapiro-Francia test,

respectively, probability plots, quantile-correlations-values

and rotograms for the normal distribution). In addition, the

strength of the concrete compressive strength samples have

been multimodal. Therefore, this distribution has been

decomposed into original distributions. This statistical

effect could also be identified visually on the testing
xm
a sb Unit

75.40 21.30 MPa

47.90 22.28 MPa

4.72 1.30 MPa

1.15 0.69 MPa

28,534 7079.6 MPa

22,552 8682.1 MPa

2.27 0.15 kg/dm3

2.26 0.10 kg/dm3

11.00 7.25 MPa

2.04 1.5 MN

0.61 0.385 MN

0.7 0.13 m

0.8 0.08 m

0.037 0.048 m

3.0 0.5 m

21.2 2.4 MPa

l) 0.38 0.094 MPa

15.5 3.58 MPa

2.04 1.5 MN

0.046 0.8368 MN

0.61 0.385 MN

3.0 0.5 M

0.242 0.0242 MPa



Fig. 6. Explosion drawing of bridge 1.

Fig. 7. (a) FE-Model of bridge 1 (areas and volumes not meshed). (b) Principal compression stress in longitudinal section of frontal hit pier.
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specimen and historically with documents from the

reconstruction after the war.

This first step was also carried out for bridge 2. Far fewer

material tests were carried out than on bridge 1. The random

properties for both bridges are shown in Table 3 [6]. Also in

this table are random properties for the ship impact forces.

The ship impact forces have been calculated using Meier-

Dörnberg’s deterministic model [18]. The model from

Meier-Dörnberg has been especially developed for inland

waterway ships and has therefore been favorable to the

model of Woisin [19], which has been successfully applied
Table 4

Probability of failure and the safety index b for different structural strengthening

No

(I)

Bridge

(II)

Load (III) Element

(IV)

Version (V) P(VjA)!

10K6 per

impact (VI

1 2 Frontal

impact

Pier 2 Damage (crack)a 313,667.7

2 Pier 2 No damage

(no crack)b

154,256.0

3 Pier 2 Impact fender

system

1,540.5

4 Pier 2 Pier

increased!2.3 c

11,843.4

5 Pier 2 Tension

strength!2d

43,179.2

6 Dead- and

live load

Normal stressj 240.0

7 Lateral

impact

Pier 2 No damageb 328,986.4

8 Pier 2 Impact fender

system

84,539.3

9 1 Frontal

impact

Pier II Explosion

chamberf

80,760.0

10 Pier II No explosion

chambere

23,300.0

11 Pier II Prestressedg 340.0

12 Pier II Reinforced

concreteh

32.0

13 Pier II GEWI-elementsi 28.0

14 Dead- and

live load

Normal stressj 203.0

15 Frontal

impact

Pier III Explosion

chamberf

35,930.0

16 Pier III No explosion

chambere

28,720.0

17 Pier III Prestressedg 30.0

18 Arch 1,500.0

19 Lateral

impact

Pier III No explosion

chamberse

25,670.0

20 Pier III No explosion

chamberse

10,720.0

Note: for both bridges exist different probabilities of impact—column VIII and IX

bridge 1 has the same probabilities of impact as applied for bridge 2 in column V
a The pier has been found with a 3-m crack.
b Assumption of closing the crack.
c Size of the pier increased by factor 2.3.
d Hypothetical material with higher tensile strength.
e Closing of the explosion chamber.
f Explosion chamber have been found inside the piers.
g Prestressing of the pier with no-bond tendons (2!2 MN and 2!4 MN, respe
h Reinforced concrete replacement type piles (2!3 : 1.5 m) inside the pier a
i Use of threaded rods (GEWI) inside the piers (2!4) and closing explosion c
j Not considering an impact.
for maritime ships and is the basis for regulations in many

countries [6]. To introduce the impact force as random

variable, some input data for the evaluation of the impact

force was introduced as random variables. These included

the speed of the ship, the mass of the ship, the angle of the

ship when deflecting and the point of deflection of the path

of the ship. Based on the work of Kunz [10] the probability

of hitting the bridge as well as the statistical properties of the

ship impact force could be estimated.

In the second step, the mechanical behavior of the

bridges under ship impact has been modeled with a Finite
versions

)

b(VjA)

(VII)

P(VhA)!
10K6 per

year (VIII)

b(VhA)

(IX)

P(VhA)!
10K6 per

year (X)

b(VhA)

(XI)

0.4854 5,018.7 2.5745

1.0183 2,468.1 2.8111

2.9595 24.6 4.0605

2.2621 189.5 3.5541

1.7149 690.9 3.1985

3.4919 4.8 4.4259

0.4427 5,263.8 2.5580

1.3751 1,352.6 2.9994

1.4002 1,292.2 3.0132 596.0 3.2410

1.9904 372.8 3.3722 172.0 3.5799

3.3977 5.4 4.3958 2.5 4.5639

3.9976 0.5 5.0370 0.2 5.0370

4.0290 0.4 5.0370 0.2 5.0370

3.5363 4.1 4.4619 4.1 4.4619

1.8004 578.8 3.2511 265.2 3.4651

1.9004 459.5 3.3143 212.0 3.5249

4.0128 0.5 5.0493 0.2 5.0493

2.9681 24.0 4.0652 11.1 4.2421

1.9491 410.7 3.3454 54.9 3.8678

2.3006 171.5 3.5809 36.1 3.9688

for bridge 2 and column X and XI for bridge 1. To compare both bridges

III and IX. The probabilities are given as multiples of 10K6.

ctively).

nd closing the explosion chamber.

hamber.
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Element Program (ANSYS). The model of bridge 1 was

particularly complex due to the inhomogeneous structural

system. Fig. 6 shows a view inside the bridge. Fig. 7a

shows the FE-model using area and volumes (unmeshed)

and Fig. 7b shows the principal compression stress inside

a hit pier. The typical element size was about 1/2 m, but

smaller elements have been used in some regions. Cracks

observed on both bridges and caused by dead and live

loads could be approved with the models used.

To achieve such results, a realistic numerical model for

the description of the load bearing behavior of natural stone

masonry had to be incorporated into the FE-program. There

are several different techniques used to describe the load

bearing behavior of natural stone structures under normal and

shear forces. The authors have numerically investigated the

models from Mann, Hilsdorf, Berndt and Sabha for one layer

walls and models by Warnecke and Egermann for multilayer

walls [20]. The model from Berndt [21] was chosen after

intensive numerical investigations to describe the load

bearing behavior of the natural stone piers of the bridges.

This model is valid for normal forces and shear forces and

therefore, able to describe the load conditions under impact.

Also this model has been shown to attain acceptable results in

the comparison of the load bearing behavior with a wide

range of experimental data. In addition the implementation of

this model into the FE-program was convenient. Using this

model, the calculation of one deterministic dynamic impact

on bridge 1 on an IBM workstation with power II processor

took about 1 h. Of course, simple linear elastic static and

dynamic models for the bridges have also been used to check

the results of the sophisticated models.

To incorporate the random variables in the third step, a

probabilistic calculation was done using first order (FORM)

and second order reliability methods (SORM). After the

FORM [22] calculation was carried out, different SORM

methods were applied to improve the quality of the first. The

best-known and most widespread SORM method is

probably Breitung’s formula [22]. In addition to that the

methods of Köylüoglu and Nielsen [23] and Cia and

Elishakoff [24] were used. Also Importance sampling has

been used to affirm the results [22]. All the methods used

gave results which were comparable from an engineering

point of view.
Table 5

Comparison of properties of bridge 1 and 2

Bridge 1

Probability of failure per impact 0.023

Probability of failure under dead- and live load 2.030!10K4

Area of the pier m2 48

Dead load per pier in MN 37

Existing normal stress in MPa 0.84

Acceptable normal stress in MPa 25

Acceptable shear stress in MPa 0.8

Maximal dynamic impact force in MN 13.0

Quantile value of the impact force in % 99.99

a Numbers in brackets give the ratio between the two bridges.
The criteria for the probabilistic calculation included

results of the dynamic FE calculation. Therefore, the so-

called limit state function was not available in an

analytically closed form. One way to obtain results, with

the probabilistic calculation with a known limit state

function which is not analytically closed, is the application

of the response-surface-methodology, for example see

Rajashekhar and Ellingwood [25]. This procedure was

included into the FE-program ANSYS by the authors [26].

The FORM- and SORM-techniques mentioned were also

incorporated into the FE-program ANSYS using the

customising capabilities of the program. For that purpose,

the techniques had to be provided as FORTRAN sub-

routines and could then be compiled and linked into the

program. Based on both, the intensive investigated input

data and the complex mechanical model, the evaluation of

the safety of both bridges could be carried out.
5. Results

First the maximum possible impact forces have been

investigated. In the next evaluation step, the probabilistic

investigation was carried out. The results of the probabilistic

investigation are shown in Table 4. Several structural

solutions to increase the load-bearing capacity of the bridges

under ship impact were also investigated. The results are

shown as probability of failure either per impact P(VjA) or

per year P(VhA). The value per year also includes the

probability of the ship impact event. To show that the

models of the bridges are comparable, the probability of

failure under dead and live load conditions are also

evaluated. Lines 6 and 14 in Table 4 show approximately

the same value. Only these two lines refer to the failure of

the piers under normal stress, all other lines refer to shear

failure of the piers or the arch. To allow a better comparison

of both bridges, Table 5 summarizes the major properties of

each structure. Table 6 compares the results with other

probabilistic calculations of historical bridges based on

references or carried out by the authors. The authors are well

aware of the influence of different mechanical models or

different input data. The maximum permitted probability of

failure per year is roughly 1.3!10K6 (E DIN 1055-100).
Bridge 2

(1.0)a 0.15 (6.5)a

(1.0)a 2.400!10K4 (1.2)a

(1.9)a 25 (1.0)a

(7.4)a 5 (1.0)a

(3.2)a 0.26 (1.0)a

(2.5)a 10 (1.0)a

(2.7)a 0.3 (1.0)a

(2.9)a 4.5 (1.0)a

97.00



Table 6

Probabilities of failure for different historical bridges

Proof under dead- and live load Year Chosen value Range Value Reference

Muldenbridge Podelwitz (LSSa) 1888 591.50!10K6 0.21!10K6–1183.0!10K6 Per year [27]

Flöhabridge Olbernhau 0.04!10K6 Per year [28]

Syraltalbridge Plauen 1905 360.00!10K6 0.0018!10K6–730.90!10K6 Per year [28]

Bridge 1 (Masonry model acc. to Berndt) 1875 4.10!10K6 Per year [6]

Bridge 2 1893 4.80!10K6 Per year [6]

Marienbridge Dresden 1846 1279.00!10K6 2.11!10K6–2555.0!10K6 Per loading [29]

Bridge 1 (Masonry model acc. to Mann) 1875 33,430.00!10K6 48.12!10K6–66,810.0!10K6 Per loading [6]

Bridge 1 (Masonry model acc. to Berndt) 1875 248.00!10K6 159.20!10K6–337.0!10K6 Per loading [6]

Bridge 2 1893 203.00!10K6 Per loading [6]

Foreshore Railway Bridge Rendsburg 1913 343.00!10K6 Per loading

Concrete arch Bridge Schwarzenberg 1928 159.00!10K6 Per loading

a Limit state of serviceability.
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Due to unsatisfactory results (see Table 4), the description

of safety in terms of risk has been extended.

One way of demonstrating the safety of the bridges is

through the comparison of individual risks in terms of

mortality per year per person, for a certain activity or in a

certain situation. The authors have done this with about 125

different circumstances. For example, about one million

fatalities per year due to car accidents, about a few

thousand fatalities per year due to aircraft accidents and
Table 7

Investment to increase safety for different structural strengthening solutions using

No. Bridge Element Element As-it-is

1 2 Pier 2 Front impact Damage (c

2 Pier 2 Damage (c

3 Pier 2 Damage (c

4 Pier 2 Damage (c

5 Pier 2 Lateral No damag

6 1 Pier II Front impact Explosion

7 Pier II Explosion

8 Pier II Explosion

9 Pier II Explosion

10 Pier III Explosion

11 Pier III Explosion

12 2 Pier 2 Front impact Damage (c

13 Pier 2 Damage (c

14 Pier 2 Damage (c

15 Pier 2 Damage (c

16 Pier 2 Lateral No Damag

17 1 Pier II Front impact Explosion

18 Pier II Explosion

19 Pier II Explosion

20 Pier II Explosion

21 Pier III Explosion

22 Pier III Explosion

a The pier has been found with a 3-m crack.
b Assumption of closing the crack.
c Size of the pier increased by factor 2.3.
d Hypothetical material with higher tensile strength.
e Explosion chamber have been found inside the piers.
f Closing of the explosion chamber.
g Prestressing of the pier with no-bond tendons (2!2 MN and 2!4 MN, respe
h Reinforced concrete replacement type piles (2!3 : 1.5 m) inside the pier a
i Use of threaded rods (GEWI) inside the piers (2!4) and closing explosion c
j Not considering an impact.
about ten fatalities per year due to bridge failure caused

by ship impact are listed worldwide as average over the

last decade. However, this representation does not take

into consideration the severity of a single accident which

is an important issue for the public. For this reason, so-

called F–N (Frequency–Numbers Diagrams) or Farmer

diagrams were used for the representation of risks. In

these diagrams, the consequences of failure or an accident

were plotted against the frequency. The consequences
the life quality index

Strengthening V

rack)a No damage (no crack)b 10 52,885

rack)a Impact fender system 10 103,548

rack)a Pier increased!2.3c 10 100,130

rack)a Tension strength!2d 10 89,735

e (no crack)b Impact fender system 10 81,095

chambere No explosion chamberf 10 19,062

chambere Prestressedg 10 26,679

chambere Reinforced concreteh 10 26,782

chambere GEWI-elementsi 10 20,986

chambere No explosion chamberf 10 2392

chambere Prestressedg 10 11,910

rack)a No damage 22 116,347

rack)a Impact fender system 22 227,806

rack)a Pier increased!2.3c 22 220,287

rack)a Tension strength!2d 22 197,416

e (no crack)b Impact fender system 22 178,410

chambere No explosion chamberf 22 41,937

chambere Prestressedg 22 58,695

chambere Reinforced concreteh 22 58,919

chambere GEWI-Elementsi 22 46,107

chambere No explosion chamberf 22 5262

chambere Prestressedg 22 26,202

ctively).

nd closing the explosion chamber.

hamber.
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were predominantly given in the number of fatalities. In

the diagrams, both bridges, but especially bridge 2, show

a safety level which is insufficient. Therefore, the bridges

need to be strengthened.

In conclusion, it is necessary to find the most effective

structural version of strengthening bridges to enable them to

bear loads due to ship impact. To find this structural version,

the so-called ‘life quality index’ [30] has been used. This

index considers the change of the probabilities of failure

from the original bridge to the strengthened bridge. It also

includes further data, such as mean life expectancy in

Germany, mean mortality rate, ratio of working to leisure

time and the per capita income. The results in terms of

admissible costs, for which an assumed fatality number of

either 10 people (based on history of road bridge failures

through ship impact [6]) or 22 people (based on history of

all bridge failures through ship impact [6]) caused by bridge

failure through ship impact is used, are shown in Table 7.

The application of GEWI-Elements (threaded rods) and the

closing of the explosion chambers has turned out to be the

most effective and realistic structural solution for bridge 1

whilst the application of a fender system is more appropriate

for bridge 2. Both systems have now be installed and are

protecting the bridges.
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Abstract

Domino effect is a well-known cause of severe accidents in the chemical and process industry. Several studies pointed out that the more

critical step in the quantitative assessment of domino hazards is the availability of reliable models to estimate the possibility and probability

of the escalation of primary accidents. This work focused on the revision of available models for the quantitative estimation of damage

probability to plant equipment caused by pressure waves generated by a primary accident. Available data on damages to process equipment

caused by pressure waves were analyzed. Several specific probit functions for different elements of process equipment were obtained from

the analysis of failure data. The analysis of blast wave propagation in different types of explosions allowed the estimation of the expected

damage probability as a function of distance from the explosion center and of explosion strength. The results obtained were used to assess

safety distance criteria and to evaluate the contribution to individual risk of domino effect due to pressure waves.

q 2005 Elsevier Ltd. All rights reserved.

Keywords: Domino effect; Explosion; Equipment damage
1. Introduction

The hazards caused by domino effect are well-known in

the literature [1,2] and are widely recognized also in the

legislation. The assessment of these hazards was already

required by the first ‘Seveso’ European Community

Directive (82/501/EEC), on the control of major accidents

caused by dangerous substances. The ‘Seveso-II’ Directive

(96/82/EC) extended these requirements also to the

assessment of possible domino effects outside the site

under consideration (e.g. to nearby plants).

Although the severe consequences of domino accidents

are known, a well established and widely accepted

methodology for the identification and the quantitative

assessment of accidents caused by domino effects is still

missing. Indeed, several qualitative criteria were proposed

in the literature to identify the possibility of domino events,
0951-8320/$ - see front matter q 2005 Elsevier Ltd. All rights reserved.
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mainly based on equipment vulnerability tables (e.g. see [1]

and references cited therein), whereas only few pioneering

studies addressed the problem of the quantitative

assessment of risk due to domino effects [3–6]. Never-

theless, these studies were not specifically focused on the

development of models for the evaluation of primary

accident escalation.

In several accidents where a ‘domino effect’ took place,

the main responsible for the escalation was the propagation

of pressure waves generated by the primary accident

(an explosion). The present study focuses on the assessment

and further development of probabilistic models to evaluate

the damage to process equipment loaded by overpressure, in

the framework of domino effect evaluation in quantitative

risk analysis. Probit models were used to relate the peak

overpressure to the expected damage probability. These

were coupled to simplified models for peak overpressure as

a function of distance from the explosion centre and of

explosion strength, thus allowing a straightforward

estimation of damage probability and of safety distances

for escalation effects.
Reliability Engineering and System Safety 90 (2005) 271–284
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2. Damage probability of process equipment

A necessary starting point in the assessment of

probabilistic models for accident propagation due to over-

pressure is the analysis of both theoretical and experimental

data on damage to equipment loaded by blast waves. Details

on explosion types and behaviour are reported elsewhere

[1,7–8]. It is only worth mentioning that pressure (or blast)

waves are characterised by static and dynamic over-

pressures, and by the total duration (impulse) of the wave.

The interaction of the pressure waves with surroundings is

very complex and involves several phenomena: reflection of

pressure wave either on the ground or on the loaded

equipment (normal reflections, oblique reflections, Mach

stem formation), flow separation, drag forces (explosion

winds), effects due to equipment shape and relative

orientation (geometry of loaded equipment), mechanical

characteristic of equipment [7,9]. However, if most

common industrial explosions are considered, i.e. excluding

nuclear explosion or condensed high explosives, and only

far-field interactions between the explosion source and the

target equipment are analyzed, damages are mainly related

to the incident peak overpressure (Po) and to the positive

impulse (Is) whereas drag forces on bodies Pd (the explosion

wind) may be negligible. Moreover, most of the authors

relate damages to peak static overpressure only. Indeed, the

use of pressure–impulse diagram for damage is actually

inhibited by lack of data and by theoretical difficulties

unless very idealised blast wave are considered. Only a

qualitative conclusion may be drawn: the longer the loading

impulse, the higher the energy transferred, the lesser the

pressure required to produce damage to process equipment

[10]. Therefore, in the following, it will be assumed that

damage is mainly related to the peak overpressure. The

damage probability will be only qualitatively related to the

positive impulse considering the different characteristics of

the different explosion types. A uniform blast load on

equipment will be assumed. This is a conservative approach

often used in the design criteria, and the assumption is

certainly acceptable when pressure waves such as those

produced by VCE impact on small and medium scale

equipment and, as a first approximation, on large tanks [11].

A number of studies reports threshold values for damage

to generic plant equipment, ranging from 9.9 to 70 kPa

[3,12,13]. Several other sources report values of over-

pressure causing damage to a specific item of process

equipment. Data retrieved are summarized in Table 1. As

shown in the table, large discrepancies exist. This is caused

at least by two factors which are strictly related to the

ambiguity in the definition of ‘damage’: (i) not all the

sources define accurately what is meant for equipment

damage, thus reporting different types of damage (displace-

ment, overturning, buckling, collapse, etc.) as consequences

of pressure wave impact; (ii) differences in the resistance of

equipment to pressure waves: even equipment of the same

category may have a different resistance to pressure load,
and full details on structural or geometrical characteristics

in the target equipment are not always provided with

overpressure damage data.

Eisenberg et al. [14] were the first who proposed the use

of a simplified probit model to assess the damage

probability of process equipment as a consequence of a

blast wave

Yblast Z a Cb lnðDPoÞ (1)

where Yblast is the probit value for equipment damage (see

[15] for details on the probit approach and for the

relationship between probit and probability values), DPo

is the peak static overpressure (in Pa), a and b are the

probit coefficients (aZK23.8 and bZ2.92). The probit

approach was followed also by Khan and Abbasi [13],

which proposed a probit function similar to the equation of

Eisenberg et al. [14]. However, both these sources did not

take into account the different characteristics of process

equipment although, for instance, it is quite clear that

pressurized equipment, as well as elongated or ‘small’

equipment (e.g. pumps, heat exchanges, etc.), usually have

a higher resistance to pressure waves than atmospheric

storage vessels. When similar equipment are considered,

similar damages (e.g. displacement of connected tube,

buckling of shell, destruction of vessel, etc.) are observed

at approximately the same value of peak static pressure,

unless consistent differences in the design are present

(mainly with respect to the design pressure). In order to

take into account quantitatively these factors, probit

analysis of literature data was undertaken, dividing the

damage data into four categories: atmospheric vessels,

pressurized vessels, elongated vessels, and small equip-

ment. Data on piping failure were included in all

categories.

Since the present study was addressed to the assessment

of domino effect, the reference damage was defined as a

damage state resulting in a loss intensity sufficient to cause a

secondary event having consequences at least comparable

with those of the primary event (the blast wave). Damage

probability values, i.e. the probability of having a

mechanical failure or even the destruction of the equipment,

were obtained from the original source or, if absent, were

assigned using the criteria summarized in Table 2.

Probit values were calculated from probability data. In

the interactions between blast waves and process equipment

in the far field, the dynamic pressure in general may be

neglected. Hence, the static peak overpressure was assumed

as the independent variable in the probit analysis. A linear

least-squares regression was applied to calculate the best-fit

coefficients of the probit functions.

It is clear that the values of probability in Table 2 were

difficult to define without introducing reasonable but

somehow arbitrary decisions. Thus, even considering

separately the different equipment categories, very low

regression coefficients were obtained by a direct correlation



Table 1

Data reported in the literature for damage to process equipment loaded by blast waves with peak overpressure Po expressed in kPa

P8 Damage Ref. Po Damage Ref.

1.72 Minor damage, cooling tower [30] 42.00 Tubes failure [33]

5.17 Minor damage, cone roof tank (100%

filled)

[30] 42.00 Pressure vessel deformation [33]

5.17 Minor damage, cone roof tank (50% filled) [30] 42.51 Minor damage, floating roof tank (100% filled) [30]

6.10 1% Structural damage of equipment [14] 42.51 Catastrophic failure, cone roof tank (100% filled) [30]

7.00 Failure of connection [9] 42.52 Minor damage, extraction column [30]

10.00 Failure of atmospheric equipment [31] 45.92 Catastrophic failure, fractionation column [30]

10.00 5% damage of process plant [32] 47.00 Failure of non-pressure equipment [33]

10.00 50% damage of atmospheric tank [32] 49.32 Minor damage, heat exchanger [30]

14.00 Minor damage of cooling tower [33] 52.72 Minor damage, tank sphere [30]

14.00 Minor damage of atmospheric tank [33] 53.00 Pressure vessel failure [33]

17.00 Minor damage, distillation tower [10] 53.00 Failure of spherical press. vessel [33]

18.70 Minor damage, floating roof tank (50%

filled)

[30] 55.00 20% of structural damage of steel spherical steel petroleum

tank

[35]

18.70 Minor damage, reactor: cracking [30] 59.52 Catastrophic failure, reactor [30]

18.70 Catastrophic failure, cone roof tank (50%

filled)

[30] 59.52 Catastrophic failure, heat exchanger [30]

20.00 Displacement of steel supports [34] 61.22 Catastrophic failure, pressure vessel horizontal [30]

20.00 Tubes deformation [33] 69.00 Displacement of heavy equipment [33]

20.00 Deformation of atmospheric tank [33] 69.73 Catastr. Failure, extraction column [30]

20.00 20% damage, Process Plant [32] 70.00 Structural damage of equipment [13]

20.00 100% damage, Atmospheric Tank [32] 70.00 Deformation of steel structures [33]

20.40 50% Structural damage of equipment [14] 70.00 100% damage, heavy machinery, Process Plant [32]

22.10 Minor damage, pipe supports [30] 76.53 Catastrophic failure, reactor: cracking [30]

22.11 Catastrophic failure, cooling tower [30] 81.63 Minor damage, press. vessel vertical [30]

24.00 20% of structural damage of steel floating

roof petroleum tank

81.63 Minor damage, pump [30]

25.00 Atmospheric tank destruction [33] 83.00 20% structural damage of vertical cylindrical steel pressure

vessel

[35]

25.30 Minor damage, reactor chemical [30] 88.44 Catastrophic failure, pressure vessel vertical [30]

27.00 Failure of steel vessel [34] 95.30 99% Structural damage of vertical, steel pressure vessel [37]

29.00 Distillation tower and cylindrical steel

vertical structure

[10] 97.00 99% damage of vertical cylindrical steel pressure vessel [35]

30.00 Failure of pressure vessel [31] 108.8 Catastrophic failure, tank sphere [30]

34.00 99% Structural damage of equipment [14] 108.8 Catastrophic failure, pump [30]

35.00 80% damage of process plant [32] 108.9 99% Structural damage of spherical, pressure steel vessel [37]

35.00 40% damage, Heavy machinery [32] 110.0 99% damage (total destruction) of spherical steel petroleum

tank

[35]

35.50 Structural damage of equipment [3] 136.0 Structural damage, low pressure vessel [36]

35.71 Minor damage, fractionation column [30] 136.1 Catastrophic failure, floating roof tank (50% filled) [30]

37.42 Catastrophic failure, pipe supports [30] 136.1 Catastrophic failure, floating roof tank (100% filled) [30]

38.00 Deformation of non-pressure equipment [33] 136.1 99% Structural damage of floating roof tank [37]

39.00 Structural damage to pressure vessel [36] 137.0 99% damage (total destruction) of floating roof petroleum

tank

[35]

39.12 Minor damage, pressure vessel horizontal [30]
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of data. In order to limit the variability of the data, the mean

value and the mean square error of overpressure data

corresponding to each probit value were calculated. Data

whose differences with respect to the mean value exceeded

the mean square error were discarded in the analysis. By this

technique, more reliable probit functions were obtained for

damage probability due to overpressure. The correlation of

probit data to the logarithm of overpressure is shown in

Fig. 1. Table 3 reports the probit coefficients obtained for

the different process equipment categories.

From the above discussion and from the analysis of data

in Fig. 1, it is clear that some discordances are still present

between the data and the probit functions. Thus, the probit
models listed in Table 3 may only be used as a rough

estimate of the actual damage probability of process

equipment with respect to overpressure. More reliable

experimental data would be needed to increase the

reliability of the probit models. The probit models obtained

should be considered only as a comparative tool to be used

in the framework of quantitative risk analysis.

However, it is interesting to analyze the different trends

of the probit functions. In Fig. 2, a direct comparison of

damage probability calculated from the different probit

models is reported. As expected, pressurized vessels show

the lower damage probabilities with respect to overpressure.

Moreover, higher overpressure values resulted to be



Table 2

Summary of criteria used to assign damage probabilities on the basis of

reported damage data

Reported damage Assigned

probability

Relevant loss of containment 1.00

Catastrophic failure (catastrophic damage or collapse) 1.00

Overturning or displacement of tanks or heavy equipment 1.00

Structural damage of the main containment system 1.00

Complete rupture of connections 0.30

Minor structural damage of pressurized equipment 0.30

Partial failure of atmospheric equipment 0.10

Deformation of atmospheric equipment 0.10

Minor damage of the auxiliary equipment 0.10

Minor structural damage of atmospheric equipment 0.10

‘Buckling’ of the equipment 0.01
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necessary to produce damages to elongated vessels

(as distillation or absorption columns) than to atmospheric

storage vessels. Also small equipment resulted more

resistant to pressure waves.
Fig. 1. Probit model for damage of atmospheric vessels (top left), pressure v

(bottom right).
Fig. 2 also shows the damage probabilities obtained

using the probit function proposed by Eisenberg et al. [14].

As shown in the figure, this model is almost coincident with

that obtained in the present study for atmospheric equip-

ment. Fig. 3, were the model of Eisenberg et al. [14] was

compared to available data, evidences that, as expected,

much higher errors or overconservative results would be

obtained using a single probit correlation for damage

probability, not taking into account the type of equipment.
3. The assessment of safety distances for damage

to equipment in explosions

3.1. Assessment of peak overpressure as a function

of scaled distance

The assessment of safety distances and damage

probabilities needs to be coupled to the specific explosion

type and parameters (e.g. total explosion energy), not only
essels (top right), elongated vessels (bottom left) and small equipment



Table 3

Probit coefficients for different equipment categories (dose: maximum

static overpressure in Pa, see Eq. (1))

Equipment a b

Atmospheric vessels 2.44 K18.96

Pressurized vessels 4.33 K42.44

Elongated equipment 3.16 K28.07

Small equipment 2.18 K17.79

Fig. 3. Literature data for damage probability to process equipment

compared to the damage probability calculated using the probit function of

Eisenberg et al. [14].
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to the equipment characteristics. To this aim, some

generalizations on the primary scenario may be useful.

Indeed, with specific reference to assessment of domino

effects, only explosive phenomena which can propagate

damages at a significant distance from the source point of

the explosion are of concern. This point of view gives way

to exclude from the present analysis some explosions among

those cited above, which can produce severe consequences

only in the close surrounding of the source point without

generating a pressure wave. This is the case of confined

explosion, even if accident propagation from this scenario

may take place, for instance, due to missiles or to radiation.

The generation of highly destructive pressure waves from

unconfined dust explosions was considered unlikely. As a

conclusion, physical explosion of enclosed volumes (due to

internal pressure) and unconfined dust cloud explosions

were not relevant in the present study.

Boiling liquid expanding vapour explosion (BLEVE)

only rarely gives very intense blast wave for the rapid

evaporation of liquid, either for the thermodynamic

conditions which are needed for the explosive evaporation,

or for the total available energy of explosion [16]. Of course,

if local conditions lead to the assumption that very intense

BLEVE can take place and affects equipment in the far field,

the explosion produced by vapour and liquid expansion can

be assumed as point-source. However, it is more likely that

BLEVEs cause escalations and domino accidents due to

fireball radiation and to the projection of fragments.
Fig. 2. Comparison of the different damage probability models.
From the above discussion, it is clear that unconfined or

partially confined explosions of large gas or vapour clouds,

accidentally formed within industrial installation are the main

phenomena that should be kept into account when domino

effects related to blast wave propagation are of concern. The

large characteristic scale and the total positive duration in

these scenarios consistently increase the total positive impulse

of the produced blast wave. It must be remarked that even in

CFD applications, due to the great uncertainties of the

dispersion analysis and to the low development of combustion

models for large-scale premixed turbulent flames, a ‘worst-

case’ assumption is usually adopted for the cloud concen-

tration, that is in general considered homogeneous and at

stoichiometric concentration.

On the basis of the above discussion, it was possible to

approach the coupling of the probit functions for the damage

of equipment loaded by blast waves with models which are

able to predict the primary scenario and the propagation of

the pressure wave in the surrounding environment. Quan-

titative Risk Analysis (QRA) is usually performed on

complex plants or even on extended industrial areas. Thus,

QRA generally requires simplifying assumptions and

detailed models (e.g. Computational Fluid Dynamics,

CFD, for dispersion and deflagration of vapour cloud

explosion or for the propagation of blast waves) cannot be

used for being too time consuming or for the very large scale

of the area that needs to be considered.

An almost universal hypothesis used in QRA to model

the consequences of explosions is to assume that the

accidental explosion phenomena produce blast waves which

can be compared to the ideal blast wave produced by an

equivalent charge of one or more solid ‘point’ explosions,

regardless of the type of explosion. The value of the

maximum peak overpressure as a function of distance may

be then fairly estimated from the well-known TNT-diagram,

or similar plots (see for instance Multi-Energy method [8]).



Table 4

Correspondence between strength factor F and peak overpressure Po

F Po (kPa)

1 1

2 2

3 5

4 10

5 20

6 50

7 100

8 200

9 500

10 1300
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By the point-source methods, peak overpressure Po and

impulse Io can be determined only on the basis of the total

available energy of explosion, using an energy or mass

scaled distance
�
R [7–8]

�
R Z

rffiffiffiffiffiffi
Eexp

3
p

Patm

(2)

where r is the effective distance from the explosion centre

(m), Patm the atmospheric pressure (105 Pa), Eexp the

explosion energy (J) which can be alternatively converted

to equivalent mass of the reference explosive. This approach

is certainly more acceptable in the far field, while a more

accurate analysis is always necessary when near-field

effects are analysed. Indeed, in the far field, similarity in

the propagation of air blast wave produced by any type of

explosion can be assumed. Hence, a first important problem

arises in the definition of the ‘far-field’ distance itself, rff,

above which the simplifying assumptions previously

introduced may be accepted. To simplify this problem, a

new scaled distance
�
r may be defined as follows

�
r Z

r Kr0ffiffiffiffiffiffi
Eexp

3
p

Patm

Z
�
R K

�
r

ff
(3)

where
�
r

ff
is the scaled threshold distance from the explosion

center, having considered an additional distance r0 which is

dependent on the explosion type. If point-source explosion

are considered, the air blast behaviour is ideal with the

exception of the region in the immediate vicinity of the

explosion center, since the source term interests a very

limited area, thus not influencing the blast propagation. As a

conclusion, the far-field hypothesis has a general validity in

these cases, and the distance r0 is approximately zero unless

consideration on the scale of blast source are given, for

instance, in the case of BLEVE of very large tank.

In the case of VCEs, the flow field originated by the

expansion of hot combustion products influences the source

term. Thus, a different approach is needed, starting from the

first assumption that detonation regime can be ruled out in

practical conditions, due to the high ignition energy required

[17]. In the low-Mach deflagration regime, which is typical

of VCEs, the maximum overpressure in the system is given

by the peak overpressure at the flame front. This is usually

estimated by the maximum effective flame velocity [18].

Thus, it may be assumed that the blast wave produced by an

VCE will start to propagate freely in the surrounding

atmosphere at a distance equal or lower than the flame path

Lf. The flame path, defined as the maximum flame front

distance from the ignition point supposed in the barycentre

of the cloud, may be then considered as the far-field

additional distance r0 for VCEs, and calculated by taking

into account the geometry of the cloud and the expansion

factor, given by the ratio of the density r of the unburned (u)

over that of the burned (b) fuel air mixture.

However, it is well-known that in the case of VCE,

the TNT-diagram are an oversimplified representation of
the actual phenomenon, and other methods should be used.

A useful approach to evaluate the overpressure in industrial

environment is the Multi-Energy Method (MEM),

developed by the Netherlands Organisation for Applied

Research (TNO) [19]. According to the basic concept of the

MEM, the explosion consequences are primarily

determined by the geometry of the environment: the

congestion/confinement level enhances the turbulent com-

bustion and causes flame speed acceleration. As a

consequence, the zones characterised by a high level of

obstruction will produce overpressures significantly higher

than those related to zones in which the congestion degree is

very low. Therefore, the flammable cloud must be divided in

separate zones, depending on obstacles arrangement and

dimension, each characterised by a charge size and by a

strength explosion factor F, ranging from 1 to 10 [8]. The

maximum overpressure at the ignition point (i.e. the strength

factor) was recently related to the scenario geometry and to

the reactivity of the fuel within each zone through the

GAME (Guidance for the Application of MEM) guidelines.

The GAME correlations were developed by TNO (NL), on

the basis of the MERGE experimental data set [20,21].

The GAME relations for the peak overpressure with low

ignition energies are the following

Po Z 0:84
VBRRf

D

� �2:75

S0:75
L D0:7 (4)

Po Z 3:38
VBRRf

D

� �2:25

S2:7
L D0:7 (5)

where VBR is the volume blockage ratio of the vapour

cloud, i.e. the portion of volume occupied by obstacles, Rf is

the flame path with respect to unburned mixture, D is the

average diameter of obstacles within the vapour cloud and

SL is the theoretical laminar flame speed of the fuel. Eq. (4)

applies to explosions in an open environment, while Eq. (5)

is related to confinement between parallel planes (which is

appropriate for instance in offshore installations or in rack-

type equipment). Table 4 shows the correspondence

between the Po values calculated by the GAME method

and the explosion strength factors F. Eventually, the GAME

approach may be used for a more reliable calculation of



Fig. 4. Damage probability as a function of scaled distance, calculated using

the TNT model [22].

Fig. 5. Damage probability as a function of scaled distance and explosion strength

(b) pressurized vessels; (c) elongated equipment; (d) small equipment.
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the peak overpressure in the ‘far field’, using the F factor

calculated from Eq. (4) or (5), data in Table 4 and the scaled

distance from Eqs. (2) and (3). It must be also recalled that

in this approach, the values of P8 may as well be estimated

by any other applicable technique, e.g. by CFD simulations.
3.2. Damage probabilities as a function of distance

from explosion centre

From the above discussion, two different methods are

suggested for the evaluation of peak overpressure trends:

the TNT method, for point-source explosions, and the

MEM–GAME method, for VCEs. Figs. 4 and 5 report the

results of probit models for damage to equipment that

should be expected, respectively, for point-source

explosions and VCEs. The Baker–Strelhlow–Tang blast

curve [22] relating overpressure to the scaled distance from

the center of the explosion was used to obtain Fig. 4. The

figure confirms that relevant differences should be expected

between the damage probabilities of pressurized and

atmospheric equipment. As a matter of fact, the distance
factor, calculated using the MEM–GAME model. (a) Atmospheric vessels;
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at which the same probability value is expected is three

times higher for atmospheric equipment than for pressurized

vessels. Differences of about a factor of 2 are present

between the different categories of atmospheric equipment,

although very similar probability values are found for small

and elongated equipment.

In the case of VCEs (Fig. 5), the results are obviously

dependent on the explosion strength factor, F. However,

also in this case relevant differences are evident between

pressurized and atmospheric equipment, both in the

minimum explosion strength needed to result in relevant

damage probabilities and in the scaled distance at which the

same values of damage probability are found. As a matter of

fact, in the case of pressurized equipment, an explosion

strength factor at least equal to 6 is needed to obtain damage

probabilities higher than 5%. On the other hand, a strength

factor of 4 results in damage probabilities as high as 8% in

the case of atmospheric equipment. A difference of about a

factor of 2 is present between the values of scaled distance at

which the same damage probability values are expected, if a

strength factor equal or higher than 6 is considered for the

explosion. The other categories of equipment show

intermediate trends for the damage probability values.

However, also in the case of elongated and small equipment,

an explosion strength factor at least equal to 5 is required in

order to obtain relevant values of the expected damage

probability.
3.3. Safety distances for domino effect

The results shown in Figs. 4 and 5 also allow the

assessment of scaled distances at which a given value of

damage probabilities should be expected. Tables 5 and 6

show the values of scaled distance at which a 1% damage

probability value is expected, and the correspondent peak

static overpressure values, as calculated from the probit

models listed in Table 3 using, respectively, the TNT and
Table 5

Peak overpressure values (kPa) and scaled distance at which 1% damage probab

Equipment category

Atmospheric Pressurized

P
�
r P

Models

Probit models 7.10 3.65 34.60

Considine and Grint model [24] 7.00 5.45 38.00

Thresholds

Bagster and Pitblado [3] 35.00 0.89 35.00

Bottleberghs and Ale [31] 10.00 2.70 30.00

Cremer and Warner [38] 14.00 2.02 35.00

Glasstone and Dolan [9] 23.80 1.27 65.00

Gledhill and Lines [23] 7.00 3.69 38.00

Gugan [33] 14.00 2.02 42.00

Khan and Abbasi [13] 70.00 0.49 70.00

Wells [36] 35.00 0.89 35.00

Comparison to scaled distances correspondent to literature models and threshold
the MEM models. A value of 1% for the damage probability

can be assumed as a conservative threshold for the

escalation of the primary scenario. Thus, the data in Tables 5

and 6 may be used for a preliminary assessment of safety

distances for domino effect caused by blast waves. It must

be remarked that these scaled distances are calculated from

the explosion centre: thus, the position of the explosion

centre should be correctly assumed, also considering the

possible effects of delayed ignition.

Specific approaches reported in the literature for the

assessment of safety distances from domino effect caused by

blast waves are mainly based on peak overpressure

threshold values, below which the possibility of domino

effect is considered to be negligible. A number of different

thresholds reported in the literature are shown in Table 7.

The table evidences that most of these values do not take

into account the equipment category, and are supposed to

apply to any plant item. Tables 5 and 6 report the scaled

distances corresponding to the different overpressure

threshold values. As shown in the tables, important

differences are found (up to a factor of 6 for atmospheric

vessels) depending on the value selected for the damage

threshold. Thus, it is clear that if the analysis of a plant

lay-out has to be performed in order to identify possible

secondary targets of domino events caused by overpressure,

wide differences are likely to result from the application of

the different threshold values. The comparison with probit

models and data reported in the literature for overpressure

damage to process equipment also points out that several

overpressure thresholds proposed in Table 7 are not

conservative, at least if atmospheric, elongated and small

equipment are considered.

A more specific approach to safety distance assessment is

suggested by Gledhill and Lines [23] in a study commis-

sioned by the Health and Safety Executive. In their

approach, threshold values of 7 and 38 kPa are given,

respectively, for the damage of atmospheric and pressurized
ility is expected using the probit functions in Table 3 and the TNT model

Elongated Small

�
r P

�
r P

�
r

0.92 17.00 1.69 12.30 2.27

1.84 – – – –

0.89 35.00 0.89 35.00 0.89

1.05 – – – –

0.89 – – 14.00 2.02

0.53 – – – –

0.84 – – – –

0.77 14.00 2.02 – –

0.49 70.00 0.49 70.00 0.49

0.89 – – – –

values for damage from blast waves is also given.



Table 6

Scaled distance at which 1% damage probability is expected using the probit functions in Table 3 and the MEM model with different strength factors

Strength Factor Threshold Equipment category

atmospheric pressurized elongated small

4 Probit models 0.9 0.0 0.0 0.0

Bagster and Pitblado [3] – – – –

Bottleberghs and Ale [31] 0.1 – n.r. n.r.

Cremer and Warner [38] – – n.r. –

Glasstone and Dolan [9] – – n.r. n.r.

Gledhill and Lines [23] 0.85 – n.r. n.r.

Gugan [33] – – – n.r.

Khan and Abbasi [13] – – – –

Wells [36] – – n.r. n.r.

5 Probit models 1.5 0.0 0.8 1.0

Bagster and Pitblado [3] – – – –

Bottleberghs and Ale [31] 1.0 – n.r. n.r.

Cremer and Warner [38] 0.9 – n.r. 0.9

Glasstone and Dolan [9] – – n.r. n.r.

Gledhill and Lines [23] – n.r. n.r.

Gugan [33] – 0.9 n.r.

Khan and Abbasi [13] – – – –

Wells [36] – – n.r. n.r.

6 Probit Models 3.7 1.0 1.9 2.5

Bagster and Pitblado [3] 0.9 0.9 0.9 0.9

Bottleberghs and Ale [31] 2.9 1.0 n.r. n.r.

Cremer and Warner [38] 2.1 0.9 n.r. 2.1

Glasstone and Dolan [9] 1.5 – n.r. n.r.

Gledhill and Lines [23] 3.8 0.9 n.r. n.r.

Gugan [33] 2.1 0.7 2.1 n.r.

Khan and Abbasi [13] – – – –

Wells [36] 0.9 0.9 n.r. n.r.

O6 Probit Models 3.8 1.3 2.1 2.6

Bagster and Pitblado [3] 1.2 1.2 1.2 1.2

Bottleberghs and Ale [31] 2.9 1.4 n.r. n.r.

Cremer and Warner [38] 2.3 1.2 n.r. 2.3

Glasstone and Dolan [9] 1.6 0.8 n.r. n.r.

Gledhill and Lines [23] 3.7 1.2 n.r. n.r.

Gugan [33] 2.3 1.0 2.3 n.r.

Khan and Abbasi [13] 0.7 0.7 0.7 0.7

Wells [36] 1.2 1.2 n.r. n.r.

Comparison to scaled distances correspondent to threshold values of Table 7 for damage from blast waves is also given (n.r.: not reported).
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equipment. An expression obtained from the approach of

Considine and Grint [24], derived from the TNT model, is

suggested for the calculation of the safety distance as a

function of the threshold overpressure and of the flammable
Table 7

Literature data for threshold values (kPa) for damage to process equipment cause

Source Equipment category

Atmospheric Pressurized

Bagster and Pitblado [3] 35.00 35.00

Bottleberghs and Ale [31] 10.00 30.00

Cremer and Warner [38] 14.00 35.00

Glasstone and Dolan [9] 23.80 65.00

Gledhill and Lines [23] 7.00 38.00

Gugan [33] 14.00 42.00

Khan and Abbasi [13] 70.00 70.00

Wells [36] 35.00 35.00

n.r., not reported.
mass of the cloud

rt Z
I1=3

Pt

138

� �1=1:588
(6)
d by blast waves

Elongated Small

35.00 35.00

n.r. n.r.

n.r. 14.00

n.r. n.r.

n.r. n.r.

14.00 n.r.

70.00 70.00

n.r. n.r.



Fig. 6. Lay-out used for the case-study.
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where rt is the safety distance (m), I is the mass of the

flammable cloud (t), and Pt the overpressure threshold value

(bar). The correspondent scaled distance may thus be

obtained as

Rt Z
Patm

aDHc

� �1=3 138

Pt

� �1=1:588

(7)

where a is the explosion efficiency, DHc is the heat of

combustion (J/kg) of the cloud, and Patm the atmospheric

pressure in kPa. Assuming a value of 0.03 for a and of 46!
106 J/kg for DHc, the scaled value of the safety distance

resulted of 5.45 for atmospheric vessels and of 1.84 for

pressurized vessels. These values may be directly compared

to those obtained by the TNT model and the probit functions

developed in the present study, reported in Table 5.

Comparison shows that the approach proposed by Gledhill

and Lines [23] is the more conservative among those

analyzed, with scaled safety distances higher of a factor 2

with respect to those obtained in the present study. However,

even in this approach, a difference higher than a factor 5 is

found between the safety distances for atmospheric equip-

ment with respect to those obtained for pressurized vessels.

Thus, the results obtained above as well as those reported in

Tables 5 and 6 confirm the importance of a separate analysis

of damage probability for the different categories of process

equipment, if a quantitative assessment of domino hazard

caused by overpressure has to be performed.
4. Quantitative risk assessment of domino accidents

caused by blast waves
Table 9
4.1. Definition of a case-study

The models previously defined were specifically

addressed to be used within the QRA framework to assess

the contribution to industrial risk of domino effect caused by

blast waves. Thus, it is important to verify if the approach

developed above may be used in the quantitative assessment

of risk due to domino events. A case study was defined,

derived from the actual lay-out of an existing oil refinery.

Table 8 shows a list of equipment considered in the analysis.
Table 8

Process equipment considered in the case study

Vessel Type Substance Content, t

D26 Atmospheric tank Gasoline 8000

D27 Atmospheric tank Gasoline 8000

D28 Atmospheric tank Gasoline 8000

D29 Atmospheric tank Gasoline 8000

D30 Atmospheric tank Gasoline 8000

D31 Atmospheric tank Gasoline 8000

D32 Atmospheric tank Gasoline 8000

TK1 Pressurized tank Propane 50

TK2 Pressurized tank Propane 50

TK3 Pressurized tank Butane 1000
Fig. 6 shows a scheme of the lay-out defined for the case-

study.

Primary events considered in the analysis were derived

from a simplified hazard analysis of the storage farm.

Consequences were calculated using literature models [25].

Expected frequencies of primary events were derived from

the purple book [26]. Table 9 shows the characteristics of

the primary scenarios considered in the analysis.

In order to simplify the analysis, the primary accidents

considered in the present analysis as possible causes of

domino accidents were limited to the VCEs following the

catastrophic failure of pressurized LPG storage vessels

TK1, TK2 and of sphere TK3.

With respect to secondary scenarios, a pool fire involving

the entire catch basin of the tank was considered as the

secondary scenario following the damage of atmospheric

tanks due to blast waves. An VCE due to catastrophic failure

of the secondary target was conservatively assumed as

the secondary scenario following the blast wave damage of

the pressurized LPG storages.
Distances and equipment damage probabilities calculated for the case study

Distance (m) Damage probability

TK1 TK2 TK3 TK1 TK2 TK3

D26 221 157 187 0.24 0.42 0.47

D27 158 102 255 0.42 0.92 0.28

D28 242 173 275 0.20 0.36 0.24

D29 203 134 240 0.28 0.53 0.31

D30 163 95 200 0.39 0.95 0.40

D31 132 62 172 0.58 1 0.52

D32 136 72 165 0.53 1 0.57

TK1 0 70 64 – 1 1

TK2 70 0 114 1 – 0.98

TK3 64 114 0 1 0.85 –
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4.2. Damage probabilities and safety distances

Table 9 shows the damage probabilities of each vessel on

the basis of the distance from explosion center and of vessel

category, calculated using the probit models developed in

the present study. A cut-off value of 0.1% was used for

damage probability values reported in the table. As

expected, the results obtained point out that the safety

distances are widely different for atmospheric and
Fig. 7. Safety distances calculated for atmospheric vessels in the case study using a

a damage threshold of 35 kPa [3]. Primary event: (a) VCE from TK3 catastrophi
pressurized vessels, and that the damage probabilities of

atmospheric vessels are much higher (of about a factor 3)

than those of pressurized vessels at the same distance from

the explosion center. Thus, these results confirm the

importance of using different damage probability models

for the different equipment categories.

Figs. 7 and 8 show the safety distances for atmospheric

and pressurized vessels with respect to the primary

events considered. The distances were estimated using
1% damage probability, the model proposed by Gledhill and Lines [23] and

c rupture; (b) VCE from TK2 catastrophic rupture.



Fig. 8. Safety distances calculated for pressurized vessels in the case study using a 1% damage probability, the model proposed by Gledhill and Lines [23] and a

damage threshold of 35 kPa [3]. Primary event: (a) VCE from TK3 catastrophic rupture; (b) VCE from TK2 catastrophic rupture.
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the threshold approach (a 35 kPa threshold value was

selected [3]), the model proposed by Gledhill and Lines [23]

in the report to the HSE, and the 1% damage probability

calculated from the probit models developed in the present

study. The figures evidence that using a single threshold

value and not taking into account the differences between

target categories leads to results that are surely inadequate to

correctly estimate escalation safety distances. Moreover, the

figures also evidence that some of the threshold values
proposed in the literature and reported in Table 7 are not

conservative for atmospheric equipment, at least if com-

pared with the results obtained in the present study. On the

other hand, the approach proposed by Gledhill and Lines

[23] for safety distances results very conservative if

compared to the safety distances estimated with the probit

models.

The comparison between Figs. 7 and 8 further confirms

the importance of a separate estimation of the safety
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distances for the different categories of equipment.

Differences higher than 500 m were estimated for atmos-

pheric vessels with respect to pressurized equipment for the

more severe blast wave considered (see Table 9). These

results confirm that the different resistance of different

equipment categories should be taken into account for a

correct estimation of safety distances for blast wave damage

to equipment.
Fig. 9. Individual risk calculated in the absence (a) and in the presence (b)

of domino effect due to overpressure.
4.3. Assessment of individual risk due to domino effect

A methodology for the quantitative assessment of risk

due to domino effect was proposed by Cozzani and Zanelli

[27]. In this approach, the expected frequency of each

domino effect is calculated as

fde Z fpPd (8)

where fde is the expected frequency of the domino event, fp
is the expected frequency (events/year) of the primary event

and Pd is the propagation probability, as obtained from

damage probability models.

The consequences of the domino event may be expressed

as vulnerability (death probability) maps, calculated on the

basis of the vulnerability maps of the primary and secondary

event

Vt Z FðV1;V2Þ (9)

where V1 and V2 are the vulnerability values in a generic

position, respectively, caused by the primary and the

secondary event, and F is a function that needs to be

defined. The available probit functions used in the literature

to calculate human vulnerability only consider the response

to a single physical effect (radiation, toxic concentration,

etc.). No data are available for the vulnerability following

the exposure to multiple damage vectors. Thus, in a QRA

context only the use of simplifying assumptions may allow

the estimation of vulnerability in domino scenarios.

Synergetic effects may be neglected in the calculation of

the physical effects caused by the accidents, and a

relationship between the different events can be assumed:

e.g. death probability can be considered to be the sum of that

of single events (non-contemporary events), or the value

corresponding to the probability of the union of independent

events. An extended discussion of the problem is provided

elsewhere [28]. Among the several alternative approaches

that are possible, it was shown that in a QRA context the

more suitable method to be applied for the calculation of

vulnerability in domino scenarios leads to the following

definition of function F:

FðV1;V2Þ Z minfðV1 CV2Þ; 1g (10)

Individual risk due to primary events was calculated using

the Aripar-GIS software [29]. Fig. 9(a) shows the results of

the individual risk calculations not considering domino

effect. Fig. 9(b) reports the modification of the risk curves if
domino effect is introduced in the analysis, using the

quantitative assessment methodology discussed above.

These results evidence that domino effect severely influences

the individual risk in the case study. This is in part due to the

high severity of the primary and secondary events considered

in the analysis, but also to the high damage potential of VCE

blast waves. As a matter of fact, introducing domino effect
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caused an increase of the individual risk of about an order of

magnitude. It must be remarked that even more severe results

would have been obtained not considering that the

pressurized vessels have lower damage probabilities. Thus,

it may be concluded that the quantitative assessment of

domino effect due to blast waves may well be obtained by the

probit models developed in the present study.
5. Conclusions

In the framework of the quantitative assessment of

domino effect, probit models were derived for the

estimation of damage probability to process equipment

due to blast waves. Different probit models were

introduced, in order to take into account the different

structural characteristics of different categories of process

equipment. The probit models were coupled to simplified

models for peak overpressure calculation. This allowed a

straightforward approach to the estimation of safety

distances for escalation events caused by blast waves, as

well as of damage probability as a function of the scaled

distance from the explosion center. The approach devel-

oped was also applied to the quantitative assessment of the

contribution of domino effect to individual risk. The results

obtained proved that a straightforward assessment of safety

distances and of domino probabilities is possible using the

simplified approach developed to blast wave damage

calculations.
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