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Abstract. Some issues about the generalization of ANN training are investi-
gated through experiments with several synthetic time series and real world 
time series. One commonly accepted view is that when the ratio of the training 
sample size to the number of weights is larger than 30, the overfitting will not 
occur. However, it is found that even with the ratio higher than 30, overfitting 
still exists. In cross-validated early stopping, the ratio of cross-validation data 
size to training data size has no significant impact on the testing error. For sta-
tionary time series, 10% may be a practical choice. Both Bayesian regulariza-
tion method and the cross-validated early stopping method are helpful when the 
ratio of training sample size to the number of weights is less than 20. However, 
the performance of early stopping is highly variable. Bayesian method outper-
forms the early stopping method in most cases, and in some cases even outper-
forms no-stop training when the training data set is large. 

1   Introduction 

ANNs are prone to either underfitting or overfitting (Sarle, 2002). A network that is 
not sufficiently complex can fail to detect fully the signal in a complicated data set, 
leading to underfitting. A network that is too complex may fit the noise, not just the 
signal, leading to overfitting, which may result in predictions far beyond the range of 
the training data. Therefore, one critical issue in constructing a neural network is 
generalization, namely, the capacity of an ANN to make predictions for cases that are 
unseen in the training set. Two commonly used techniques for generalization are 
cross-validated early stopping (e.g., Amari et al., 1997; Prechelt, 1998) and the regu-
larization (or weight decay) technique (e.g., Mackay, 1991; Neal, 1996). 

In cross-validated early stopping, the available data are usually split into two sub-
sets: training and cross validation (referred to as CV hereafter) sets. The training set is 
used for updating the network weights and biases. The CV set is used to monitor the 
error variation during the training process. When the validation error increases for a 
specified number of iterations, the training is stopped.  

Large weights can cause excessive variance of the output (Geman et al., 1992). A 
traditional way of dealing with the negative effect of large weights is regularization. 
The idea of regularization is to make the network response smoother through modifi-
cation in the objective function by adding a penalty term that consists of the mean 
square of all network coefficients. Mackay (1991) proposed a technique, called 



560 W. Wang, P.H.A.J.M. Van Gelder, and J.K. Vrijling 

Bayesian regularization, which automatically sets the optimal performance function to 
achieve the best generalization based on Bayesian inference techniques.  

In this paper, we will discuss three issues about the generalization of networks: (1) 
How many data are demanded to avoid overfitting; (2) How to split the training sam-
ples in cross-validated early stopping; (3) Which generalization technique is better for 
time series prediction, Bayessian regularization or cross-validated early stopping? 

2   Experiments and Result Analyses 

2.1   Data 

Seven data sets are used in this study, including three synthetic data sets and seven 
observed data sets. Three synthetic time series are as following: (1) Henon map 
(Henon, 1976) chaotic series; (2) The discretized chaotic Mackey-Glass flow series 
(Mackey and Glass, 1977); (3) A stochastic time series generated with an ANN model 
with a structure 5-3-1. 2% Gaussian noises are added to the two synthetic chaotic time 
series. The four observed real-world time series include: (1) The monthly sunspot 
number series (1749.1 ~ 2004.12); (2) The yearly sunspot number series (1700 to 
2004); (3) Monthly Southern Oscillation index (SOI) series (1933.1 ~ 2004.12); (4) 
and (5) daily and monthly streamflow series of the Rhine River at Lobith, the 
Netherlands (1901.1 ~ 1996.12); (6) and (7) daily and monthly streamflow series of 
the Danube River at Achleiten, Austria (1901.1 ~ 1990.12). 

De Oliveira et al. (2000) suggest to use m:2m:m:1 structure to model chaotic series. 
Follow their suggestion, we use 6:12:6:1 for Henon series as well as the discretized 
Mackey-Glass series. ANNs of 2-4-1 (Foresee and Hagan, 1997) and 18-6-1 (Con-
way, 1998) are used for yearly and monthly sunspot series. With trial and error proce-
dure, the chosen ANN structure is 4-3-1 for the SOI series and the two monthly flow 
series, 23-12-1 for daily flow of Danube, and 16-8-1 for daily flow of Rhine.  

The ANNs are constructed with Matlab Neural network toolbox. In all ANNs, tan-
sig transfer function is used in the hidden layer. To avoid of the problem of sensitivity 
to initial weights, simple ensemble technique is applied. That is, for each network, we 
run 10 times with different initial weights, then choose five ones, which have best 
training performance, and take the average of the outputs of the five networks. 

2.2   How Many Data Are Demanded to Avoid Overfitting? 

Amari et al. (1997) show that, when the ratio (referred to as R hereafter) of the train-
ing sample size to the number of weights is larger than 30, no overtraining is ob-
served. This view is accepted by many researchers as a guideline for training ANNs 
(e.g., Sarle, 2002). 

Is there such a clear cut-off value of R? We make experiments for three synthetic 
series with different values of R ranging from 5 to 50. To avoid the possible impact of 
nonstationarity, real world data are not applied here. We use the last 1000 points of 
each synthetic series as the test data, while the training data vary according to the 
value of R. Networks are trained with Levenberg-Marquardt backpropagation algo-
rithm and the training epoch is 1000. The variations in root mean squared error 
(RMSE) of training data and test data with different values of R are plotted in Fig. 1. 
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Fig. 1. RMSE of training data and test data with different values of R for (a) Henon series; (b) 
Mackey-Glass series and (c) ANN series. (solid line: test error; dash line: training error). 

From Fig. 1, we see that with the increase of R, the training error grows, whereas, 
the testing error decreases with the increase of R, which indicates that the intensity of 
overfitting decrease. However, there is no clear cut-off value of R, above which over-
fitting vanishes. When R=30, as suggested by Amari et al. (1997), overfitting is still 
observed for all three fitted networks. When the ratio R is as high as 50, the overfit-
ting basically disappears. However, for the Mackay-Glass series and simulated ANN 
series, the test error is still slightly higher than, albeit very close to, the training error, 
which indicates the existence of slight overfitting. 

2.3   How to Split the Training Samples in Cross-Validated Early Stopping? 

One important issue with regard to cross-validated early stopping is in what ratio to 
split the total training samples into training set and CV set. Amari et al. (1997) sug-
gest that the average generalization error is minimized asymptotically when the rate 
of CV set to total training sample is: 
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k
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−  

(1) 

where k is the total number of weights in the ANN.  
In this section we investigate whether there is such an optimal ratio r. We calculate 

the training error and testing error with different values of r, ranging from 0.02 to 0.3, 
for different cases where the training data size varies with different values of R. The 
results for R = 10 are plotted in Fig. 2. 

The networks for Henon series and Mackey-Glass series have 169 weights, and the 
network for the synthetic ANN series has 22 weights. Therefore, according to the 
optimal ratio proposed by Amari et al. (1997), as shown in Equation (1), for the for-
mer two networks,  ropt ≅ 0.077;   for the later one, ropt ≅ 0.132.  However,  there is no 
clear evidence of the existence of such optimal ratios from the visual inspection of 
Fig. 2 as well as the results for other experimental results when R is 5, 15 and 20. 

Sarle (2002) comments that the results of Amari et al. (1997) contain serious errors 
that completely invalidate the results. From the experiments in this study, it seems 
that this comment is substantiated. In practice, many researchers use a large part, such 
as 1/3 (e.g., Prechelt, 1998), of training samples as CV set. However, according to this 
experiment, the ratio of CV set to training set seems to be not very important for early 
stopping. 10% could be a practical choice when the time series is stationary. 
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Fig. 2. RMSE of training set, CV set and test data with different CV to training ratio r for (a) 
Henon series; (b) Mackey-Glass series and (c) ANN series when R = 10. (solid line: test error; 
dash line: training error). 

2.4   Which Technique Works Better, Bayesian Regularization or  
Cross-Validated Early Stopping? 

Now we investigate the performance of Bayesian regularization and cross-validated 
early stopping technique for one-step ahead time series prediction. As a benchmark, 
no-stop training is also applied, in which training is stopped after 1000 epochs. Root 
mean errors (RMSE) of one-step ahead predictions for test data with these three ap-
proaches are shown in Table 1. The performance comparison shows that:  

(1) Bayesian regularization outperforms CV in most cases, except for the cases of 
Mackay-Glass series and monthly sunspot series.  

(2) When training sample size is small (R < 20), generally, both Bayesian regu-
larization and CV early stopping outperform no-stop training. But these tech-
niques do not always work. For several cases they fail even when R ≤ 10.  

(3) With the increase of the ratio of training data size to the number of weights, 
the overfitting problem with no-stop training is alleviated. Consequently, no-
stop training outperforms or is at least equivalent to CV early stopping in most 
cases (except for Mackay-Glass series) when R ≥ 20. That means, cross-
validated early stopping does not improve the generalization error when R ≥ 20 
for most cases, even though overfitting still exists. In contrast, Bayesian regu-
larization still outperforms no-stop training in about half of all cases even 
when R ≥ 30. 

(4) An advantage of CV early stopping is its fastness compared with Bayesian 
regularization and no-stop training, especially when the network is compli-
cated. Whereas the time-costness is a major problem with Bayesian regulari-
zation, especially when the training size is big and the network is compli-
cated. 

(5) The performance of CV early stopping is highly variable, indicating that it is 
much less reliable than the other two techniques, whatever is the training data 
size. This is because it often ends up the training process too early due to local 
minimum of error function for the CV data set. Therefore, care must be taken 
when using CV early stopping in real world application despite of its fastness, 
unless the speed is of the most importance. It’s better to check the error func-
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tion surface of CV data to see if there are local minima before we use the CV 
data for early stopping. 

(6) Comparatively, the performance of Bayesian generalization is highly stable, 
especially compared with CV early stopping. In many cases (e.g., the simu-
lated ANN series), the 10 runs with different initial weights give almost the 
same result. 

Table 1. Compare the performance of Bayesian regularization, CV early stopping and no-stop 
training according to root mean squared errors (RMSE) of one-step ahead predictions 

Series R Bayes CV NST Series R Bayes CV NST 

Henon 5 0.02778 0.02790 0.03684 Rhine 6.3 840 867 886 

 10 0.02642 0.02655 0.02745 monthly 12.6 839 935 858 

 20 0.02508 0.02575 0.02565  18.9 848 862 867 

 30 0.02491 0.02545 0.02520  25.3 850 897 853 

 40 0.02468 0.02531 0.02497  31.6 850 898 854 

 50 0.02468 0.02482 0.02439  37.9 855 876 855 

Mackay- 5 0.01300 0.01253 0.01666 Danube 6.3 380 395 387 

Glass 10 0.01198 0.01186 0.01362 monthly 12.6 377 396 376 

 20 0.01144 0.01142 0.01186  18.9 369 386 369 

 30 0.01140 0.01131 0.01146  25.3 369 384 364 

 40 0.01130 0.01130 0.01128  31.6 367 388 361 

 50 0.01133 0.01129 0.01134  37.9 367 380 362 

ANN 5 1.080 1.098 1.199 Rhine 4.9 227 291 230 

 10 1.055 1.072 1.102 daily 10.0 185 277 220 

 20 1.045 1.055 1.048  15.0 188 508 218 

 30 1.038 1.062 1.044  25.1 168 276 217 

 40 1.026 1.044 1.040  37.7 185 280 211 

 50 1.017 1.046 1.026  50.3 186 281 217 

Sunspot 5 20.9 19.3 19.4 Danube 4.8 218 174 169 

monthly 10 19.7 18.1 18.2 daily 9.6 184 178 162 

 15 19.5 18.0 17.8   14.5 177 175 163 

 20 18.4 17.6 17.6   24.2 172 175 164 

SOI 5 1.327 1.409 1.468   36.3 163 170 159 

monthly 10 1.357 1.559 1.461   48.5 162 171 159 

 15 1.315 1.373 1.354  Sunspot 5 20.9 20.9 20.5 

 20 1.333 1.436 1.448  Yearly 10 18.9 21.4 19.6 

  30 1.313 1.393 1.363    15 18.8 21.0 19.4 

Note: R refers to the ratio of the training data size to the number of weights; NST refers to no-
stop training with the ANN networks trained 1000 epochs.  
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3   Conclusions 

Some issues about the generalization of ANN training are investigated through ex-
periments with several synthetic data sets and real world time series data. First issue is 
how many data are demanded to avoid overfitting? It is found that even with the ratio 
higher than 30, overfitting still would occur, although not significantly. The second 
issue is how many data should be used as cross-validation data? It is found that the 
ratio of cross-validation set to training set has no significant impacts on the testing 
error. For stationary time series, 10% could be a practical choice. The third issue is 
which method is better for time series prediction, the Bayesian regularization method 
or the cross-validated early stopping method. The results show that both methods are 
helpful when the ratio of training sample size to the number of weights is less than 20. 
But these methods do not always work. For some cases they fail even when the ratio 
is less than 10. Especially, the performance of CV early stopping is highly variable. 
Bayesian method outperforms the CV method in most cases, and it even outperforms 
no-stop training in some cases when the ratio of training sample size to the number of 
weights is above 30. 
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